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Dynamic Low-Latency Distributed Event Processing of
Sensor Data Streams
Christopher Mutschler1,2 and Michael Philippsen1
1
Programming Systems Group, Computer Science Department
University of Erlangen-Nuremberg, Germany
2
Sensor Fusion and Event Processing Group, Locating and Comm. Systems Dept.
Fraunhofer Institute for Integrated Circuits IIS, Erlangen, Germany
{christopher.mutschler;michael.philippsen}@fau.de
Abstract: Event-based systems (EBS) are used to detect meaningful events with low
latency in surveillance, sports, finances, etc. However, with rising data and event rates
and with correlations among these events, processing can no longer be sequential but
it needs to be distributed. However, naively distributing existing approaches not only
cause failures as their order-less processing of events cannot deal with the ubiquity of
out-of-order event arrival. It is also hard to achieve a minimal detection latency.
This paper illustrates the combination of our building blocks towards a scalable publish/subscribe-based EBS that analyzes high data rate sensor streams with low latency:
a parameter calibration to put out-of-order events in order without a-priori knowledge
on event delays, a runtime migration of event detectors across system resources, and
an online optimization algorithm that uses migration to improve performance.
We evaluate our EBS and its building blocks on position data streams from a Realtime
Locating System in a sports application.

1

Introduction

High data rate sensor streams occur in surveillance, finances, RFID-systems, click stream
analysis [BBD+ 02], sports [GFW+ 11], etc. Event-based systems (EBS) turn the high data
load into smaller streams of meaningful events, filter, aggregate, and transform them into
higher level events until they reach a granularity appropriate for an end user application or
for triggering some action. EBS are as manifold as their requirements with respect to workloads and response times. For instance, a warehouse management system must focus on
the interface against which users program detection rules. It must hence interpret queries
at runtime. In contrast, EBS on distributed sensor nodes must avoid communication to
save energy and must filter and aggregate early as memory is only available sparsely.
This paper addresses EBS that also process data from a high number of sensors but that
have sufficient CPU power and main memory, as for instance in finance, autonomous camera control (e.g. sports), or safety critical systems. When distributed processing of event
detection can be made fast enough, actions can be triggered with low latency. Consider the
soccer event dependency graph to detect a shot on goal from position sensor data provided
by a Realtime Locating System (RTLS), see Fig. 1. Since even the detection of proximity
in layer 4 (depending on the number of tracked transmitters) already consumes a machine’s
processing power, sub-event detectors must be spread to other nodes.
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Distribution of EDs across several machines is difficult. As events are generated at different network points and
are no longer timely synchronized, delays and out-of-order events are predominant.1 Thus, distributed EDs process events incorrectly. As a-priori defined parameters for event ordering do
not help, we derive low-latency ordering parameters at runtime, see Sec. 4.1.
Figure 1: Event processing hierarchy.
For any predefined allocation of EDs
to machines, unexpected events (stock
trades, moves in a sports game, etc.) easily cause load imbalances and exhausted CPUs.
Sec. 4.2 presents a technique to migrate an overloaded ED at runtime to another node,
carefully considering the challenging timing delays.
Often there are hundreds of EDs linked by event dependencies and with a-priori unknown
loads. But in order to trigger actions, e.g., smooth camera movements, by events the detection latency must be minimal. A poor allocation of event detectors (EDs) over available
nodes may cause high detection latencies that are impractical to automatically trigger actions. An optimal allocation of EDs to nodes can only be found at runtime. As there are no
polynomial time solutions and as greedy approaches often end up in local optima, Sec. 4.3
presents a latency-minimizing allocation heuristic.
We discuss related work in Sec. 2, sketch the architecture of our system in Sec. 3, and
present the technical contributions of our EBS in detail in Sec. 4. Our techniques work
well on position streams from an RTLS in a soccer application, see Sec. 5.

2

Related Work

The Borealis Stream Processing Engine [AAB+ 05] is the only other EBS we know that
also combines stream revision processing, optimization, and fault avoidance [HXZ07,
TcZ07]. Its stream revisioning by Cerniack et al. [CBB+ 03] uses so-called time-travels
and processes the events that are buffered when revisions occur. However, for predominant out-of-order events almost all generated events must be revised, often triggering a
cascade of revisions along the detector hierarchy. As this puts pressure on the memory
management, Borealis limits the memory for revision processing and drops packets that
cannot be revised to implement an inherent load shedding. Of course, the resulting corrupt
states can make the EDs fail. In contrast, we dynamically determine the minimal buffer
sizes that avoid such failures and revision cascades. For the details of our out-of-order
event processing and a comparison to specific related work, see [MP13b].
Whereas the Borealis box-sliding operator migration from the same paper [CBB+ 03] can
only move EDs to the lower level ED’s node or to the higher level ED’s node (because it
is not order-preserving), we present a technique that can migrate EDs between arbitrary
1 Delays are not only introduced by network or CPU. Events that are generated with earlier time-stamps than
the time-stamps of the events that cause them have a detection delay and can only be inserted into the event
stream long after they have actually happened. A technique for event ordering must also address this delay type.
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nodes, independent from the detector hierarchy. More details and a more thorough discussion of related work in the area of migration can be found in [MP13a].
Xing et al. [XZH05] add dynamic load distribution to Borealis. Their greedy approach migrates filter operators pair-wise and minimizes end-to-end latency by lowering load variance and by increasing load correlations. They periodically collect CPU load statistics and
either a one- or two-way algorithm migrates the operators. Whereas their greedy approach
does not consider network latencies but only CPU loads and is likely to just optimize
towards a local optimum, our technique migrates several EDs at a time and obtains a significant benefit in performance that is closer to the global optimum.
Pietzuch et al. [PLS+ 06] take a-priori statistics of event loads and calculate an optimal
allocation of EDs in the network. Their method cannot be applied since usually event
loads are unknown in applications that analyze highly dynamical data. Threshold-based
techniques [YCJ06] optimize availability by monitoring network, CPU, and memory loads
but do not particularly care about detection latency or bandwidth minimization.

3

Architecture

Fig. 2 depicts our distributed publish/subscribe-based event processing
system. It is a network of several machines that run the same middleware
to process sensor readings that are
collected by a number of data distribution services (DDS), e.g., antennas
that collect RFID readings. EDs are
spread across the machines. An ED
communicates subscriptions, publications and control information with
the middleware that does not know
Figure 2: Distributed publish/subscribe EBS.
the ED’s event pattern; the ED is unaware of both the distribution of other
EDs and the runtime configuration. The middleware implements a push-system with unknown subscribers. At system startup the middleware has no clue about event delays on
other hosts but just notifies other middleware instances about event publications.
As it is difficult to manually implement EDs that process out-of-order events and developers often do not know the delays that their code may face at runtime, the middleware
provides a personal event ordering unit per ED. For that, it extracts a local clock out of the
event stream, see Sec. 4.1. The middleware is thus generic and encapsulated, and does not
incorporate the application-specific event definition of the EDs.
In our application domains all system units that directly communicate with sensors are
synchronized. Therefore there is a way to time-stamp sensor events with a single discrete
time source at the point where they are generated.2
2 In warehouse applications, the RFID-readers may synchronize over LAN, time-stamp the sensor readings
accordingly, and push the data packets as sensor events to the network. In locating systems, the microwave signals
of transmitters are extracted by several antennas that are synchronized over fiber optic cables [GFW+ 11].
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4

Building Blocks

We use the following terminology throughout the rest of the paper:
Event type, instance, and time-stamps. An event type is identified by a unique ID. An
event instance is an instantaneous occurrence of an event type at a point in time. An event
has two time-stamps: an occurrence and an arrival, both are in the same discrete time
domain. An event appears at its occurrence time-stamp ts, or just time-stamp for short.
At arrival time-stamp ats the event is received by a particular node. The occurrence timestamp is fixed for an event at any receiver whereas the arrival time-stamps may vary.
Out-of-order event. Consider an event stream e1 , · · · , en . Events of type ID are used
to set the local clock. Then ej is out-of-order if there do not exist ei , ek , with ei .id =
ek .id =ID and ei .ats ≤ ej .ats so that ei .ts ≤ ej .ts ≤ ek .ts, i.e., ej .ats does not fit
between the two consecutive clock updates.
Event stream. The input of an ED is a potentially infinite event stream that usually is a
subset of all events, holds at least the event types of interest for that ED, and may include
some irrelevant events as well.
4.1

Self-Adaptive Event Ordering

Our dynamic event ordering builds on K-Slack [LLD+ 07]. K-Slack assumes that an event
ei can be delayed for at most K time units. For a particular ED the ordering unit that turns
a stream with potential out-of-order events into a sorted event stream uses the maximal
delay K of all subscribed events to configure the size of a buffer for event ordering. The
ordering unit is mounted between the event input stream and the ED, extracts a local clock
clk from the event stream, and delays early events as long as necessary.
While there are EBS that use programmer-configured K-values [LLD+ 07], we have shown
in [MP13b] that it is both possible and better to measure event delays at runtime and to
configure optimal K-values dynamically. One reason is that EDs in practice often form a
detection hierarchy with an ordering unit per ED so that latencies add up along the hierarchy. For instance, to automatically trigger smooth camera movements with events, all the
K’s in the hierarchy must be as small as possible (to steer the camera as early as possible),
and must be as large as necessary to detect all the necessary events in the detection chain.
Overly large K’s result in large buffers and high latencies for EDs further up the hierarchy.
Fig. 3 shows how such an ordering unit works that is initialized
with K=0. The ED
has subscribed to three
events A, B, and C.
The ordering unit is
mounted between the
event input stream and
the ED. It sets its local
clock clk whenever it
receives events (in this
example we just take A
to set clk). Whenever
Figure 3: Event ordering unit for an ED.
clk is updated we esti-
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mate the maximal delay of all events that have been received since the last clk update, and
retro-fit K if necessary. All events that are currently buffered are evaluated and emitted if
they satisfy ei .ts+K≤clk. At the beginning, when A0 and A2 are received, K is still 0,
which means that both events are immediately passed to the output stream. When C1 is
received, it is pushed to the buffer and waits until A4 updates clk. As the delay for C1 is
3=4-1, we set K=3 and relay C1. A4 is buffered at least until clk equals 7. With A6 the
maximal delay of B3 is 3, K holds, and B3 is passed to the ED.
Hence, our method iteratively calibrates K and delays both late and early events as long
as necessary to avoid out-of-order events. We use a λ scaling factor to overestimate K
in relation to the standard deviation of the event delays to avoid sudden delay changes.
We signal increases of K to upper level EDs by sending a pseudo event that passes the
new delay to their ordering units. Two methods to initialize K at runtime so that there
is no initial stumbling in the ordering units can be found in [MP13b]. We discuss space
complexity and give results on the induced latency in a real-world setup in Sec. 5.1.
4.2

Runtime Event Detector Migration

A distributed EBS must somehow spread its EDs over the available system resources.
However, the system behavior can hardly be estimated before runtime and a predefined
allocation may perform poorly. An allocation may even be so poor that event processing
may fail due to network or CPU overload. For instance, think of a rare event that triggers a
cascade in the ED hierarchy for which not much computing power has been pre-allocated.
Detection and event generation then takes considerably longer, causing even more out-oforder events at higher hierarchy levels. Runtime ED migration can help and also optimize
the detection latency to trigger certain actions, see Sec. 4.3.
However, to migrate an ED from one node to
another at runtime, not only requires to send
the ED’s state but also the measured event delays and the size of the reordering buffer, both
of which are affected by the migration. Consider Fig. 4(a). An ED on host N3 subscribes
to four events: A (with 60ms delay), B (with
(a) Example topology.
0ms delay), C (with 20ms delay), and D (with
40ms delay). If a particular delay increases
after migration, the ED fails because the event
ordering uses the original K so that the emitted out-of-order events make the ED fail. For
instance, after migrating the ED to N1 B’s delay grows by 60ms, there is a plus of 50ms for
(b) Delay δ(e) of event e before miC, a minus of 10ms for D, and A becomes a
gration, δ 0 (e) after migration; df is
local event without delay. Hence, the previous
the forwarding sub-delay.
delays that configured the K of the ED’s orFigure 4: Runtime migration of EDs.
dering unit are no longer valid on N1 . Related
work from the areas of virtual machine migration and cellphone handover is insufficient
or introduces long-lasting network or processing overheads [MP13a].
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The key idea of our runtime migration is that the new ED on the host N1 not only subscribes the necessary input events from their sources, but the old host N3 also forwards
them to N1 for a short while, see Fig. 4(b). N1 can then derive the correct order by combining delay information from events that arrive along two paths and by taking into account
the forwarding sub-delay δf . When migration is initiated, N3 and N1 agree on a moment,
when the ED on N1 takes over and N3 deactivates its ED. Whenever N1 measures an event
delay of a directly received event, it can update its K-value (if necessary/possible) and signal N3 to stop forwarding that event type. Echoed events are dropped. If the K-value for
the migrated ED changes, we send a pseudo event to the ordering units of upper level EDs,
so that they can adapt their K-value also. More details can be found in [MP13a].
4.3

Runtime Latency Optimization

Our runtime latency optimization moves EDs to improve latencies and, as a consequence,
to also optimize their distribution so that they reduce the ordering unit sizes. As event
streams cannot be predicted sufficiently well, plan-based approaches do not work for online optimization. As greedy approaches often end up in local optima we apply heuristics
to optimize the ED distribution at runtime. This requires continuous monitoring of all
event stream statistics in a centralized optimization master (OM) component. The OM
collects the number of transmitted events for each ID, the measured network latencies to
other nodes, and the number of generated events.
The OM periodically triggers a Cuckoo Search (CS) combined with a particle swarm optimizer (PSO) [GL12]. CS models the aggressive breeding behavior of cuckoos that lay
their eggs (an ED distribution) into other birds’ nests (a container to store distribution), and
evicts the original eggs (selecting the fitter ED distribution). The host birds either breed
the eggs or abandon the nest.
The key idea of the algorithm is that in each iteration i≤n, a cuckoo performs either a
lévy flight, i.e., it creates a new solution far away from the current solution (we use a
Levensthein distance between ED distributions), or an ordinary low-distance movement
depending on the solutions found recently. Next, the cuckoo randomly chooses a host
nest for its egg, i.e., a container to store its distribution. The number of nests is fixed
from the beginning. If the chosen nest is not empty, the fitness of both solutions/eggs is
evaluated and the one with lower quality is evicted. The number of nest determines the
number of concurrently existing solutions. The number of cuckoos configures how many
new solutions are generated per iteration. After each iteration, a number of (bad) nests is
replaced by new, empty ones. The lévy flight can be parameterized to control the variance
of solution space scanning. By combining CS and PSO we replace the ordinary movement
with a swarm behavior. The particular particles, i.e., the cuckoos, know each other, and
adapt their lévy flights to reach areas with better solutions. This significantly improves the
results.
Problem formalization. Let n be the number of EDs, m the node count. An allocation
is a three-tuple consisting of an m × n matrix X with xi,j =1 if ED i runs on node j, an
n × n matrix L where li,j is the latency between hosts i and j, and an m × m matrix T
where ti,j is the number of events transmitted from node i to j. The goal is to minimize
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ϕ (X, L, T ) =

m X
m X
n
X

xi,k · xj,k · (ct · ti,j + cl · li,j ) ,

i=1 j=1 k=1

which describes the cost of the current ED distribution under the runtime measurements L
and T, weighted by ct (emphasis on network transmissions) and cl (emphasis on latency).
Solution. An optimization based on heuristics needs (1) a formal encoding of possible
solutions (individuums), and (2) a fitness function that grades the solution’s performance.
~ = (x1 , x2 , · · · , xn )T , with xi ∈ [1; m], an ED i runs
Individuum. In an ED allocation X
on host xi .
Fitness function. The fitness function is used to grade possible solutions and must project
~ of a solution X,
~ the fitter is the indithem onto numbers. The higher the quality f (X)
viduum in the evolutionary algorithm. Our function incorporates network latencies and
traffic, and is again weighted by the parameters ct and cl :
~ =
f (X)

n X
n
X

ai,j · ct · ti,j −

i=1 j=1

n X
n
X

bi,j · (ct · ti,j + cl · li,j ).

i=1 j=1

ai,j is 1 if EDs i and j run on the same host, i.e., xi = xj , and 0 otherwise. Contrary, bi,j is
1 if EDs i and j run on different hosts, and 0 otherwise. The left part of the fitness function
sums up the cost savings by events that are transmitted locally between EDs and that must
not travel through the network. The right part sums up the cost for ED dependencies that
~ grows with locally transmitted events and decreases
cause network traffic. Hence, f (X)
with events that are subscribed by hosts with higher latency or with more generated events.
Due to limited CPU power we skip and discard solution vectors that would overload hosts.

5

Performance Results

We have analyzed position data streams from a Realtime Locating System (RTLS) installed in the main soccer stadium in Nuremberg, Germany. The RTLS tracks up to 144
transmitters at 2,000 sampling points per second for the ball and 200 sampling points per
second for players and referees. Players are equipped with four transmitters, one at each
of their limbs. The sensor data consists of a time-stamp, absolute positions in millimeters,
velocity, acceleration, and Quality of Location (QoL) for any direction [GFW+ 11].
Soccer needs this sampling rates. With 2,000 sampling points per second for the ball and a
velocity of up to 150 km/h, two succeeding positions may be more than 2cm apart. Hence,
reducing the sampling frequency of position events would make detection of several events
impossible. Since soccer events like pass, double pass, or shot on goal happen within a
fraction of a second, event processing must ensure that events are detected in time so that
a hierarchy of EDs can, for instance, control an autonomous camera system for smooth
camera movements or help a reporter to work with the live output of the system.
5.1

Self-Adaptive Event Ordering

To evaluate the event ordering units we recorded the delays of incoming events for the
Player Hits Ball ED, see Fig. 5(a). These events are Is Near, Is Not Near, both oscillating
between 5 and 45ms delay, and Ball Acceleration Changed with a delay of 1-2ms. With
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Figure 5: K-values over time.

our self-adaptive dynamic K configuration, over 95% of all events are correctly ordered
without a-priori knowledge, see the λ=0 line. There are rare points at which K is too small
and causes a misdetection, see the mismatch crosses, before it is increased. With an overfitted K (added safety margin λ=0.5) not a single K misses the maximal event delay, and
the ED is always supplied with ordered events. This ED detects ball hits with a delay of
only 59.8ms whereas a manual K-selection by an expert would cause a latency >500ms.
Hence, with our method smooth camera movements can be triggered early and automatically by events. The memory consumption of our buffering approach is negligible, since
usually only a few milliseconds of events are buffered. The main result of our approach is
to reduce the detection latency.
5.2

Runtime Event Detector Migration

To evaluate the runtime migration we replayed recorded test match data and processed it
in our lab (an ESXi server with a cluster of VMs, each with a 2 GHz Dual Core CPU, 2GB
of main memory, and 1 GBit virtual network communication configured to simulate a real
environment). We migrated an ED that subscribes to four different event types and emits
the pass event. We compared it to classic migration approaches. They either fail, are too
slow, or take too many resources.
Fig. 5(b) shows the K-value of the ED migrated in the classic way (dotted line, K starts
with 40ms). This ED fails 5 times within the first 17 seconds after migration, and whenever it fails, K is increased to prevent future misdetections (as dynamic K-slack would
do). In contrast our migration technique lets the migrated ED start with a slightly larger
K and lowers it whenever an event shows up earlier along the direct subscription path.
Hence, our technique not only avoids misdetection as the K-value is always large enough.
The K of the migrated ED is also only 17% too large at the beginning (70ms instead of
the final 60 ms) and melts down quickly. For this example migration, it took 30s for all
events to be detected at least once. Whereas a classic migration has to forward a total of
13,337 packets just for the single ED, our migration only forwards 51 packets and saves
99.6% of the network bandwidth and shipping overhead.
Hence, our method only forwards a minimal amount of events, and the old ED can im-
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Figure 6: Runtime optimization algorithm with two alternating phases.

mediately stop processing, as the new host takes over. Overload situations can always be
mitigated by migration of event detectors to underloaded hosts.
5.3

Runtime Latency Optimization

To evaluate the runtime optimization we created a synthetic event processing hierarchy
consisting of 8 EDs on 2 nodes, see Fig. 6(a). Arrows show event subscriptions, i.e., active
event transmissions from one ED to another. The larger curved boxes depict the optimal
allocation of EDs to nodes. For the synthetic benchmark after every 100s the EDs change
their event subscriptions, i.e., the situation swings back and forth between the two sides
of Fig. 6(a). For the two communication patterns different allocations of EDs to nodes are
optimal.
Fig. 6(b) holds the resulting network load for 300 seconds. The upper straight line shows
the network traffic for a fixed static ED distribution (0, 2, 5, and 7 on node #1, the others
on node #2). The dotted line shows the network traffic of the ideal distribution.
Our runtime optimization (thin line) comes close. It finds the optimal ED distribution
soon after the phases have switched and redistributes the EDs accordingly. Note that our
runtime latency optimization approaches the optimum incrementally. The reason is that
there is a cycle consisting of some measurements, 0.5s of cuckoo search, plus the actual ED
migration. The cycle is repeated as the heuristic may not have found an optimum within
the 0.5s or because the EDs’ dependencies might have changed again in the meantime.

6

Conclusion

The presented building blocks of our EBS enable a low-latency processing of high data rate
sensor streams to trigger actions with low delay. Our heuristics optimize the distribution
of EDs over the available system resources at runtime. Packet loss has no influences on
our algorithm but only on the event detectors. We also showed that our methods work well
on sensor data streams from Realtime Locating Systems (RTLS) in a soccer application.
Future work will incorporate the ability to speculatively process a portion of events that
would normally be withheld for a while due to the strict K-Slack approach. First results
are promising and will further reduce detection latency.
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Fast Evolutionary Algorithms: Comparing High
Performance Capabilities of CPUs and GPUs
Johannes Hofmann∗, Dietmar Fey
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Abstract: We use Evolutionary Algorithms (EAs) to evaluate different aspects of high
performance computing on CPUs and GPUs. EAs have the distinct property of being
made up of parts that behave rather differently from each other, and display different
requirements for the underlying hardware as well as software. We can use these motives to answer crucial questions for each platform: How do we make best use of the
hardware using manual optimization? Which platform offers the better software libraries to perform standard operations such as sorting? Which platform has the higher
net floating-point performance and bandwidth? We draw the conclusion that GPUs
are able to outperform CPUs in all categories; thus, considering time-to-solution, EAs
should be run on GPUs whenever possible.

1

Introduction

1.1

Evolutionary Algorithms

Evolutionary algorithms (EAs) are a popular form of metaheuristic optimization algorithms. They work by maintaining a population of individuals, also called candidate solutions. The internal representation of such a candidate solution is called a chromosome
or genotype. The most popular representations of individual genes are in form of floatingpoint numbers, integers, or bits.
A fitness function is used to assign each individual a fitness value, indicating the quality of
a certain candidate solution. The algorithm repeats the following steps iteratively until a
termination condition, for example reaching a fitness threshold or some runtime constraint,
is met:
i. Based on their quality, parent individuals are chosen from the population.
ii. During variation, the crossover operator derives a number of offspring from the parent population; after that, the resulting offspring undergo mutation, which introduces
random change into their genotypes.
∗ johannes.hofmann@cs.fau.de
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iii. The newly created offspring are evaluated using the fitness function and, depending
on the survivor selection strategy, replace less promising individuals to make up the
next generation.
Although EAs are generally less time- and resource-intensive than exact methods, they can
still be resource-demanding for large problems, evoking the need for efficient parallelization.

1.2

Evaluation Hardware

To ensure contemporary results, we chose Nvidia’s latest Tesla K20, which is based on
the new Kepler architecture, from the high-end GPU segment as reference GPU. The price
of the card ($ 4,400) served as a basis for selecting a corresponding CPU counterpart. In
addition to the high-end GPU, we also chose to include results of the much cheaper ($ 520)
GeForce GTX 670 consumer-grade GPU.
Both GPUs feature Nvidia’s new streaming multiprocessor architecture (SMX), which has
seen an increase in the number of CUDA cores (roughly equivalent to CPUs’ SIMD-lanes)
from 32 to 192 (single-precision) resp. 16 to 64 (double-precision), offering a significant
boost in performance. The consumer card comes equipped with 7 Streaming Multiprocessors (SM), which allows for a peak performance of 2.5 SP TFlop/s, while the high-end
Tesla model features 13 SM, yielding a peak performance of 3.5 SP TFlop/s. The theoretical bandwidth (BW) of the GeForce and Tesla cards is 192 GB/s resp. 208 GB/s.
Key differences between the GeForce and Tesla card include the unlocked double precision
floating point performance: as we can infer by comparing the ALUs of different precision,
the Tesla can theoretically achieve 1/3 of its SP performance when doing double-precision
calculations; the GeForce, on the other hand, can only achieve 1/24 of the SP performance,
because its DP ALUs are artificially throttled by a factor of eight. Additionally, the Tesla
cards are available with a larger on-board memory (up to 6 GB compared to 4 GB of
single-chip GeForce cards) and offer ECC-protection for said memory.
On the CPU end, we chose a two-socket system, employing Intel Xeon E5-2687W CPUs.
These processors are based on Intel’s latest Sandy Bridge microarchitecture, which introduced Advanced Vector Extensions (AVX); these new vector extensions double the vector
register width of Streaming SIMD Extension (SSE) from 128 bit to 256 bit, essentially
doubling the peak floating-point performance. Each CPU features eight cores with 2-way
SMT and has a a theoretical performance of 397 SP GFlop/s, yielding a total node performance of 794 GFlop/s. Because the CPU uses the same ALUs for single and double
precision arithmetic, the DP peak performance is exactly half of the SP performance. With
a peak bandwidth of 51.2 GB/s per NUMA domain, the CPU system can theoretically attain a bandwidth of 102.4 GB/s.
For quick reference, a summary of key performance data has been compiled in Table 1.
Note that the number of cores refers to physical cores per node in the CPU case and to the
SM count in the GPU case. To calculate the peak SP GFlop/s rate we multiply the core
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Hardware
2×Xeon E5-2687W
GeForce GTX 670
Tesla K20

Cores

Core Clock

Peak SP/DP Perf.

Peak BW

16
7
13

3.1 GHz
915 MHz
706 MHz

794/397 GFlop/s
2,459/102 GFlop/s
3,524/1,175 GFlop/s

102 GB/s
192 GB/s
208 GB/s

Table 1: Key Performance Data of the Evaluated Hardware.

count, core frequency, and the SIMD-width of the vector units (8 for AVX, 192 for SMX);
we also consider an additional factor of two to account for two separate vector addition and
vector multiplication pipelines on the CPU side, as well as the fused multiply-add (FMA)
operation on the GPU side.

2

Implementation

2.1

Random Number Generation

Evolutionary Algorithms are probabilistic algorithms that make heavy use of random numbers. Not only do they require random number generation to seed the initial population,
but also for the probabilistic steps during the algorithm, e.g. random values that determine
whether to mutate a gene, where to choose the crossover point, which opponents to pick
for tournament selection when choosing promising parents, etc. This is why we decided to
implement a very fast pseudo random number generator for both architectures. We chose a
Linear Congruential Generator (LCG), because it is both simple and, using several tweaks,
can be implemented efficiently in hardware. A LCG works by computing a new random
number xi+i from an existing random number xi with the help of a multiplier a, an increment b, a modulus m, and a start or seed value of x0 : xi+1 ≡ axi + b (mod m). By
choosing a modulus of m = 232 we can ignore the modulo operation, because the registers
containing our value will simply overflow if we use unsigned integers as data type. Values
a and b were chosen according to literature [PTVF07] to achieve a period of m.
We started our optimization attempts with a single-core version for the CPU written in
C that generates 100 billion random numbers. The runtime1 of this initial version was
129.4 s. After devising a simple performance model, it becomes clear that this version
performs almost perfectly. The general purpose integer multiplication instruction has a
latency of three cycles, while the addition instruction has a latency of only one cycle.
Since we have a data dependency, it will take a single core four clock cycles to generate a
random number. Thus, at 3.1 GHz it should take us 129.0 s to generate 100 billion random
numbers, if each one takes four cycles to compute.
The loop overhead (increment, compare, branch) can easily be handled by the core in
1 To

increase accuracy, all reported
measurements in this paper were performed ten times. The relative stanp
Pn
dard deviation (RSD = 100/x (n − 1)−1
(x − x)2 ) for all measurements is below 1%.
i=1 i
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four clock cycles, especially when taking Sandy Bridge’s macro-op fusion, which allows
the fusion of the compare and branch instruction into a single micro-op, into account.
Table 2 contains a possible mapping of instructions to issue ports. Note that while all
three listed issue ports contain an ALU and can thus perform integer additions and logical
operations, only issue port one can perform integer multiplications; also, only issue port
five can be used for branching (information taken from Intel’s Optimization Reference
Manual [Int12]).
Cycle

Port 0

Port 1

Port 5

1
2
3
4

imul (1/3) / add
imul (2/3) / imul (1/3)
imul (3/3) / imul (2/3)
add / imul (3/3)

incr / —
cmp / —
— / incr
— / cmp

— / jb
—
—
jb / —

Table 2: Possible Mapping of Instructions to Issue Ports for Hardware Thread Zero (left) and Hardware Thread One (right).

The next step to improve this single-core version is to make use of Hyperthreading (HT),
also called Simultaneous Multithreading (SMT). In our code, the add operation has to wait
for the multiplication to complete. In the mean time, the pipeline is unused. If we use the
other hardware thread of our core to generate random numbers as well, we can improve the
pipeline efficiency by 100% (see Table 2). Using this revision, our program takes 64.7 s to
complete—a speedup of exactly 2.0.
So far, we have only been considering scalar operations. However, AVX offers up to 8way SIMD with its 256 bit vector registers. Unfortunately, AVX extensions only exist
for floating point operations, which is why we have to use legacy SSE instructions to
vectorize integer operations. The pmulld instruction multiplies four 32 bit integers in
the lower half of the AVX vector registers, while the paddd instruction will add four
32 bit integers. After making use of these functions via intrinsics, our SMT version now
takes 24.3 s to finish—a speedup of 2.66 compared to the previous SMT version.
We would expect a speedup of four when replacing the scalar instructions for vectorized
ones, but, as it turns out, the latencies for the vectorized instructions are somewhat different from the scalar ones. While Intel’s manual claims that a pmulld instruction takes
only three cycles to complete on the Sandy Bridge microarchitecture, a micro-benchmark
devised by us to measure instruction latencies revealed that it in fact takes five clock cycles. This means that instead of waiting four clock cycles for one random number in the
scalar case, we have to wait six cycles (the vectorized add instruction, like its scalar counterpart, in fact only takes one cycle) for four random numbers in the vectorized case, which
explains the below-expected speedup: (4/1)/(6/4) = 2.6.
As we have now exhausted all single-core optimizations for the CPU, all that is left is to
parallelize our random number generator across all cores using OpenMP. Albeit our machine has a NUMA topology, this task is straightforward, since all essential data is kept
in registers. Although thread-pinning was used in each benchmark using likwid-pin
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[THW10], pinning had no measurable effect for this particular benchmark. Using all logical cores, the parallel version takes 1.52 s to complete—a speedup of 16.0 compared to
the vectorized SMT version and a speedup of 85.1 compared to the initial version.
Fortunately, we don’t have to repeat this refinement process for the GPU. While kernels
are written in a strictly scalar fashion, the CUDA programming model will automatically
distribute execution to different Thread Processors and Multiprocessors, thereby taking
care of vectorization and parallelization. To optimize the throughput of our LCG, all that
is left to the programmer is to find a good loop unrolling factor and total thread count.
Consistent with the recommendations of the CUDA programming model, we found that
a very large number of threads benefits performance. For the GPUs we used 222 threads
together with 512 threads per block.
The runtimes for both GPUs, as well as a summarization of the previous CPU versions is
shown in Table 3. For the GPU versions, the value in parenthesis is the speedup achieved
in comparison to the fully optimized CPU version.
Hardware

Single-Core

SMT

Vectorization

Multi-Core

2×Xeon E5-2687W
GeForce GTX 670
Telsa K20

129.4 s
—
—

64.7 s
—
—

24.3 s
—
—

1.52 s
0.42 s (3.6)
0.29 s (5.2)

Table 3: Runtime and Speedups (in Parenthesis) of Different Versions to Generate 100 Billion Random Numbers.

Unfortunately we cannot judge the efficiency of the GPU code generated by the compiler,
because there are no instruction latencies available for Nvidia’s Parallel Thread Execution
(PTX) pseudo-assembly language. Considering the optimized CPU version, our previous
latency-based performance model suggests we reach 99.97% of peak performance with the
measured runtime of 1518067 µs. However, even with this implementation pushing the
CPU’s limits, the GPUs easily dominate random number generation. The Tesla is about
5 times faster than the CPU and about 1.5 times faster than the GeForce card (which is
roughly equivalent to the ratio of the frequency-ALU-product of both cards); the GeForce
card still is 3.6 times faster than the optimized CPU version.

2.2

Variation Operators

The variation operators—mutation and crossover—in EAs are conceptually designed to
model the behaviours of their biological prototypes.
As its name suggests, the mutation operator is performing mutations on genes with some
low probability pm . This mutation can be entirely random (e.g. setting an int variable
to a random value) or less severe (e.g. adding a random value from a normal distribution
with µ = 0 to a floating point value). This operator is making heavy use of random
numbers, because each gene of every individual of a generation is considered individually
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for mutation.
The crossover operator is mimicking the process that is taking part during meiosis in a
cell. In the first step, two individuals a and b are selected from the current population.
Next, a random crossover point is established using a random number. The individuals’
genotypes are then cut at the crossover point; then, the tail of individual a’s genotype is
appended to the head of individual b’s genotype and vice versa. Crossover is happening for
each offspring, and usually a lot more offspring than parents are generated. This abundant
genetic diversity aides our EA not to get stuck in local optima. Since this operation can be
very memory intensive, a benchmark of the memory bandwidth has been performed. The
results are shown in Table 4.
Hardware
2×Xeon E5-2687W
GeForce GTX 670
Tesla K20

Peak Bandwidth

Net Bandwidth

Efficiency

102 GB/s
192 GB/s
208 GB/s

65 GB/s
115 GB/s
128 GB/s

64%
60%
62%

Table 4: Peak and Net Bandwidth for Evaluated Hardware.

For the CPU, the net bandwidth was measured using likwid to compensate against nonNUMA awareness of the original STREAM benchmark [McC07]; the GPUs’ bandwidths
were measured using a CUDA port of the STREAM benchmark. Interestingly, the efficiency of the memory system seems to be consistent across platforms: each specimen can
only achieve around 60% of the advertised peak performance. With efficiency the same
across platforms, the peak performance ratio becomes the net performance ratio also, i.e.
the GPUs offer about twice the bandwidth than the CPU system.

2.3

Sorting

After crossover and mutation have been performed and a number of offspring has been
created and evaluated, a new generation of fixed size is chosen from the parents and offspring. Usually this choice is deterministic and only the best individuals are allowed to
enter the next evolutionary cycle. To select the best individuals, we have to sort our current
population and the created offspring according to their fitness values.
This is part of the evaluation we rely solely on libraries, because existing—most likely
heavily optimized—implementations for standard operations such as sorting should be
valid representatives for the maximum achievable performance.
We used gnu parallel::sort from glibc, tbb::parallel sort from Intel’s
Threading Building Blocks library, and thrust::sort from the Thrust library [HB10].
To the best of our knowledge, the only other comprehensive library collection for CUDA
is the CUDA Data Parallel Primitives (CUDPP) Library. We chose not to include results
obtained with this library, because CUDPP actually uses the Thrust library as its sorting
backend and results of both libraries were identical.
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A compilation of our findings can be found in Figure 1. Because the population sizes can
vary greatly in EAs—generic algorithms typically use several hundred to several thousand
individuals while it is not uncommon for genetic programming to use populations that
comprise of several million individuals—we used a logarithmic scale on the x axis of the
plot.
100
90

__gnu_parallel::sort (Xeon)
tbb::parallel_sort (Xeon)
thrust::sort (Tesla K20)
thrust::sort (GTX 670)

80
70

time [ms]

60
50
40
30
20
10
0
105

106

107
population size

Figure 1: Time Spent Sorting Populations of Various Sizes.

The Thrust implementation appears to make good use of the underlying hardware, beating
both CPU implementations for almost the entire range; there is, however, a break-even
point somewhere before a population size of ten million individuals, meaning that Intel’s
implementation becomes faster than Thrust on the GPU for very large populations. However, we would like to note that populations beyond the ten million individual mark are
found seldom in EAs. The implementation found in the GNU C Library remains behind.

2.4

Fitness Evaluation

Conceptually, fitness evaluation is at the heart of an EA. It assigns each individual a fitness
value, on which
i. parent selection relies to pick promising parents; and
ii. survivor selection relies to ensure the “survival of the fittest.”
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The evaluation is also the most compute intensive function of an EA. Usually, evaluation involves the simulation of a physical process with some of the simulation parameters
encoded in the evaluated individual’s genotype. As these simulations tend do be floatingpoint intensive (we already dealt with integer performance in the Section 2.1), we evaluate
and discuss the floating-point performance of the hardware here.
To measure the net performance for the CPU, a hand-written three-way modulo unrolled
assembly kernel using the vmulps/vmulpd and vaddps/vaddpd instructions was used.
For the GPU, a PTX kernel using 16-way modulo unrolling performing only fma.rn.f32
resp. fma.rn.f64 instructions was used.
Hardware
2×Xeon E5-2687W
GeForce GTX 670
Tesla K20

Peak SP

Net SP

Peak DP

Net DP

794
2,459
3,524

785 (99%)
1,919 (78%)
2,347 (67%)

397
102
1,170

393 (99%)
121 (119%)
1,161 (99%)

Table 5: Peak and Net Single Precision and Double Precision GFlop/s Performance for Evaluated
Hardware

Our findings are summarized in Table 5. Interestingly, the situation regarding efficiency
is entirely different than our examination of the bandwidth in Section 2.2. Here, the
GPUs cannot keep up with the CPU’s efficiency. While the advertised theoretical singleprecision performance indicates a Tesla K20 would be about 4.4 times faster than two
Xeon E5-2687W CPUs, the impact of efficiency reduces the speedup to a factor of 3.0;
the same reasoning applies to the slower GeForce card. Interestingly, the efficiency of
double-precision arithmetic is close to the theoretical peak performance for the Tesla K20
GPU; the GeForce even exceeds the theoretical peak performance—probably the result
of Nvidia favoring conservative over too aggressive throttling. Despite these facts, both
GPUs still outperform the Xeons when it comes to absolute numbers of SP performance.

3

Conclusion

As we have shown in the previous Sections, the GPUs outperform a dual-socket high-end
CPU system in all categories:
i. they perform random number generation about 3–4 times faster than the reference
CPU node;
ii. both GPUs should be about twice as fast in variation operations, as they offer two
times the net memory bandwidth;
iii. survivor or and parent selection is done approximately five times faster on the GPU,
at least for typical populations sizes; and
iv. should the fitness function require floating-point operations, a GPU should offer a
speedup of 2–3×.
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The conclusion we can draw from this is that EAs should be run on GPUs whenever
possible.
What remains to be discussed, is how easy one can tap into the performance of a platform. Compared to intrinsic or assembler programming to make use of vectorization, the
CUDA programming model offers the SIMD performance “for free”, i.e. without explicit
optimization. The cost of this abstraction is that of efficiency, but as long as the peak
performance of GPUs is a large enough factor higher than CPUs’, GPUs can outperform
them when it comes to evolutionary algorithms.
This fact is more and more becoming a problem when programming for CPUs. While
todays’ programmers are well aware of multi-core programming, very few make use of
vectorization using intrinsics or even assembly code—even then, when not using them
means that as much as 94% of performance will be lost in upcoming vector extensions,
such as the second evolution of Intel’s Advanced Vector Extensions for its Haswell microarchitecture (AVX2) or Knights Corner’s Initial Many Core Instructions (IMCI).
ISPC [PM12] could be Intel’s answer to that problem. It is a concept that bears striking
resemblance to the CUDA programming model, in which a processor’s SIMD-lanes are
assigned so-called program instances (compare to CUDA threads, which run on Streaming
Processors). New vector instruction sets like AVX2 and ICMI appear to work in tandem
with this new programming paradigm by providing vector mask registers. These mask
registers can be set by if statements in the code and are used to mask out SIMD lanes for
instructions—a concept somewhat similar to CUDA’s warp divergence, which in fact is internally implemented using the very same predication concept. Also included in these new
vector instruction sets are scatter and gather operations, which aim to provide an efficient
means to fill large vector registers from non-contiguous memory. Overall, these technical
innovations herald the advent of vector registers of ever increasing width, a technique that
just Nvidia has been successfully employing for years.
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Abstract: The supercomputers maintained by the Jülich Supercomputing Centre (JSC)
are run in batch mode and are shared among all active users. Jobs are submitted to the
job scheduler, which determines for each job the time of execution. It manages running and waiting jobs, sorts them by a given priority and executes the jobs by fitting
them into the current system state. For users it is often difficult to comprehend the
job scheduler’s algorithm. Thus, a prediction of the future system allocation of currently running and queued jobs is valuable. It helps users to plan job submissions and
supports administrators by optimising the system load.
This paper summarises the design and implementation of a configurable simulation
for various job schedulers. The developed simulation program called JuFo focuses on
the job schedulers Loadleveler and Moab as these are the most important batch systems for the supercomputers provided by the JSC. A major design goal is to keep the
simulation independent from special job schedulers, which is achieved by the generic
configuration of JuFo. Finally, a test framework is developed, which allows for evaluating the accuracy of the generated schedules.

1

Introduction

Computing time granted on supercomputers like those provided by the JSC is a rare resource. On the one hand, the usage of this resource can be optimised by improving the
performance of the users’ algorithms executed on the supercomputers. On the other hand,
administrators of the supercomputers have various options for minimising idling times
of the compute resources. The choice and configuration of the operating system for the
supercomputers strongly influences their efficiency. Especially the job scheduler, which
“receives a stream of job submission data and produces a valid schedule” [KSY99], represents a promising supercomputer component allowing for significant throughput gain. In
order to enhance the scheduler’s efficiency for instance the scheduling algorithm or various types of configuration parameters can be adapted. These changes are risky, since their
effects mostly can be tested only on the production system. As a result, a simulation program for job schedulers is required. The scope, architecture and design of the developed
simulation program called JuFo are outlined in this paper, while a detailed documentation
of its development is given by [Kar12].
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Besides supporting the supercomputer administration, JuFo is also used for on-line prediction of the future schedule. Based on current job requests and available compute resources
the simulation program estimates the dispatch time for submitted jobs. Thus, it extracts
the dispatch times of currently waiting user jobs as well as future idling resources available for new appropriately sized job requests. Users obtain a better understanding of the
scheduling algorithm, which allows for optimising the system load and the usage of computing time. In order to apply JuFo as on-line prediction tool the simulation time has to be
limited to a few minutes, which demands a very efficient implementation.

2

Problem definition

Implementations of many scheduling algorithms used by today’s job schedulers are proprietary and are not published. There are merely rough documentations about their general
functionality. This prevents users of job schedulers from understanding the underlying
scheduling algorithm. Not many job schedulers provide a simulation mode, which would
allow for predictions of the future schedule. Therefore, a customisable job scheduler simulation is required.
The developed simulation program is characterised by its high number of configuration
parameters, its extensibility and its simple integration into the monitoring system LLview
(see [Cen05]). JuFo aims to be highly configurable in order to apply it as simulator of
various batch systems. It is based on a detailed analysis of the scheduling systems Moab
Workload Manager [Com12] and IBM Tivoli Workload Scheduler LoadLeveler [IBM09].
Both job schedulers are used on JSC supercomputers, which allows for comparing the simulation’s results with real-world schedules. The scheduling algorithms and configuration
options of these batch systems are steadily advanced. As a result, JuFo’s functionality will
have to be extended and adapted accordingly. JuFo represents an extensible basis for simulating the analysed job schedulers. The simulation program can also be extended by adding
new scheduling algorithms or site specific configuration parameters. Moreover, JuFo is integrated into LLview’s monitoring workflow. LLview is a generic monitoring system for
supercomputers. It collects real-time information of the monitored system and visualises
it on a single well-arranged display. Based on collected status data JuFo simulates the
future job schedule, which is forwarded to LLview’s visualisation client. Therefore, JuFo
exclusively focuses on the job scheduler simulation. Input data as well as visualisation of
the simulation’s results are provided by the monitoring environment.

2.1

Related work

In this subsection related applications for the prediction of job schedulers are outlined.
The idea for JuFo arises from an existing LLview module for schedule prediction named
SchedSim (see [Cen05]). SchedSim is an advanced simulator for the Blue Gene architectures maintained at JSC. But its efficiency is not sufficient for large clusters running
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thousands of jobs. Moreover, it is based on an implicitly defined XML data format, which
complicates future extensions. In [SW02] a prediction application for job execution time
and queue time is presented. Based on historical data similar job requests are extracted,
which are used to derive the most likely execution time for each job. Using this data the
scheduling algorithm FCFS, which is explained in section 4, is implemented for predicting
the job queue time for all waiting jobs. This prediction program is implemented only for
the batch system PBS (see [Eng13] for PBS documentation). An alternative approach is
the prediction of job wait times exclusively based on historical data without any assumptions on the underlying job scheduler. This solution is used in [NBW08]. It simplifies
the configuration of the scheduler prediction, since no knowledge of the scheduler is required. However, it relies on the existence of log files about past workload traces. Finally,
for some schedulers specific prediction applications are developed such as the showstart
command for Moab [Com12, p.306] or the simulation mode wrapper for the batch system
SLURM [Luc11]. In comparison with the presented applications JuFo uniquely provides
an efficient code basis for simulating job dispatch times for all currently submitted jobs
based on knowledge of the actual scheduling algorithm. It is highly extensible and directly
integrated into a supercomputer monitoring architecture, which visualises the simulation
results immediately. Not only the start time for a single job request is predicted, but the
entire future schedule is simulated. Furthermore, no historical status data is required. JuFo
can generate accurate schedules right from the launch of a new supercomputer. The only
requirement is to map the underlying scheduling algorithm and policies to JuFo’s configuration. To sum up, JuFo is designed as efficient replacement for SchedSim in LLview
allowing extensibility and at the same time providing a similar set of configuration parameters, which define the scheduling algorithm.

2.2

Job scheduler definition

From computer theory job schedulers consist of a hierarchy of three independently working scheduler tasks: the global job scheduler, which is responsible for mapping complete
jobs to compute resources, the task scheduler, which implements multitasking on a single processor and the thread scheduler, which represents the finest scheduling system and
decides, which thread of a process is executed at a specific time frame (see [Arn97]).
JuFo only simulates the global scheduler layer. A global job scheduler allocates available
compute resources such as compute nodes, cores and memory to jobs requesting these
resources. This task is divided into prioritising job submissions, placing jobs into a schedule generated by the underlying scheduling algorithm and managing the system’s compute
resources. Moreover, the scheduler needs to consider reservations, job dependencies and
constraints given by the system’s waiting queues.
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2.3

The scheduling problem

From a more abstract perspective a job scheduler approaches a special case of the resourceconstrained project scheduling problem (RCPSP) [BK12]. It defines a combinatorial optimisation problem of a schedule regarding an objective function. A schedule is modelled
as vector, where each component determines the start date of a so called activity. By applying the RCPSP to job schedulers an activity is synonymous with job. The objective
function evaluates the quality of a schedule. E.g. a simple objective function is the time
duration covered by a schedule to run all jobs. The RCPSP searches the schedule, which
optimises the objective function. This problem is proven to be NP-hard [BK12, p. 34].
Thus, heuristic approximations are used by the analysed scheduling systems, which have
to be simulated by JuFo. Note, that many scheduling algorithms require knowledge of the
job duration times in order to generate schedules. Since JuFo is used as on-line prediction,
the actual runtime of a job is unknown. Instead, the wall clock limit provided by the users
as upper limit for the runtime is used as runtime within the simulation. The accuracy of
the wall clock limit is crucial for the correctness of the simulation result.

2.4

Limitations

Despite the aim of covering a wide range of supercomputers, JuFo cannot be applied for all
systems. Since batch processing is the predominant job placement strategy for supercomputers, JuFo is not designed for the simulation of time-shared resources, where jobs are
allocated to the processors via time slicing. Moreover, the concepts of job preemption and
migration are also not considered. Jobs are expected to be requesting compute nodes and a
number of processors per node and they are grouped into waiting queues, which each define special scheduling policies. These assumptions as well as the scheduling algorithms
supported by JuFo are derived from the analysis of present supercomputers. Although
JuFo provides a large number of configuration parameters, it cannot replace batch system
specific simulation applications developed for testing the impact of changing details of the
batch system’s configuration. Instead JuFo is regarded as simplified model for the simulated batch systems. Thereby, it needs to balance the conflicting targets of generalization,
efficiency, flexible configuration and extensibility.

3

Monitoring environment

JuFo is embedded into the monitoring environment provided by LLview. It allows to
retrieve the status data needed as input for JuFo for a large number of target systems. At
the same time LLview is capable of visualising JuFo’s simulation outcome. As a result, the
simulation’s objective is narrowed down to the generic simulation of a global job scheduler
without additional effort for data retrieval or visualisation. Therefore, JuFo is integrated
into LLview’s workflow as a stand-alone module.
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Figure 1: LLview’s monitoring environment

The architecture of LLview’s monitoring environment is depicted by figure 1. LLview is
split into LML da and the client application. While the former is executed on the monitored supercomputer and collects current status data such as running jobs or the availability
of the compute nodes, the latter visualises the collected status data. Usually LML da updates the status data every minute by triggering the particular resource manager for the
current state. The Large-scale system Markup Language (LML) works as data format and
abstraction layer between both components of LLview (see [WFK+ 11]). LML da is composed of a set of independent modules, which process LML files. There is one module
for parsing job and node data from the output of corresponding batch system commands
labelled with step 1. A second module merges the outcome of the different batch system
commands into a single raw LML file, which is marked with step 2. A raw LML file
comprises a rather flat structure of job and resource data, which is not easily visualised.
Therefore, another module converts the raw data into an LML file close to its actual visualisation in step 3. This file is transferred via SSH or HTTP to the client application,
which parses the final LML file and renders it. JuFo is integrated into this workflow in
the same manner as the described modules of LML da. The raw LML file of the second
step is provided as input file containing currently running and submitted jobs as well as
the state of the compute nodes and the requested resources of the jobs. Based on that data
the global job scheduler is simulated with JuFo resulting in a predicted start date for each
submitted job, which is added to the output LML file. Afterwards, this output file is parsed
by further LML da modules and converted into corresponding visualisation data. Embedding JuFo into this architecture is a powerful solution in order to provide a generic status
data description independent of the particular batch system, which is abstracted in LML.
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4

Job scheduling

First-Come-First-Served (FCFS), List-Scheduling and Backfilling (see [KSY99]) are established scheduling algorithms used by LoadLeveler and Moab to solve the described
scheduling problem. FCFS sorts jobs by their submission date and simply runs them in
this order as soon as possible. An example schedule generated by FCFS is depicted in
figure 2. Five cores are shared among six jobs. The job names indicate their ranking regarding their submission dates with j1 as highest ranked job. List-Scheduling sorts jobs

Figure 2: Job schedule generated by FCFS

by an arbitrary priority formula. The job list is traversed starting with the highest ranked
job. The first job, whose requested compute resources are available at the current time, is
dispatched. Therefore, in contrast to FCFS List-Scheduling allows to start lower ranked
jobs with less resource requirements before higher ranked jobs. For the above example
schedule List-Scheduling would dispatch j4 at the schedule’s beginning and delay the start
of the higher ranked job j3. While FCFS guarantees fairness, List-Scheduling tends to
produce higher average throughput. Backfilling combines the advantages of FCFS and
List-Scheduling: if the highest prioritised job, also known as top dog, cannot be started
due to insufficient available resources, the requested amount of resources is reserved for
this job as soon as they are released by the completion of another job. Available resources
before the top dog’s start can be used by lower ranked jobs as long as their submission
does not collide with the top dog reservation. Backfilling generates predominantly fair
schedules and simultaneously uses resources, which would have been idling when applying FCFS. These scheduling algorithms are implemented by JuFo. They represent a basis
for novel scheduling algorithms and allow for simulating both analysed job schedulers
LoadLeveler and Moab with various configuration parameters.

5

Simulation’s design

Derived from the analysis of common job schedulers JuFo’s main components are formed
by the resource manager, scheduling algorithm and job prioritisation. A resource manager tracks available compute resources and determines, whether jobs can be dispatched
on currently available resources. The scheduling algorithm implements the placement of

30

jobs into the schedule, while the job prioritisation component sorts waiting jobs according
to a given priority formula. Moreover, a timeline is implemented for managing scheduling events such as job submissions, completions or resource state changes. These main
packages of JuFo are depicted in figure 3.

Figure 3: Package overview of JuFo’s architecture, each package lists its key classes and contains a
short description of its overall task

Besides the described main components, JuFo comprises packages for handling LML files
and optimising the resource management (see [Kar12]). The Simulation package coordinates the interactions of all components by implementing the scheduling algorithms described in section 4. It parses the provided configuration and chooses the type of resource
manager and job sorting algorithm. Note, that the packages can only interact via abstract
classes, so that the concrete implementation of each package can be easily exchanged. Jobs
are ranked by the Jobsorting package. An arbitrary mathematical term, which is derived
from the configured priority formula, is evaluated dynamically for each job. This formula
amongst others can contain the queue time, the number of currently active jobs, the number of requested compute nodes or the job’s wall clock limit. The corresponding attributes
are retrieved from the input LML file. The timeline stores a list of relevant scheduling
events. E.g. for each job dispatch or completion a new event is added. An event indicates
that the state of the simulated system has changed. A job dispatch for instance consumes
available compute nodes, while a job completion releases used resources. In general, the
scheduling algorithm traverses the timeline events. The resource changes defined by each
event are applied via the resource manager. Afterwards, the resource manager is used to
check, whether any waiting job can be dispatched on the adapted resources. If jobs can
be dispatched, corresponding events are inserted into the timeline. Then the scheduling
algorithm continues with the next timeline iteration. The ResourceManager package implements, whether and how jobs can be placed according to currently available compute
resources. It tracks the number of available compute nodes, the number of active jobs for
each user and the number of jobs for each queue. Based on this data it decides, whether
a job is allowed to be dispatched and allocates the requested compute resources. Here,
many scheduling rules have to be considered. E.g. nodes can be reserved for a special
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user group, there are upper limits for active jobs per user, compute nodes can be shared by
multiple jobs or can only be used by one job at once. Moreover, jobs do not only require
CPUs, but also memory, software licenses and certain network topologies. The availability
of these resources varies over the simulated time span and has to be traced by the resource
manager.
In order to give an idea on how JuFo’s components interact, figure 4 depicts the implementation of the scheduling algorithm FCFS. This function is located in the Simulation
package and a list of waiting jobs is passed as argument.
void fcfs(waitingJobs)

jobsorting.sort( waitingJobs )
timePos = 0
timePos < timeline.size() && waitingJobs.size() > 0
resourceManager.applyEvent(timeline[timePos])
waitingJobs.size() > 0
resourceManager.isPlaceable(waitingJobs[0])
T

F

timeline.addEvent( timePos )
break
waitingJobs.erase( waitingJobs[0] )
timePos++

Figure 4: Pseudo code implementation of FCFS

At first the jobs are sorted by calling the jobsorting instance. In this example the sort
criterion is expected to be static, so that a single call of the sorting procedure is sufficient. Afterwards, the timeline is traversed as long as there are unplaced waiting jobs.
The changes of the current event are applied with the resource manager. The inner loop
searches for jobs, which can be placed into the current system state. If an eligible job is
found, it is inserted and a corresponding event for the job completion is created and sorted
into the timeline. As soon as the currently highest ranked waiting job cannot be placed, the
inner loop is aborted and the next event of the timeline is conducted. This is an example
for a simple scheduling algorithm. Advanced scheduling algorithms such as Backfilling
and List-Scheduling are also implemented in JuFo (see [Kar12]).
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6

Verification framework

As explained in section 5 the simulator is formed by a set of encapsulated modules, which
can be tested separately with the help of unit tests. These tests are designed to validate the
correctness of independent software modules by comparing their actual behaviour with the
expected behaviour (see [IEE86]). More than 100 test cases are developed for testing the
different JuFo components. These tests can be used as regression tests for future development and they function as a set of example applications showcasing how to use and extend
JuFo. But unit tests are mostly based on synthetic input data, because their results must be
known in advance for evaluating, whether the tested module works as expected. In order to
apply JuFo as on-line prediction of a real supercomputer the accuracy of its results needs
to be evaluated with real-world input data. Since most of the simulated scheduling algorithms are only roughly documented, the schedules predicted by JuFo have to be compared
with real schedules of the target system. As a result, a test framework is developed for the
verification of JuFo’s results. It allows for gathering the actual workload of the particular
supercomputer. The simulation is run based on the status data of the past. Afterwards,
the predicted schedule is compared with the actual schedule produced by the real scheduler. With the help of this test framework the scheduling system of the JSC supercomputer
JUROPA (see [Cen13]) is successfully simulated by JuFo.
The verification procedure is composed of the following steps:
1. Gather LML snapshots of the system status every minute throughout the test period
2. Combine all snapshots into a single LML file
(a) Determine the exact wall clock limits of jobs, which finish in the test period
(b) Store the actual start time for each job
(c) Mark jobs, which start in the test period, as waiting and jobs, which started
before the test period, as running
(d) Detect jobs submitted within the test period and mark them as future jobs
(e) Mark jobs accordingly, which are removed from the queue before being started
3. Run JuFo with the generated test file and simulate the schedule
4. Compare this schedule with the real schedule traced in step 1
This algorithm focuses on the accuracy of the simulation program by avoiding unpredictable determinants such as imprecise wall clock estimates, early job cancellations or
highly prioritised future job submissions. These determinants cannot be extinguished
when using JuFo as on-line prediction. But they need to be suppressed in order to allow a
clear view on how accurately JuFo simulates the real scheduler.
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6.1

Test results for JUROPA

The presented verification procedure is applied to the supercomputer JUROPA. Tests were
run on eight days from July till August, 2012. The test duration varies between about two
and six hours. At each test date JuFo simulated the start dates for 107 up to 280 jobs.
Table 1 lists the key measures of the error distributions of each verification run. Errors
are calculated as the difference of the job’s real start date and the predicted start date
provided by JuFo. Columns four to eight hold the mean, median, minimum, maximum
and standard deviation of the sample. All of these measures are listed in seconds. Note,
that this table only contains those jobs, which started within the test period and which also
were predicted to start in the test period. This ensures that the actual start date is known
and that only jobs within the test period are considered.
Test date
07/23/2012
07/24/2012
07/25/2012
07/27/2012
08/01/2012
08/02/2012
08/06/2012
08/07/2012

Duration
01:43:27
03:50:10
02:12:01
04:22:20
02:35:14
04:25:37
03:19:02
05:39:31

Jobs
107
226
186
191
122
280
133
249

Mean[s]
33.6
-38.3
-773.6
34.2
642.6
468.6
-326.1
289.3

Median[s]
34
31
-116
42
76
64
54
49

Min.[s]
-3020
-8175
-7467
-11038
-4637
-10462
-7783
-15378

Max.[s]
4871
7340
3336
7515
6815
14620
7516
19796

σ[s]
1154.3
1709.6
1851.0
1866.3
1886.8
3360.9
2473.2
4104.9

Table 1: prediction error distributions for example tests on JUROPA

The mean values range from about -13 to 11 minutes. Considering job run times, which
vary between 30 minutes and 24 hours, these errors are acceptable. Along with the median
values between -2 and 1.27 minutes the results show, that on average JuFo provides a
reasonable simulation for JUROPA’s job scheduler.
However, the minimum, maximum and standard deviation columns indicate inaccurately
placed jobs. There are outliers for each test run, which also account for the large standard
deviations. The main reasons for misplaced jobs are wrong sorting of jobs, scheduling
rules manually adjusted by the system administrators and missing reservations. Some
users submit many identical job requests at the same time, which leads to identical system
priorities. Without access to the actual implementation of the job scheduler, it is hard to
discover how jobs with identical system priorities are ranked. Not every scheduling rule
can be obtained dynamically by JuFo. As a result, every change of the scheduler configuration has to be propagated to JuFo in order to keep its accuracy as high as possible.
Finally, in case of JUROPA it is not permitted for a normal user to list currently active
reservations. That is why the above simulations were run without knowledge of reservations, which might influence the generated schedule. However, these shortcomings can be
solved by running JuFo from a more privileged account, where for instance reservations
and current scheduling rules can be queried. Furthermore, this verification framework
can be used for iterative improvement of JuFo’s configuration in order to reconstruct the
behaviour of the actual job scheduler as good as possible. In the same manner this veri-
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fication process can be conducted for other supercomputers. The key determinants of the
scheduler’s behaviour have to be extracted from its documentation. Starting with that configuration JuFo could be refined based on a similar set of sample runs until its accuracy is
acceptable for a valid on-line prediction.

7

Conclusion

This paper presents JuFo, a simulator for global job schedulers of supercomputers. It is
designed for on-line prediction of future job schedules and represents an efficient code basis for the simulation of a common range of scheduling algorithms. JuFo is embedded into
the monitoring environment of LLview, which handles data retrieval and visualisation of
the simulation results. The data format LML functions as communication interface for the
different modules of LLview and JuFo. Supported scheduling algorithms are FCFS, ListScheduling and Backfilling, which can be configured by a large number of parameters
allowing for a detailed reconstruction of the particular job scheduler. The key components of the implementation are resource manager, job sorting algorithm, timeline and the
scheduling algorithm. These components are strictly encapsulated, since they can only interact via interfaces, so that their concrete implementation can be easily exchanged. This
concept also simplifies the developed unit tests, which can focus on each of the independent components. Additionally, a verification framework is implemented for comparing
the job scheduler model of JuFo with the real job scheduler algorithm. This framework is
successfully applied for improving and evaluating the accuracy of the schedule prediction
for the supercomputer JUROPA.
In a similar manner JuFo is planned to be established as on-line prediction for other supercomputers. New challenges are the assignment of further types of resources such as
accelerators, the growing number of job schedulers and configuration parameters and the
increase of submitted jobs, which emphasises the demand for a highly efficient implementation. At the same time the accuracy of the prediction results has to be steadily improved.
A promising approach is enhancing the simulation with speculative data derived from past
workload traces. Instead of using the wall-clock limit provided by the users, an additional
module can be integrated into LLview’s workflow providing more accurate predictions
of the actual job duration. Again, the presented verification framework can be used for
iterative improvement of JuFo’s reliability and accuracy.
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Abstract: We investigate the energy-efficiency of streaming task collections with parallelizable or malleable tasks on a manycore processor with frequency scaling. Streaming task collections differ from classical task sets in that all tasks are running concurrently, so that cores typically run several tasks that are scheduled round-robin on user
level. A stream of data flows through the tasks and intermediate results are forwarded
to other tasks like in a pipelined task graph. We first show the equivalence of task
mapping for streaming task collections and normal task collections in the case of continuous frequency scaling, under reasonable assumptions for the user-level scheduler,
if a makespan, i.e. a throughput requirement of the streaming application, is given and
the energy consumed is to be minimized. We then show that in the case of discrete
frequency scaling, it might be necessary for processors to switch frequencies, and that
idle times still can occur, in contrast to continuous frequency scaling. We formulate
the mapping of (streaming) task collections on a manycore processor with discrete
frequency levels as an integer linear program. Finally, we propose two heuristics to
reduce energy consumption compared to the previous results by improved load balancing through the parallel execution of a parallelizable task. We evaluate the effects
of the heuristics analytically and experimentally on the Intel SCC.

1

Introduction

In a streaming task application, all tasks are active simultaneously. Each task repeatedly
consumes some amount of input, does some computation, and produces output that is
forwarded to another task (or to memory if it is a final result). As an example one might
consider an application where a digitized image is input, preprocessed by the first task to
enhance contrast, forwarded to two further tasks that extract horizontal and vertical edges,
respectively, and forward their results to a fourth task, that computes the final result, e.g.
the decision whether a certain pattern is present in the image or not. The fact such an
application works on a sequence of (blocks of) images that “stream” through the tasks,
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gives the name to this type of application. Streaming task applications are wide-spread in
embedded systems, e.g. as applications for multiprocessor systems on a chip (MPSoC).
A streaming task application can be modeled by a static streaming task graph, where the
nodes represent the tasks, which are not annotated with runtimes but with computational
rates. An edge between tasks u and v does not indicate a precedence constraint but denotes
a communication of outputs from u to become inputs of v, and is annotated with a bandwidth. As the communication typically is done with fixed-size packets, one can assume
that the communication rate indicates how often a packet is transferred, and the computation rate indicates how much computation is done to turn an input packet into an output
packet. As the workloads of different tasks may vary, and as there are normally more tasks
than cores on the underlying machine, several tasks might run simultaneously on the same
core. In this case, a scheduling point is assumed to occur after the production of a packet,
and a round-robin non-preemptive user-level scheduler normally is sufficient to ensure that
each task gets its share of processor time, provided the core has enough processing power,
i.e. is run at a frequency high enough to handle the total load from all tasks mapped to
this core , so that the required throughput can be achieved. In the following we will only
consider computational loads and neglect the influence of communication, hence we talk
of streaming task collections.
We assume that our underlying machine consists of p identical processors, which can
be frequency-scaled independently. We consider both continuous and discrete frequency
levels. We do not consider voltage scaling explicitly, but as most processors scale the
voltage to the minimum possible for a given frequency, this is covered as well.
We are interested in mapping the tasks to processors in such a way that a required throughput is achieved and that, after a suitable frequency scaling of each core, power consumption
is minimized. As the load for each core does not change over time, the initial frequency
scaling will not have to be altered, so that this power consumption also results in a minimized energy consumption over the runtime of the streaming application.
In this respect, we make three contributions: First, we show that under continuous frequency scaling, the problem of energy-optimal mapping of streaming task collections is
identical to the energy-optimal mapping of task collections without precedence constraints,
so that existing approximations for the latter problem [PvSU08] can be applied.
Second, we show that under discrete frequency scaling, the problem of energy-optimal
mapping of streaming task collections can be expressed as a variant of bin packing with
fixed costs. We give a formulation as an integer linear program (ILP). For larger problem instances, existing heuristics for the bin packing problem [CPRT10, HS09] can be
used. We also show that in contrast to continuous frequency scaling, an energy-optimal
solution with discrete frequency scaling might require processors to switch their operating
frequency, and might even comprise processor idle times.
Third, we show that if the tasks are parallelizable (so-called malleable tasks), then this can
be exploited to improve the balancing of loads between the processors, and thus reduce
power consumption, although the parallelization typically reduces efficiency, i.e. increases
the total load. We give two heuristics to select which tasks should be parallelized.
We test our findings with several example applications, and use power measurements from
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the Intel Single Chip Cloud (SCC) manycore processor [How11] for validation.
Streaming task applications have been investigated previously mainly by the MPSoC community (cf. e.g. [ACP06]), but mostly in an adhoc or application-specific manner. Hulten
et al. [KKH12] have considered mapping of streaming task applications onto processors
with fixed frequency with the goal of maximizing the throughput. First investigations of
energy-efficient frequency scaling in such applications have been done by Cichowski et
al. [CKK12a]. Energy-efficient frequency scaling of task collections without precedence
constraints has been considered by Pruhs et al. [PvSU08], although only as a side issue,
and for the case of continuous frequency scaling.
Static scheduling of task collections with parallelizable tasks for makespan optimization
has been investigated by Eriksson et al. and Kessler and Löwe [EKC06, KL08]. Dynamic
scheduling of task sets with parallelizable tasks for flow time optimization has been investigated by Pruhs et al. [GIK+ 10]. In both settings, frequency scaling was not considered.
Energy-efficiency for static scheduling of task collections with parallelizable tasks onto
multiprocessors with frequency scaling has been considered by Li [Li12]. However, the
number of processors allocated to each task (called task size by Li) is fixed and given
as part of the problem scenario in that work, and continuous frequency scaling is used.
Sanders and Speck [SS12] present an optimal solution for concave energy functions and
non-integer processor allocation, yet still with continuous frequency scaling.
The remainder of this article is organized as follows. In Section 2, we treat energy-efficient
mapping of streaming task collections with sequential tasks under continuous and discrete
frequency scaling. In Section 3, we treat energy-efficient mapping of streaming task collections with parallelizable tasks, and give preliminary experimental results for example
applications. In Section 4, we give an outlook onto future work.

2

Energy-efficient Mapping of Sequential Tasks

We first consider the equivalence between task collections and streaming task collections,
which leads to an algorithm for the case of continuous frequency scaling, and afterwards
investigate the case of discrete frequency scaling.
Continuous Frequency Scaling Pruhs et al. [PvSU08] consider the static scheduling
of a set of tasks with given load, i.e. number of instructions to be executed, onto a set of
processors. The tasks assigned to a processor are executed one by one. The power model is
quite simple: the computational power, i.e. number of instructions executed per time unit
by a processor is proportional to the operating frequency f , which can be continuously
scaled, and the power consumption is given by f α , where α typically is between 2 and 3.
They note that for an energy-optimal schedule, a processor should always run at the same
frequency, that the frequencies should be adapted such that the processors all finish with
their respective workload at the same time, and that there are no idle time gaps between
execution of tasks. The frequencies are thus determined by the distribution of the work-
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loads onto the processors. If a processor i has total workload wi and the makespan is
M , then
must run at frequency fi = wi /M . The power consumption is
P the processor
P
P = i fiα = i (wi /M )α , and the energy consumption is
E = P · M = M 1−α ·

X

wiα .

(1)

i

Thus, the minimization of the energy for a given makespan M is equivalent to minimizing
the lα -norm of the processor workloads by distributing the tasks over the processors in a
suitable manner. They refer to an existing polynomial-time approximation scheme (PTAS)
for this problem. Note that Pruhs et al. use a variant of (1) to minimize the makespan for
a given energy budget, but that both problems are equivalent in their setting.
Now consider our streaming task collection. If we consider the tasks’ computational rates
to represent the workload to consume one input packet and produce an output packet, then
one round of execution of all tasks assigned to each processor (according to the roundrobin scheduling) exactly looks like the problem considered by Pruhs et al. Also here, the
processors will run at fixed speeds, have no idle times, and finish their rounds at the same
time. The makespan M here represents the throughput requirement T of the application
in the form of the time for one round of the round-robin scheduler: if the application
repeatedly produces one output packet of size c after time M , then the throughput is c/M .
To fulfill the throughput requirement, M may be at most c/T .
It follows, that minimizing the power consumption of a streaming task collection (and thus
the energy consumption if a certain operating timespan of the application is considered)
under continuous frequency scaling is achieved by distributing the tasks over the processors in such a way that the lα -norm of the processor workloads (defined as the sum of the
computational rates of the tasks assigned to each processor) is minimized.
Discrete Frequency Scaling Despite the insight derived from the above analytical solution, the reality looks slightly different: processors can only assume a small number s of
discrete frequency levels, and the dependency of the power consumption on the frequency
level is more complex than a simple polynomial [CKK12b].
For this case, one can model the task assignment as a bin packing problem: The p processors are represented by s sets of p bins, the bins in each set Sj having a capacity equivalent
to the frequency fj at level j = 1, . . . , s. The cost P wj of a bin in set Sj is equivalent to
the power consumption of a processor at frequency fj , where there is no need to derive an
analytical power model, but it is sufficient to choose the cost according to power measurements of the target machine [CKK12b]. The only restriction is that the cost is increasing
with size. When the tasks have been distributed over the bins, let Sj0 denote the subset of
non-empty bins from Sj . The problem to be solved is to distribute the tasks in such a way
that the workload of any bin i in set Sj0 never surpasses the capacity fj , that never more
than p of the p · s bins are in use (because ultimately there are only p processors), and that
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the power consumption
s
X

|Sj0 | · P wj

j=1

is minimized.
Note however that in the case of discrete frequency scaling, some properties of energyoptimal schedules from continuous frequency scaling do not hold anymore. These are that
each processor always runs at the same frequency and that all processors finish at the same
time given by the makespan, so that there are no idle times. This can be shown by the
following counter-example. Assume that we have 2p + 1 unit-time single-threaded tasks
to be scheduled onto p processors. The most balanced schedule has makespan M = 3;
w.l.o.g. assume that processor P1 gets 3 tasks and P2 to Pp get 2 tasks each and one unit
of idle time on a machine running all cores at maximum frequency. Assume further that
the processors each have discrete frequency downscaling factors 1.0, 1.33, 1.67, 2.0 and a
cubic power function.
If we use downscaling factor 1.33 on processors P2 to Pp , then they finish their tasks after
time 2.66 and thus exhibit an idle time of 0.34. The energy consumption in this case is
3 · 13 + (p − 1) · 2.66 · 1.33−3 ≈ 1.13p + 1.87, and even higher if we consider the power
consumption during the idle times. Using downscaling factor 1.67 on any of P2 to Pp is
not possible as it would result in a runtime of 3.34 and violate the makespan M = 3.
An alternative here is to have each of the processors P2 to Pp run its first task with downscaling factor 1.33, and the second task with downscaling factor 1.67. Then all processors
finish after M = 3, i.e. there are no idle times anymore, and the energy consumption is
3 · 13 + (p − 1) · (1.33 · 1.33−3 + 1.67 · 1.67−3 ) ≈ 3 + (p − 1) · 0.924 = 0.924p + 2.076.
This is lower than the above energy, even if an energy penalty for frequency switching
would be taken into account. Note that we do not consider time or energy overhead from
frequency scaling during runs.
Note that while using scaling factors of 1.0 and 2.0 for the tasks on processors P2 to Pp
would also be possible to achieve makespan 3, the energy is higher due to the greater disparity of the frequencies. Note also that there are scenarios where idle times on processors
remain even if task-wise frequency scaling is applied, e.g. if the last task on P1 in the
above scenario would have runtime 0.98 instead of 1.
The task-wise frequency scaling scenario can still be formulated as a linear program: we
only have to remove the requirement that for each processor, only one bin (i.e. only one
frequency) is used. The target function also has to be adapted to minimize energy, by
taking into account the time that each processor spends in each frequency level.
The linear program uses p · s · n binary variables where xi,j,t = 1 denotes that task t has
been assigned to bin i of set Sj , i.e. to processor i on frequency level j. Then we minimize
the target energy function
p X
s
X
i=1 j=1

P wj ·

n
X
t=1

xi,j,t ·

wt
fj
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where wt is the work of, i.e. number of instructions executed by task t and fj represents the
frequency (number of instructions executed per time) at level j. Thus wt /fj (both values
are constants in the linear program and thus may be divided) is the time that task t needs if
it is mapped onto a processor running at frequency level j, and by multiplication with the
power consumption P wj we achieve the energy consumed for task t. Note that the energy
for idle time is not modelled, as we assume that idle times are minimized by task-wise
frequency scaling compared to processor-wise scaling. Note also, that the energy penalty
for frequency switching is not modelled. At most s switches are needed for each round of
scaling, as all tasks running at a particular frequency level on a processor can be scheduled
successively. If some frequency levels are not used, the number of frequency switches is
reduced accordingly.
The following constraints apply on the binary variables xi,j,t .
Each task is mapped exactly to one bin:
∀t = 1, . . . , n :

p X
s
X

xi,j,t = 1 .

i=1 j=1

No processor is overloaded:
∀i = 1, . . . , p :

s X
n
X
j=1 t=1

xi,j,t ·

wt
≤M .
fj

One sees that p · s · n variables and p + n constraints are needed to map n tasks onto p cores
with s frequency levels. For problem sizes where it is not possible anymore to employ an
ILP solver such as gurobi or CPLEX, there exist heuristics for the bin packing problem
with fixed costs [CPRT10, HS09].
Note that while we have modelled the frequency levels to be identical for all processors,
this is not a restriction and can be adapted by replacing fj and P wj by processor-specific
constants fi,j and P wi,j .

3

Energy-Efficient Mapping of Parallelizable Tasks

We first devise two strategies to choose which tasks shall be parallelized to reduce energy
consumption, and then evaluate both with several benchmark task collections.
Strategies for Parallelization We have seen in the previous section that energy minimization for streaming task collections requires balancing the workloads over the processors. However, if there are large tasks with a workload notably above the average workload
of a processor, or if the number of tasks is not a multiple of the processor count p, then a
balance cannot be achieved, if tasks cannot be divided into smaller parts. A possibility to
divide a task into smaller pieces is parallelizing it into a set of subtasks.
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Assume for example that the task collection consists of n = 101 = p + 1 tasks with
workloads wt = 1, to be mapped onto p = 100 processors. The best solution is to assign 2
tasks to processor 1 and run it at frequency f1 = 2, and assign one task to each remaining
processor, running those at frequencies fi = 1, where i ≥ 2. For a cubic power function,
the power consumption would be P = 23 + 99 · 13 = 107. If one of the tasks (the second
assigned to processor 1) could be parallelized into p subtasks, each having a workload
w̃ ≥ 1/p, all processors would have an even workload of 1 + w̃ and could run at an
appropriate frequency. Even if the parallel efficiency is only 50%, i.e. w̃ = 0.02 instead of
the optimal 1/p = 0.01, then the power consumption would be P = p · (1 + w̃)3 ≈ 106,
and thus lower as before.
One of the strategies presented in [EKC06] to reduce makespan was called serialization,
where each task was parallelized for p processors. Obviously, in this case a perfect load
balance can be achieved, as each task t will put a load of (1/e(p)) · wt /p onto each processor, where e(p) is the parallel efficiency. Compared to the power consumption in the
optimal case (perfect load balance without any overhead), the power consumption is higher
by a factor e(p)−α . Whether this strategy saves energy depends on the load imbalance in
the case where all tasks are sequential. Hence, knowing the task collection, the result of
the ILP computation, and the parallel efficiency that can be achieved, one can check in
advance whether this strategy is successful. Please note that the parallel efficiency includes overhead for barrier synchronization after execution of a parallelized task in the
case that the subtasks’ runtimes are not completely identical, which might occur due to
data dependencies.
We propose a second, greedy strategy that we call bigblock. Here, one parallelizes the
largest task onto p processors, and then maps the other tasks with the ILP from the previous section. This reduces overhead from parallelization and synchronization, because
the majority of tasks remain sequential, and still improves balance by balancing a large
part of the load. The parallelized task is run at the average of the frequencies chosen by
the ILP from the previous section, where all tasks are sequential. Then the makespan for
the ILP mapping of the remaining tasks can be shortened according to the runtime of the
parallel task. The energy consumption is the sum of the energy for running the parallelized
task and the energy from the ILP mapping of the remaining tasks. If the bigblock strategy leads to a lower energy consumption than the ILP from the previous section, then it
can be extended to an iterative strategy: parallelize also the next largest task as long as
energy consumption is improved. Note that the split between parallel and sequential tasks
requires a single frequency switch during execution of the task collection.
Evaluation We evaluate both strategies with two synthetic examples, summarized in
Tab. 1. As target platform, we use the Intel single chip cloud (SCC) processor [How11],
an 48-core multiprocessor where core frequencies can be set by an application program,
however only for groups of 8 cores (power domains), and where the application program
repeatedly records the chip’s power consumption via a library call. If the time interval between
successive measurements mi is δ, then the energy consumed in a run is computed as
P
i δ · mi . The available discrete frequency levels are 1600/j MHz, where j = 2, . . . , 16.
The operating voltage is set to the lowest possible value when frequency changes.
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profile
sequential tasks
serialization
bigblock

benchmark 1
56 tasks
26.6 J
25.9 J if e(p) ≥ 0.94
25.9 J if e(p) ≥ 0.7

benchmark 2
48 tasks + 8 heavy tasks
27.88 J
27.64 J if e(p) ≥ 0.9
27.64 J if e(p) ≥ 0.7

Table 1: Benchmark details and energy consumption on Intel SCC. A task executes in 0.925s (bench.
1) and 0.75s (bench. 2) on one core at 200 MHz, a heavy task needs 2.67 times as long.

As our first benchmark, we use a variant of the n = p + 1 tasks problem presented above.
We have n = 56 tasks with equal runtime wt = 1.85 · 108 , so that a core with one task can
run at 200 MHz, and a core with 2 tasks runs at 400 MHz operating frequency to achieve a
makespan of M = 1 s. We choose n = p + 8 tasks because frequency scaling only occurs
for groups of 8 processors. The ILP model delivers the obvious solution: 8 cores receive
two tasks each, 40 cores receive one task each. The power consumption in this case is
26.6 Watt over the complete runtime, for synthetic tasks that do nothing than adding up
numbers. It follows that the energy consumption is 26.6 Joule for a runtime of 1 s. We
used the gurobi ILP solver to compute optimal solutions of the ILP models. In all cases,
the gurobi runtime was less than 2 seconds on a notebook.
The serialization strategy, where each of the tasks is parallelized onto 48 cores, leads to
a workload of w̃t = 1.85/48 · 108 /e(48) per subtask, with 56 subtasks per core. For an
optimal parallel efficiency of 1, this leads to a workload of about 2.15 · 108 per core, which
could be handled by an operating frequency of 228 MHz. Even a parallel efficiency of
94% can be tolerated. The power consumption of all cores running at 228 MHz is 25.9
Watt over the complete runtime, giving an energy consumption of 25.9 Joule. Hence, the
the energy consumption in this case is slightly lower.
The bigblock strategy, which we adapt to include 8 tasks because of the power domains,
leads to a similar result: each core carries 8 subtasks (one from each parallelized task), and
one sequential task. Here, in the case of optimal parallel efficiency, also a frequency of
228 MHz is sufficient, and in this case even a parallel efficiency of 70% can be tolerated,
because of the reduced number of parallelized subtasks per core. The power consumption
and thus the energy consumption is identical to the serialization strategy. Thus, for this
benchmark, both parallelization strategies lead to an advantage over strictly sequential
tasks. The bigblock strategy might be advantageous in that case because it maintains the
same frequency level and energy consumption for lower parallel efficiency.
The reason why the gain might seem smaller than expected is that the processor chip’s
total power consumption also comprises power for the on-chip network and the memory
controllers, which basically remains the same for different load distributions. Thus, the
difference in power consumption between different frequency levels is smaller than for
a simple cubic power function: if a core consumes 0.4 Watt at 100 MHz (48 cores then
would consume about 20 Watt) and a cubic power function is used, the sequential tasks
would consume 8·(4·0.4)3 +40·(2·0.4)3 ≈ 53 J in one second, while both parallelization
strategies would lead to an energy consumption of 48 · (2.28 · 0.4)3 ≈ 36 J.

44

Our second benchmark also is a benchmark with 56 tasks, however 8 “heavy” tasks have
a load of 4 · 108 instructions, and the remaining 48 have a load of 1.5 · 108 instructions,
respectively. The makespan is M = 1 s. To simplify the ILP model, we only use the
operating frequencies of 100, 200, and 400 MHz, and model each task only once per power
domain. For sequential tasks, the 8 cores of the first power domain each receive one heavy
task, and the 8 cores of the second power domain each receive two normal tasks; the cores
in these power domains run at 400 MHz. The remaining cores each receive one normal
task and run at 200 MHz. The energy consumption is 27.88 Joule.
With the serialization strategy, each core would receive 8 subtasks with load 0.0833 · 108
each, and 48 subtasks with load 0.03125 · 108 each. Assuming an optimal parallel efficiency for the first subtasks, each core would run at frequency 400 MHz for 1/6 seconds,
and run at 200 MHz for the rest of the time (0.83 seconds)1 , allowing for a parallel efficiency of 90% for the other subtasks. The power consumption in the two parts of the
computation are 33.8 Watt and 26.28 Watt, respectively, leading to an energy consumption
of 27.64 Joule, which is lower than with sequential tasks.
The bigblock strategy would parallelize the heavy tasks as in the serialization strategy, and
leave the normal tasks sequential. The frequencies and energy are as with the serialization
strategy, however a parallel efficiency of 70% is tolerable for the parallelized tasks.

4

Conclusions and Outlook

We have investigated the similarities and differences between static scheduling of task
collections and streaming task collections onto manycore processors with continuous and
discrete frequency scaling, respectively. We have presented a linear program to schedule
(streaming) task collections onto manycore processors with discrete frequency levels, that
includes the use of frequency switching to achieve energy-optimal schedules. Furthermore, we have investigated how using the possibility to execute tasks in parallel can be
used to improve the energy-efficiency of those schedules, and presented several heuristics
which tasks to execute in parallel. We have evaluated our proposals with a small number
of application scenarios analytically and experimentally.
Future work will comprise varying the degree of parallelism for malleable tasks, as parallel efficiency often is higher for a smaller processor count, and thus outweighs the increased imbalance, and the use of task-wise instead of processor-wise frequency scaling
(cf. Sect. 2 and [KMEK13]). If frequency switches during tasks are allowed, even imitation of continuous frequency scaling becomes possible. We also plan a larger experimental
evaluation, and to extend our scheduling algorithms to consider the influence of communication between tasks on energy consumption and the restrictions from SCC power domains
(frequencies can only bet set for groups of 8 processors).
1 We here allow dynamic frequency changes of cores to realize an average frequency of 233 MHz. As all
cores switch frequency simultaneously, this does not introduce new load imbalances even within parallel tasks.
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Abstract:
HHblits is a bioinformatics application for finding proteins with common ancestors. To achieve more sensitivity, the protein sequences of the query are not compared
directly against the database protein sequences, but rather their Hidden Markov Models are compared. Thus, HHblits is very time-consuming and therefore needs to be
accelerated. A multi-FPGA system such as the Convey HC-1 is a promising candidate to achieve acceleration. We present the design and implementation of a parallel
coprocessor on the Convey HC-1 to accelerate HHblits after analyzing the application
toward acceleration candidates. We achieve a speedup of 117.5× against a sequential
implementation for FPGA-suitable data sizes per kernel and negligible speedup for the
entire uniprot20 protein database against an optimized SSE implementation.

1

Introduction

HMM-HMM-based lightning-fast iterative sequence search (HHblits [RBHS12]) is a bioinformatics application for finding sequences that have common ancestors. Such sequences
are called homologous sequences. Homology search is a very time-consuming task due to
the large amount of available data. It can be supported from algorithmic side by employing heuristics, such as comparing Hidden Markov Models (HMMs) [Edd98] instead of
comparing the protein sequences directly. HMMs model multiple-sequence alignments or
single sequences with regard to their structure. The Viterbi algorithm [Vit67] is used on an
HMM to determine whether it can generate a given sequence. Exploiting special hardware
can deliver substantial benefit. For example, the Viterbi algorithm can be accelerated by
use of FPGAs [OSJM06]. Further, Farrar proposed an SSE implementation [Far07] of the
Smith-Waterman algorithm [SW81] for direct sequence comparison.
The Convey HC-1 is an FPGA-extended heterogeneous high-performance system where
a dual-core x86 host processor is coupled via Front-Side Bus (FSB) with a multi-FPGA
coprocessor that possesses an aggregate memory bandwidth of up to 80 GB/s to its coprocessor memory. Some biological applications are already implemented on the Convey HC-
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1. There is support for the BLAST algorithm [Con10] and also for the Smith-Waterman
algorithm [VKC12]. Besides, an HC-1 design for creating deBruijn graphs supports assembly of sequences [ZB08]. We analyze the tool HHblits with regard to its structure,
runtime and suitable candidates for acceleration and develop a highly parallel hardware
architecture for the Convey HC-1 that provides massive speedup compared to sequential
execution per kernel (117.5×) and performs slightly better than SSE even for the entire
uniprot20 database (1.07×).
In Section 2, we describe the tool HHblits together with state of the art in accelerating
sequence comparisons and then analyse the tool further. Upon the gained knowledge,
we develop an architecture in Section 3 to accelerate HHblits with the Convey HC-1.
We present the evaluation of our design in Section 4 and finally summarize our work in
Section 5, also giving an outlook over future work.

2

The Application HHblits

The tool HMM-HMM-based lightning-fast iterative sequence search (HHblits) finds homologous sequences in a special large protein database [RBHS12]. Two protein sequences
are homologous if both protein sequences have a common ancestor. Databases used for
HHblits contain Hidden Markov Models (HMMs). HMMs cluster multiple sequences
from available protein databases like uniprot when they are similar to each other. They
can reflect this similarity through delete, insert and match states. For a consensus column
of the clustered sequences, the match state models the probability for the occurrence of an
amino acid at this position. Additionally, an HMM models transition probabilities from
one state to another. Plan7 describes a structure for HMMs [Edd98]. Goal of HHblits is
finding homologous sequences in a database for a given query sequence in order to draw
inferences on its properties.

2.1

Application Flow and Structure

First, HHblits creates a query-HMM (cf. Figure 1, step 1) for the given query sequence.
In HHblits, the query-HMM is approximated to a simplified sequence profile (step 2) for
prefiltering the database in order to avoid later unprofitable CPU-intensive Viterbi searches
on the processor (step 5 of HHblits), much like an accelerated version of HMMER [SB09],
which is accomplished by either patterns or profiles. A profile is a matrix with probabilities
for every character at each position in the sequence. By prefiltering the database using
profiles, a speedup of 20× with almost full sensitivity is achievable in comparison to the
unfiltered HMMER.
For the prefiltering (step 3), HHblits uses adapted versions of the accelerated SmithWaterman SSE implementation [Far07]. The Smith-Waterman algorithm is a dynamic programming algorithm for calculating a local similarity score between two sequences [SW81].
The first step in the prefilter (step 3.1) is to calculate a locally ungapped similarity score
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Figure 1: HMM-HMM-based lightning-fast iterative sequence search

of the query profile against each entry in the clustered database. These entries consist of
an HMM and, in addition, an approximated sequence to this HMM. In the second prefilter step (step 3.2), a locally gapped score is calculated for all sequences with a previously calculated ungapped score higher than a threshold. For prefiltering, an FPGA can
compute a simplified Viterbi algorithm, which also restricts the range for finding optimal
Viterbi scores, thereby achieving an overall speedup of up to 182× against the original
HMMER [EMdJ12].
For all HMMs whose corresponding sequence has passed (step 4) both steps of the prefilter, the application calculates a score applying the Viterbi algorithm (step 5). Given
two HMMs instead of a sequence and an HMM, their modified Viterbi algorithm [Sö05]
calculates the series of states that has the maximum score. If this calculated score is
higher than a given threshold then this HMM is homologous to the query-HMM. Some
approaches use MPI to accelerate HMMER by parallelizing the Viterbi calculations, e.g.
MPI-HMMER [WQC06], and HSP-HMMER achieves due to better load balancing a
speedup of 100× over MPI-HMMER [RHZ09]. GPGPUs pose another technique for
accelerating the Viterbi algorithm for HMMER. The ClawHMMER approach [HHH05]
implements a streaming architecture on a commercial graphics card to calculate several
Viterbi comparisons in a parallel manner, being limited by programming model and available bandwidth only. A pipelined implementation for the compute-intensive Viterbi algorithm on an FPGA [OSJM06] achieved a speedup of 220× over unaccelerated HMMER.
But this implementation only supports the Viterbi search for a simplified Plan7 HMM,
whereas in a fully supported Plan7 HMM, only one element of the result matrix can be calculated at once. Therefore, another approach is to calculate several Viterbi searches on an
FPGA in parallel resulting in a speedup of 182× against unaccelerated HMMER [OYS08].
Finally in step 6, all HMMs whose score passed the threshold in step 5 are realigned in
order to update the query-HMM. Then, for the next iteration the query-HMM is updated
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based on the information from all homologous HMMs and the query-HMM itself.

2.2

Runtime behavior

With a given query sequence and a clustered protein database called uniprot20, we analyzed the runtime profile of HHblits on the Intel Xeon 5138 in the Convey HC-1 using
gprof. The results of this profiling are shown in Table 1. HHblits spends about 62.58 % of
the entire computation time for one iteration in the function ungapped sse score, and also
most of the time for two iterations. Because of these results we investigated approaches
for accelerating this function. A closer look at the function revealed that only 7.178 GB
of data were processed per second, although the Xeon processor runs at 2.13 GHz and
hence with SSE could in theory process 16 bytes * 2.13 GHz = 34.08 GB/s. Therefore,
the bottleneck lies in transferring data to the processor (to be processed in the SSE unit).
The limiting factor for transferring data should be the available bandwidth of the FrontSide Bus (FSB) interface of 8.512 GB/s. Our approach is hence accelerating the function
ungapped sse score by exploiting the higher memory bandwidth available for the coprocessor on the Convey HC-1 The coprocessor has roughly ten times more bandwidth than
the FSB interface, which is distributed over 16 DIMMs that are accessed via eight Memory
Controllers (MCs) with two ports each running at 150 MHz.
Function

1 Iteration
Time

ungapped sse. 62.58%
CalculatePost. 12.10%
Hit::Viterbi
6.37%
swStripedByte 3.72%
Other
15.23%

49.77s
9.62s
5.07s
2.96s

Calls

2 Iterations
Time

3129234 52.52%
2155 7.09%
601 19.63%
77921 3.88%
16.88%

99.69s
13.46s
37.27s
7.37s

Calls

6258468 11.08%
3017 1.18%
3778 64.79%
191721 1.10%
21.85%

4 Iterations
Time
200.83s
21.32s
1174.64s
19.90s

Calls
12516936
4741
83760
452762

Table 1: Profiling HHblits over one, two and four iterations on an Intel Xeon 5138

2.3

Function ungapped sse score

To get a clue of how we can design an architecture for the function ungapped sse score, we
had a closer look at its implementation. This function calculates a locally ungapped score
for the query profile and a sequence from the database. To calculate this score, a simplified
version of the Smith-Waterman algorithm is used. Each element in the result matrix is
only calculated depending on the left diagonal neighbor in the matrix. SSE instructions
are used to calculate the elements of the result matrix. Hence, the function works on 16byte blocks. A nested loop processes these 16-byte blocks. The outer loop iterates over all
elements of the sequence. In this outer loop, for each element in the sequence an address
is calculated to access a distinct line in the profile. The inner loop iterates over all 16-byte
blocks of a column in the result matrix. For each block, the previously calculated left
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diagonal neighbor 16-byte block is added to the corresponding block in the profile. Then
an offset is subtracted from each score in the block. The 16 maximum scores are kept
in a 16-byte variable. Using a striped representation of the profile, internal dependencies
between elements are removed [Far07]. Thereby, only the first block in a line depends on
the last block of the previous line. At the end of the function, the maximum byte value in
the 16-byte variable is calculated. This is the calculated locally ungapped score.
A user-programmable FPGA on the coprocessor of the Convey HC-1 can access 16 times
8 bytes per cycle from the coprocessor memory, potentially processing 8 times more data
per cycle. Moreover, four such FPGAs are available. Thereby, 512-byte blocks could be
processed per cycle. For determining the maximum, special reduction circuitry can be
integrated.

3

Calculating the Ungapped Score on an FPGA

The Convey HC-1 coprocessor consists of four application engines (AEs) (user FPGAs)
that can be reconfigured by a user. A hardware developer creates an FPGA design by
use of the Convey Personality Development Kit (PDK), specifying the functionality in a
hardware description language such as VHDL. The interfaces to the Convey environment,
such as memory controllers and further control processors, are all provided within the
PDK. The Xilinx tools are then used to create bitstreams for the FPGAs. Normally, the
same bitstream is configured on each AE. With the four AEs, we can exploit coarse-grained
task-level parallelism and calculate scores for four sequences with the same query profile
in parallel.
Instead of using the SSE implementation for calculating the ungapped score within HHblits, we employ the FPGA-based coprocessor. First, data needs to be written to coprocessor memory. Then, the coprocessor can be started via specific Convey-supplied function
calls that also care for configuring the FPGAs. Through these calls, the coprocessor also
gets all required parameters for processing. These parameters are the address of the profile,
the address of the sequence, the length of the sequence and an offset for calculating the
score. Before processing the data, the FPGAs must begin fetching data from coprocessor
memory and store them in FPGA-internal memories.
To exploit all the available bandwidth, we use Binary Interleave Mode for the Convey
memory architecture. We therefore had to extend the original profile to align lines on 512byte boundaries because in binary interleave mode, only one of the 8 Memory Controllers
(MCs) has access to a certain 64-byte region of the coprocessor memory.

3.1

FPGA Design for the Convey HC-1

Our AE design for calculating the locally ungapped score exploits fined-grained data-level
parallelism. Up to 128 entries of the result matrix are calculated in parallel per AE. All
internal units are initialized by a controller and each unit is controlled by the data flow.
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Figure 2: Parallel architecture with 8 processing units (PUs) for evaluating the ungapped score
between a profile and a sequence on one FPGA

The AE design depicted in Figure 2 calculates the maximum locally ungapped score in a
pipeline. Before this calculation of the score begins, the whole sequence is loaded over 8
respectively 16 ports of the memory controllers via the Read Order Queues (ROQs) to the
internal storage for a sequence of the database. These queues are required to reorder the
incoming data according to their request order. With the loaded sequence, we calculate for
each element in this sequence the address to request the appropriate line of the profile. So
the controller starts to stream all needed lines of the profile into the ROQs.
When each ROQ gets data from the profile line, the 8 respectively 16 processing units
(PUs) start to calculate the entries of the result matrix, which will be described in the next
paragraph. The multi-port line buffer needs to store both the previous and the current line
of the result matrix because the previous line is required for calculating the current line.
Whenever the processing units produce valid data, the reduction circuit begins searching
the local maximum of the freshly calculated 64 respectively 128 elements of the matrix in
a pipelined fashion in the reduction circuit, employing a binary-tree-like approach. In the
first step, two calculated entries are compared at a time and the greater one is forwarded
to the next stage. Same is done in this next stage. Finally, only one value is left. In the last
stage, this value is compared against the global maximum. In case the local maximum is
greater, this value becomes the next global maximum. So the reduction circuit pipeline has
7 respectively 8 pipeline stages. When all entries of the result matrix have been calculated,
the global maximum value is returned to the host system via the AEG register file.
Figure 3 shows how each PU calculates 8 entries of the result matrix in parallel. First, for
each byte from the profile data, the corresponding byte of the previously calculated line
is added. Then an offset is subtracted from this result. Both calculations are done with
saturated arithmetic together in one cycle. The resulting 8 byte values are forwarded to the
reduction unit and stored in the line buffer.
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Figure 3: Parallel structure of one processing unit (PU)

After we designed and implemented the architecture, we looked at the consumption of the
resources on the FPGA of an application engine. As can be seen from the results given in
Table 2, we have implemented a design that does not need many of the resources available
on the FPGA. In addition, the coprocessor is clocked with only 150 MHz, so there is much
room available for further extensions that will still meet timing.
Resource

8 PUs

16 PUs

Slices
21406 / 41% 25701 / 49%
Registers 52478 / 25% 68002 / 32%
LUTs
53133 / 25% 70432 / 33%
BRAMS
58 / 20%
74 / 25%
Max. freq.
201.014 MHz 198.196 MHz
Table 2: Resource usage of our Convey HC-1 FPGA design

4

Evaluation

First we measured the average kernel execution time for calculating one ungapped score
for different implementations (see Table 3). For our implementation, we had to adapt the
original source code of the tool HHblits. We adapted the profile in the source code to 512byte boundaries. Our focus is on accelerating the adapted version, but we also compare
our results with the original implementation. We measured the computation time over 30
runs for a sequential and an SSE version calculating the ungapped score.
sequential
original
adapted
512.7 µs

original

SSE
adapted

607.2 µs 16.1 µs

Convey HC-1
1 AE
4 AEs

18.9 µs 31.8 µs

11.8 µs

Table 3: Average kernel execution times over entire uniprot20 database
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We achieved a speedup of 512.7/31.8 = 16.1× with one AE including 16 processing units
against the sequential implementation using the original profile, while the design with 8
PUs performed only a little worse. So in later steps, we will use the 16-PU design to
calculate the scores. Also did we achieve a speedup over the SSE implementation on one
core of 16.1/11.8 = 1.4× using all four application engines.
After that we looked at how the computation time depends on the length of the sequence.
So we equally distributed the sequences according to their length and calculated the average time for each sequence scope (see Figure 4). Our design using 16 processing units is
faster than the SSE implementation for sequences with a length over 3499 bytes. As can
be seen from Table 4, for greater sequences the performance of the FPGA design is much
better (371/311.9 = 1.2) than that of the SSE version. The best results are achievable
when using all four application engines of the coprocessor (371/91.3 = 4.1). Moreover,
the overhead incurred on the Convey HC-1 when executing in parallel is very low as 4
AEs speed up computation by 311.9/91.3 = 3.4, hence an efficiency of 3.4/4 = 0.85,
although parallel execution is done in bunches of four sequences each and hence depends
on the longest sequence.
100000

16 PUs
8 PUs
SSE

1e+07

Sequentially
Count

1e+06

10000

100000
10000

1000

100

100

10
10

Number

Time [us]

1000

1
0

2000

4000

6000
8000
10000
Sequence length

12000

14000

Figure 4: Average kernel execution times over varying sequence lengths with adapted profiles

sequential

SSE

Convey HC-1
1 AE
4 AEs

10731.9 µs 371 µs 311.9 µs 91.3 µs
Table 4: Average kernel execution times for sequences greater than 3499 bytes from the database
uniprot20
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We also investigated which method is useful for copying sequence data and profile data to
coprocessor memory. We determined that for small data it is useful to copy data with
the C library function memcpy. For large data, the special Convey-provided function
cny cp memcpy is more useful. After having applied this knowledge, we measured computation time of the entire application HHblits for the whole database and the database
without short sequences (see Table 5). For the latter, we used cny cp memcpy.
sequential
orig. database
long-sequence database

SSE

Convey HC-1
1 AE 4 AEs

2343.02 s 97.0 s 155.8 s
64.7 s 22.4 s 22.0 s

91.0 s
21.7 s

Table 5: Computation time of HHblits compiled with cnyCC and activated -O3 flag

We compiled HHblits with the compiler cnyCC and with activated -O3 flag. But as we
could not compile SSE instructions with cnyCC, we compiled these instructions with g++
and linked them against the other object files. So we achieve a speedup with four application engines of 1.03× - 1.07× against the SSE implementation and of 3.0× - 25.5×
against the sequential version of HHblits.

5

Conclusions and Future Work

We presented a coprocessor design for supporting the application HHblits on FPGAs. After carefully analyzing the application, we developed a design for the multi-FPGA system Convey HC-1 that seems very appropriate due to its high memory bandwidth for the
FPGA-based coprocessor. For longer sequences, our design performs well with a speedup
of 4.1× against SSE per kernel execution and of even 117.5× against a sequential implementation. We already achieved some negligible speedup using all four application
engines for the entire application and whole uniprot20 database. According to Amdahl’s
law, only a speedup of 2.289× is achievable for HHblits on the Convey HC-1 when accelerating the computation of the ungapped score that consumes about 62.58% of the application time and when assuming a bandwidth-limited speedup of 10 for this part. We didn’t
yield this speedup yet because the used protein database includes lots of shorter sequences
that do not allow fully exploiting the available memory bandwidth on the coprocessor.
Accordingly, our focus is now to accelerate comparison with such shorter sequences. Our
implementation saved resources on the FPGA, so we can additionally outsource other parts
of HHblits, such as the second step of prefiltering. We will investigate which data ordering can achieve the best throughput on the Convey HC-1. Also will we work on further
minimizing data transfer.
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Abstract: The intention of partitioned global address space (PGAS) languages is to
decrease developing time of parallel programs by abstracting the view on the memory
and communication. Despite the abstraction a decent speed-up is promised. In this
paper the performance and implementation time of Co-Array Fortran (CAF), Unified
Parallel C (UPC) and Cascade High Productivity Language (Chapel) are compared
by means of a linked cell algorithm. An MPI parallel reference implementation in C
is ported to CAF, Chapel and UPC, respectively, and is optimized with respect to the
available features of the corresponding language. Our tests show parallel programs are
developed faster with the above mentioned PGAS languages as compared to MPI. We
experienced a performance penalty for the PGAS versions that can be reduced at the
expense of a similar programming effort as for MPI. Programmers should be aware
that the utilization of PGAS languages may lead to higher administrative effort for
compiling and executing programs on different super-computers.

1

Introduction

A common trend in state-of-the-art computing is the parallelization of algorithms. A de
facto standard in parallel scientific software is the Message Passing Interface (MPI) library.
More recently, partitioned global address space (PGAS) languages have been developed
to support and implement parallel computations, such as e.g. Co-Array Fortran (CAF),
Unified Parallel C (UPC) and Cascade High Productivity Language (Chapel). MPI works
on a distributed memory model in which each processor has a memory of its own and
sends/receives messages to exchange data with other processors.
A different approach is conveyed by PGAS languages: Each processor is assigned a part
of the global memory space which can be freely accessed by the respective processor.
When accessing other memory performance penalties have to be expected due to either
non-uniform memory access (NUMA) or network communication effects. The languages
provide synchronization mechanisms to avoid memory inconsistencies. In contrast to distributed memory models, the PGAS model allows each processor to access the entire memory directly without manually invoking transactions.
In this paper we analyze the three above-mentioned PGAS languages—CAF, Chapel and
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UPC—by means of implementing a linked cell algorithm. The analysis focuses on two
aspects: a. the ease of use of the language and b. the performance of the parallel implementation. Since the PGAS languages promise a good trade-off between parallel performance and ease of use (compared to MPI), both aspects are crucial to our tests. Therefore
the analysis focuses on this trade-off. Similar evaluations have already been performed
in [BSC+ 12] and [TTT+ 09]. The choice for the implementation of a linked cell algorithm is that it is not trivially parallelizable as e.g. solving a partial differential equation as
in [BSC+ 12], because the moving particles may impose computational load imbalances.
The tests show that, using CAF, Chapel and UPC, the coding effort for the linked cell
algorithm is less than for the MPI version. However, the performance of the PGAS implementation is worse than that of MPI. For UPC, the performance gap can be closed, if it is
used in an MPI-like fashion.
Initially, an MPI parallel reference implementation in C of the linked cell algorithm is
ported to CAF, Chapel, UPC. The details of the reference implementation and the linked
cell algorithm are presented in section 2, the ported implementations are elaborated in
section 3. The performance results are evaluated in section 4.

2

Reference Implementation

Most parts of the program were implemented in C according to [GDN98]: a VelocityStörmer-Verlet time stepping and a linked cell data structure was used (cf. [Ver67]). The
algorithm can be paraphrased by the pseudo code in algorithm 1.
Algorithm 1 Linked Cell Algorithm per Time Step
for all Particles do
update particle forces
end for
for all Particles do
update particle positions
end for
There are several design decisions to make when implementing a linked cell algorithm. To
begin with, an appropriate data structure for storing particles has to be chosen. Therefore
the algorithm is analyzed: at first, the inter-molecular forces are computed for every particle. Given this force, the velocity and the position of the particle can be determined by
explicit integration. This approach requires to store the total force Fk acting on the k-th
particle, as well as its current position pk and current velocity vk . These quantities can be
subsumed in a C struct (see Listing 1).
In order to update the force Fk , the following computation scheme is used:
X
Fk =
Fi,k .
i∈I(k),i6=k
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(1)

struct Particle {
unsigned short t y p e i d ;
double f o r c e [ 3 ] ;
double p o s i t i o n [ 3 ] ;
double v e l o c i t y [ 3 ] ;
};
Listing 1: Particle data structure.

I(k) denotes the index set of particles which are in the same cell as the k-th particle
or in one of the adjacent cells (26 in 3D). The force Fi,k between particle Pk and Pi
(i ∈ I(k) ∧ i 6= k) is computed by the Lennard-Jones Potential:

 σ 6 
24ε  σ 6
F(d)
= 2 ·
· 1−2·
(2)
d
d
d
d
d denotes the distance between the two particles Pi and Pk . ε and σ are defined as
ε :=

√

εk · εi

σ :=

σk + σi
.
2

(3)

(2) can be rewritten in a form that can be evaluated faster:
A(Pk , Pi ) B(Pk , Pi )
F(d)
=
−
d
d8
d14

(4)

The terms A and B, depending on mass mk , εk , σk and mi , εi , σi , are computed by
A = 24εσ 6 and B = 48εσ 12 .

(5)

Consequently, each particle Pk needs the parameters εk , σk and mk in addition to Fk , pk
and vk . In typical use cases, on the other hand, there are thousands of particles, but only
few different types of particles. Instead of storing the constants εk , σk and mk in each
particle data structure, a look-up table for A and B can be precomputed for each pair of
particle types. In that way, only a type id has to be stored in the particle data structure. This
type id refers to a row or column in the look-up table1 . In order to compute the potential
between two particles, the respective type ids specify the entry in the look-up table which
is used. With this approach the efficiency of the algorithm is improved and the size of the
particle data structure for particles is kept small.
The particle data structure is directly stored in the cells as shown in Fig. 1. In our implementation each cell holds an array of particles (instead of a linked list as in [GDN98],
speeding up iterations over particles). When a particle leaves a cell, this particle is swapped
with the last valid entry and the number of valid entries is decremented. Memory is not
freed when particles leave the cell to reduce the number of the expensive reallocation and
copying steps. If more memory is required, the newly allocated space has twice of its previous size and the previous content is copied. At the start of a simulation, the number of
1 Since

Fi,k = Fk,i , the look-up table is symmetric.
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particles per cell is estimated and memory of particle arrays is pre-allocated accordingly.
So in a typical run the number of reallocation operations is very low.
The inner loops of the linked cell algorithm can be parallelized by simply distributing
cells to different processors. PGAS languages are suited for this task, since the cells are
distributed among processors and the particle data structure need only locally be available.

Figure 1: Cell-based data layout.

3

Parallel Implementation

In this section we analyze the data dependencies, parallelization strategies for the linked
cell algorithm, and address language specific issues. The cells are split into slices and are
distributed among different processors, which in turn assign the cells to different threads
(cf. [SBG96]). Each thread operates on cells which are stored in its local memory without
imposing race conditions. At first, the force update loop is parallelized. In this step the
velocities and positions, and thus the distances between the particles, are fixed. Consequently, the force acting on each particle can be computed independently, without interthread communication. In contrast, the position updates are not independent. When updating the position of a particle, it may cross the boundary of a cell. Then the particle is
copied to the neighboring cell, which may be owned by a different thread. In this case a
locking mechanism is needed to synchronize the communication between the two threads.

3.1

UPC

The preliminary goal was to implement a working parallel version as fast as possible.
In this attempt, we chose to share the global array of cells among all threads. Sharing
of the domain is necessary, since otherwise a thread has no access to the cells of the
neighboring thread which is required when particles move across cell boundaries. We
decompose the domain and assign each thread a subset of the domain. For simplicity we
chose a 1D domain decomposition by distributing the z-coordinate uniformly across the
threads. This is simple to realize for the force update loop, since only the iteration bounds
of the outermost loop have to be adapted according to the current thread number.
As discussed above, the iterations of the position update loop are not independent and
therefore the parallelization requires additional effort. Consider an updating thread in slice
n − 1 and another one in slice n + 1: Assume a particle moves from slice n − 1 to n and
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Figure 2: Locking scheme (periodic boundary).
simultaneously another particle moves from slice n + 1 to n. Both threads write to slice n
at the same time. This leads to a race condition, if the cell data structure is not thread-safe.
One option to prevent race conditions is to implement a locking mechanism for reading
from and writing to the cell data structur. Since we want to parallelize the original code
with as less programming effort as possible, we chose another simpler approach: To avoid
the race condition described above, we impose the following restriction: While thread i
processes its first two slices, process i − 1 must not update its last slice. This condition is
enforced using UPC’s locking mechanism. Each lock protects four slices, as depicted in
Fig. 2, and enforces that only one thread is in the critical region.
Few changes to the original program were required to parallelize the more complex position update loop.Due to our design, the implementation was kept easy, but there is still
plenty of room for optimization. The UPC version was further improved with respect to
parallel performance with respect to the suggestions of [CSC+ 07], section 8.3, p. 68:
“1. Use local pointers instead of shared pointers for local shared data through
casting and assignments
2. Use block copy instead of copying elements one by one with a loop
3. Overlap remote accesses with local processing using split-phase barriers”
Whereas the first item is a mere technicality, the second requires a new communication
scheme. The threads have to be decoupled as much as possible and the data, which need
to be exchanged, has to be assembled in a continuous block in memory. This entire block
is then copied to the neighboring thread. Considering the third item, computations can
also be performed while copying data. The UPC implementation and the network type on
which the program was tested (see section 4) did not support overlapped communication
and computation. Therefore it was not implemented. The entire communication had finished during the UPC notify call, before the computation started. However, on a different
network type or UPC compiler, overlapping may yield performance improvements.
Focusing on the message passing (item two of the list of suggestions), each part of the
domain is assigned to a different thread. These subdomains are linked by ghost layers
(gray cells in Fig. 3) which are just a copy of the next thread’s outermost layers. So
the g layer on T 1 is merely a copy of the i1 layer on T 2. We stick to the 1D domain
decomposition, since only one synchronization point per time step is required. Relevant
information for adjacent threads is collected and packed in a message buffer. The content
of this buffer is sent using UPC’s block copy mechanism. The first element of the Particle
Message stores the number of particles, the next how much memory is reserved for this
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message, followed by the particle data structures together with the cell index in which the
particle is located. The only required UPC language construct for this approach is the
upc memput function and one shared particle message buffer.
The information which has to be exchanged in the communication step consists of two
parts. First, the particles on T 1 which moved into ghost cells g have to be sent to the
neighboring thread T 2 which stores them in slice i1. Second, slice i1 on T 1 is copied
to the ghost layer g on T 2. This can be implemented using two messages and two synchronization points per time step. However, the same result can be achieved by sending
only one message: First, the outgoing messages are stored in a buffer. The first part of the
message consists of all particles in i1 on T 1. The second part of the message contains all
particles which moved from i1 to the ghost layer g on T 1. The unpacking of the message
works as follows: first, the content of the ghost layer on T 2 is deleted and the particles
of the first message part are copied into it. Then the particles of the second part of the
message are copied to i1 on T 2. In that way, the communication overhead when running
the linked cell algorithm on many processors is kept small.

Figure 3: Domain decomposition.

3.2

MPI in C

In the optimized UPC version described above, basically a message passing scheme has
been implemented. A version was written in C which uses MPI instead of UPC’s memcpy
mechanism. For all messages, the synchronous version of the MPI functions was used to
stay comparable to the UPC implementation.
Concerning programming effort, there is almost no difference between the optimized UPC
and the MPI version. In both versions the programmer has to specify manually which data
is exchanged between threads/processes and how to pack and unpack the messages.

3.3

CAF

Similar to MPI, in CAF all instances (called images in CAF) work on their private part
of the data. They run asynchronously and synchronization is specified explicitly in the
source code. Data is exchanged using co-arrays, which are variables that have so-called
co-dimensions in which each element is stored by exactly one image. An image can access another image’s data by explicitly specifying the co-dimension of the variable. This
makes it possible for the compiler to efficiently store and access co-arrays in consecutive
memory on shared memory architectures and, on distributed memory architectures, to use

63

a protocol like MPI or the SHMEM library to perform communication. More information
about the features of CAF can be found in [ISO10b] and [ISO10a].
Parallel execution of the linked cell algorithm requires each process P to receive information from its neighbors: The position of all particles in the cells adjacent P ’s domain and
position, velocity and net force of each particle that enters P ’s domain.
The data exchange can be implemented in two ways: Either the cell data structures are declared as co-arrays and each image directly accesses its neighbors’ data structures, or the
data is packed by each image and transferred to the other images, like in a typical MPI implementation. The latter approach was chosen as it also allows to run the code efficiently,
if small messages can not be transferred efficiently. With this choice the implementational
effort was approximately as high as the initial MPI implementation.
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Figure 4: CAF memory layout.
The memory layout is depicted in Fig. 4. Each image allocates memory for all particles,
even for those that it does currently not contain. In Fig. 4, image 1 contains the particles
0, 2 and 3. It keeps position, velocity and force for those particles up-to-date. Only the
position is stored for particle 1, its velocity and force are irrelevant for image 1. After each
time step, image 1 sends the positions of particles 2 and 3 to image 2, which requires a
message of size 2 · (4 + 3 · 8) bytes: An index of type integer and the three components of
the position vectors. If particle 2 leaves the domain of image 1, then also the velocity and
the force will have to be sent to image 2.
s y n c images ( n e i g h b o r i n d i c e s ) ! s y n c w i t h a l l n e i g h b o r s
do i =1 ,26
! ”push” communication w i t h neighb or i n d i r e c t i o n i
buffer [ i ] = sendbuffer ( i )
end do
s y n c images ( n e i g h b o r i n d i c e s )
Listing 2: Push communication.
“Push” communication (see Listing 2) is used for the buffer exchange. So each image performs remote write operations on neighboring images. Two synchronization statements
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surround the actual buffer exchange. The first synchronization ensures that the receiving
image’s receive buffer can be written to, the second statement ensures that the communication has finished before the receive buffers are read.

3.4

Chapel

Chapel has been recently developed by Cray Inc. and is designed to provide parallelization
of programs from a high-level programming language perspective. Unlike CAF or UPC,
which extend existing languages by new concepts, Chapel is a whole new language. It
provides syntax to mark sections to be executed in parallel. The entailed inter-thread
communication is automatically generated by the compiler without the influence of the
programmer (cf. [Inc10]). Therefore the first parallel linked cell implementation in Chapel
merely consisted of porting the initial C implementation to Chapel without heeding parallel
aspects. As a result of Chapel’s design, the ported code looked better arranged and could be
executed in parallel right away. In particular, vector arithmetics can easily be implemented
and do not require loops as in C. Consequently, the implementational effort is low as
compared to the other languages; especially since a parallel program is obtained for free.
Although a parallel program is easily created, it can still be made more efficient by explicitly labeling sections to be executed in parallel (e.g. forall loops and reduction functions).
In this way, the domain decomposition is carried out like discussed above. In reference
to algorithm 1 this corresponds to parallelizing both loops running over the cells. This
is the most the Chapel code can be optimized with respect to parallelization. By its design, Chapel does not allow the user to explicitly define the domain decomposition and
communication.

3.5

Programming Effort

The parallel C++ implmentation took only a moderate amount of time to program approx.
1,400 lines of code. The ‘message passing’ CAF and UPC implementation took more
effort than the reference implementation, because we had to get used to the languages. In
total UPC implementation has approx. 4,000 lines and CAF approx. 2,400. As described
in section 3.1 the ‘shared memory’ implementation in UPC reduces the lines of code to
2,200, which reduces the effort to program. Chapel was implemented with approx. 800
lines with fairly little effort. Because of Chapel’s C-like syntax the linked cell algorithm
was developed fast.

4

Test Results

The setup for the evaluation was a Rayleigh-Taylor Instability (see Fig. 5) with two types
of fluids. One fluid, having a higher specific mass than the other one, is lying upon the
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other fluid. Because of external forces (e.g. gravity) and the different specific mass the
two layers mix: The higher specific mass fluids displace the lower specific mass fluids and
create characteristic mushroom shapes (cf. [GDN98]).

Figure 5: Snapshot of a Raleigh-Taylor Instability.
In terms of the linked cell algorithm, the two different fluids are represented by two types
of particles with different mass. In the tests the heavier particles are twice as heavy than the
lighter ones. In total 754,992 particles were distributed among 138,240 cells, which yields
approximately 5.5 particles per cell. The cells were arranged in a cuboid of the dimensions
240×24×24. The Lennard-Jones Potential used to compute the inter-molecular forces was
parameterized with ε = 1.0 and σ = 1.2. The tests were run on a single Fat Node of the
SuperMUC petascale system in Munich. This system is composed of 18 Thin Node islands
and one Fat Node island. The Fat Node contains four Intel Xeon E7-4870 “Westmere-EX”
processors with ten cores each, resulting in 40 physical cores per node. All of these 40
cores share 256 GB of main memory, so that each core has approximately 6 GB available.
All ten nodes of a processor share the L3 Cache and make up one NUMA domain.
Since the investigated PGAS languages are not as common as the standard parallelization
libraries OpenMP and MPI, it can be very time consuming to compile and execute a UPC,
CAF or Chapel program on a cluster, due to compiler issues or lacking support of the
queuing system to execute the parallel program.
To compile the two UPC versions of the molecular dynamics simulation, the Berkeley UPC
compiler version 2.14.0 was used. This is a code-to-code compiler, i.e. it first translates
the program to C code, then another C compiler is used to create the final binary. On the
SuperMUC, the Berkeley UPC compiler is configured to use the GNU C compiler for this
task. To be comparable, we also compiled the MPI parallel reference version with the
GNU C compiler, instead of the recommended Intel compiler, which is known to produce
slightly faster code on this machine.
UPC programs can be run with different networks. In our testcase all threads run on a
single node and therefore share the memory, the “Symmetric multiprocessor” network
type was used. On the SuperMUC, UPC communication can also be done using the “ibv”
(InfiniBand) network type, which makes inter-node communication possible. However,
this was not tested in our experiments.
The CAF versions were created using the built-in co-arrays of the Intel Fortran Compiler
version 12.1.6 which used Intel MPI version 4.1 for the actual communication. The optimization level was set to ”-O3” and the flag ”-coarray=shared” instructed the compiler to
create a shared memory version.
Preliminary tests showed the linked cell algorithm implemented with Chapel 1.4 cannot
keep up with the other implementations in terms of efficiency. On the one hand, Chapel is a
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new language and not all promised features have been implemented yet and others require
optimization. It can be expected this will change over time as Chapel is further developed.
On the other hand, Chapel is optimized to be run on Cray architectures. The SuperMUC,
however, uses generic, less efficient libraries to carry out communication. This imposes
overhead rather than allowing efficient execution. For our tests we only had access to the
SuperMUC without Cray architecture. Therefore we did not evaluate the parallel efficiency
of Chapel, as no appropriate hardware was available. However, the serial implementation
of Chapel performed reasonably well. Although being slower than the serial C, CAF and
UPC counterpart, the Chapel program needed the least implementational effort.
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Figure 6: Scaling behavior of total runtime.
The following results are timing measurements from a strong scaling experiment, where
slices of the x-coordinate where distributed on different threads. The total number of
threads for each run, was chosen such that every thread has the same amount of cells.
The runtime results of all implementations are shown in Fig. 6. As expected the MPI implementation in C performs best, since a vendor optimized MPI version from IBM was
available on the cluster. The UPC Message Passing variant performs very similar to the
MPI version. This is not surprising, since it implements message passing, but using UPC
functions insteads of MPI. The UPC compiler is able to map the used upc memput command efficiently to the underlying hardware. CAF generally performed worse than UPC,
which is due to a poorer single core performance and due to a lower communication bandwidth. The simple shared domain UPC implementation is about a factor of 2 to 3 slower
than the message passing versions. Nevertheless it shows a similar scaling behavior. So
with UPC a parallel version can be developed very fast, if one is willing to pay the above
mentioned performance penalty.
In Fig. 7a the computation time for each implementation is shown, i.e. the time spent
in the force and position update loops, not considering time for communication. In the
shared domain UPC implementation this separate measurement is not possible, since there
is no clear separation between local and remote memory accesses in the code. Considering
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only the pure computation time, the small runtime difference between the MPI and UPC
Message Passing variant is due to computation, not communication. Since both implementations differ only in the communication part, this has to be a compiler effect. The two
phase UPC compilation process seems to generate slightly less optimized code, compared
to directly compiling with the GNU C compiler. The CAF implementation shows a little
poorer single core performance than UPC and MPI. We think this effect can be overcome
by investing more time on the single core optimization of the CAF version.
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Figure 7: Scaling behavior.
Fig. 7b shows the communication times for the different implementations. For the MPI and
UPC versions, the communication times stay very small for up to 30 threads compared to
the computation times (they are about a factor ten lower). When using the full node there
seems to be a problem with the UPC communication method, since the communication
time increases drastically, which is not the case for the similar MPI version. The poor
communication performance of CAF is explained by [SHK+ 12], which shows that the
CAF implementation of the Intel Fortran Compiler performs element-wise communication
even when contiguous Fortran constructs are used in the source code.

5

Conclusion

With UPC, the existing reference implementation was parallelized very fast, compared
to MPI. Considering the optimization hints from [CSC+ 07], a more efficient version is
obtained, however the required implementation effort is comparable to MPI.
The co-array concept could successfully be applied to the linked cell algorithm. Like with
UPC, the chosen communication strategy would not have required more effort in MPI
and would have given a better performance and portability. CAF may be better suited
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for stencil codes and other codes that have more regular communication patterns. The
poor communication performance we experienced with Intel CAF is due to element-wise
communication that the Intel Compiler performs.
Chapel has proven to be a programming language which is easy to use. It turned out,
however, that the environment which was used in our tests is inappropriate for Chapel.
Therefore no results comparable with CAF, MPI and UPC could be achieved.
As for all three PGAS languages, it is necessary to check whether suitable hardware and
libraries are available. In contrast, the de facto standards MPI and OpenMP are widely
used and can be assumed to run efficiently on virtually every machine. In our tests, using
the PGAS paradigm in CAF and UPC results in worse performance than MPI. The parallel
efficiency in UPC highly profited from switching to an MPI-like communication scheme.
In this case, however, the effort to arrive at an efficient parallel program is similar to
programming in MPI.
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Abstract: Software-Transactional-Memory (STM) erleichtert das parallele Programmieren, jedoch hat STM noch einen zu hohen Laufzeitaufwand, da gegenseitiger Ausschluss beim Zugriff auf gemeinsame Daten meist mittels einer Lock-Tabelle fester
Größe realisiert wird. Für Programme mit wenigen konkurrierenden Zugriffen und
überwiegend Lesezugriffen ist diese Tabelle größer als notwendig, so dass beim Commit einer Transaktion mehr Locks zur Konsistenzprüfung zu inspizieren sind als nötig.
Für große Datenmengen ist die Tabelle zu klein. Dann begrenzt False-Sharing (unterschiedliche Adressen werden auf das gleiche Lock abgebildet) die Parallelität, da sogar
unabhängige Transaktionen sich gegenseitig ausschließen. Diese Arbeit beschreibt eine Technik, die die Lock-Tabelle bei False-Sharing vergrößert. Zusätzlich kann ein
Programmierer mit Annotationen unterschiedliche Lock-Tabellen für voneinander unabhängige Daten verlangen, was die Möglichkeit von False-Sharing und den Speicherbedarf für die Locks weiter verringert In Benchmarks erreichen wir einen maximalen
Speedup von 10.3 gegenüber TL2, wobei die Lock-Tabelle bis zu 1024 mal kleiner ist.

1

Einleitung

Beim Programmierkonzept Software-Transactional-Memory (STM) markieren Entwickler kritische Abschnitte in parallelem Code als atomare Blöcke, anstatt diese manuell mit
Locks zu synchronisieren. Atomare Blöcke werden zur Laufzeit als Transaktionen ausgeführt. Es können keine Deadlocks aufgrund einer falschen Verwendung von Locks auftreten. Das STM übernimmt die Implementierung des gegenseitigen Ausschlusses, typischerweise unter Verwendung einer Lock-Tabelle mit fester Größe, die aber mit wachsenden Datenmengen zum Flaschenhals wird, da die Wahrscheinlichkeit von False-Sharing
steigt (verschiedene Adressen werden auf das gleiche Lock abgebildet). Dies verringert
die Parallelität, da sich dadurch sogar unabhängige Transaktionen gegenseitig ausschließen. Um dem entgegenzuwirken, stellt diese Arbeit nach einer Diskussion der technischen
Grundlagen von STM ein System vor, bei dem die Größe der Lock-Tabelle dynamisch
mit der Datenmenge des Programms skaliert. Zudem kann der Programmierer mit Hilfe
von Annotationen unabhängige Speicherregionen/Datenstrukturen mit getrennten LockTabellen versehen. Ein Vergleich unseres STMs mit TL2 [DSS06] zeigt, dass dynamische
Lock-Tabellen bis zu einem Speedup von 10.3 gegenüber TL2 führen, wobei die Tabelle
für einige Benchmarks im Vergleich zu TL2 bis zu 1024 mal kleiner ist.
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2

Grundlagen von Software-Transaktionen

Unser STM verwendet das Design von TL2 [DSS06], das hier skizziert wird. Ein globaler Zähler GC und ein Array fester Größe von n versionierten Locks bilden die zentralen
Datenstrukturen des STM. Eine startende Transaktion T kopiert den aktuellen Wert von
GC in die für T private Variable rv. Ein Schreibzugriff auf eine Variable v vermerkt den
zu schreibenden Wert zunächst nur in einem Schreibprotokoll. Am Ende von T (Commit)
erwirbt T zuerst Locks für alle zu schreibenden Variablen v (eine Hash-Funktion bildet
Adressen/Variablen auf Locks ab). Anschließend wird GC atomar inkrementiert und mittels der Einträge aus dem Schreibprotokoll werden alle Variablen v aktualisiert. Abschließend gibt T alle Locks frei, indem sie die Versionen in den Locks auf den neuen Wert
von GC setzt. Die Lock-Version wird bei einem Lesezugriff verwendet, um Änderungen
einer Variable durch konkurrierende Transaktionen aufzudecken. Beim Lesen einer Variable v prüft T zuerst, ob das Schreibprotokoll einen Eintrag für v enthält, und liefert
ggf. den Wert aus dem Protokoll zurück. Anderenfalls wird v auf ein Lock l abgebildet.
T speichert nun den Status von l (Versionsnummer und das Bit, das angibt, ob l gesperrt
ist) in s1 . Daraufhin liest T den Wert von v. Schließlich wird der Lock-Status erneut gelesen und in s2 gespeichert. Gilt s1 6= s2 oder war das Lock gesperrt, dann muss eine
andere Transaktion v geändert haben, und T startet von vorne (bricht ab). Ist die Version
in s1 größer als rv, dann hat eine andere Transaktion v seit Beginn der Ausführung von
T geändert, und T bricht ebenfalls ab. In allen anderen Fällen beobachtet T einen konsistenten Wert von v und fügt das Lock l einem Leseprotokoll hinzu. Nachdem T beim
Commit alle Locks erworben hat, wird vor dem Zurückschreiben des Schreibprotokolls
sichergestellt, dass alle gelesenen Variablen noch den ursprünglichen Wert haben, indem
für alle Locks im Leseprotokoll geprüft wird, dass deren Versionen kleiner oder gleich rv
sind. Dies gewährleistet, dass T noch immer konsistente Werte sieht und die Variablen im
Schreibprotokoll zurückgeschrieben werden dürfen. Anderenfalls bricht T ab.

3

Erkennung von False-Sharing und Vergrößerung der Lock-Tabelle

Durch Kollisionen bei der Abbildung von Variablen auf Locks entsteht False-Sharing, was
zum Abbruch von Transaktionen führen kann. Eine Transaktion T starte und kopiere den
Wert GC = 3 nach rv. Eine andere Transaktion U betrete ihre Commit-Phase, inkrementiere GC auf 4, erwerbe ein Lock l für eine Variable v, aktualisiere v und setze die
Version von l auf 4. Nun lese T eine Variable w, die ebenfalls auf l abgebildet wird. Der
Lesezugriff sieht, dass die Version in l den Wert 4 > (rv = 3) enthält und bricht ab.
False-Sharing tritt auf, wenn die Größe der Lock-Tabelle nicht mit der Datenmenge der
Anwendung skaliert. Enthalten Programme wenige konkurrierende Zugriffe, reicht eine kleine Lock-Tabelle aus. Dadurch enthält das Leseprotokoll wenige Einträge, womit
dessen Konsistenzprüfung beim Commit schnell durchzuführen ist. Zusätzlich wird der
Daten-Cache besser ausgenutzt, da die Locks weniger Cache-Zeilen eines Kerns belegen,
die beim Erwerben/Freigeben von Locks zusätzlich invalidiert werden. Bei großen Datenmengen ist eine größere Lock-Tabelle nötig, um die Wahrscheinlichkeit von False-Sharing
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gering zu halten, da False-Sharing schwerer als die oben genannten Vorteile wiegt. Daher
wird ein Verfahren vorgestellt, das False-Sharing erkennt und mittels einer Heuristik die
Größe der Lock-Tabelle entsprechend skaliert.
Erkennung von False-Sharing. Erwirbt eine Commit-Operation ein Lock l für eine Variable v, dann schreibt unser STM in das Lock zusätzlich zum Lock-Status die Adresse
von v, d.h. es entsteht somit eine Abbildung von Locks auf Variablen. Ein Lesezugriff
auf v stelle beim Inspizieren des Lock-Status von l nun fest, dass die Transaktion abzubrechen ist. Es handelt sich um einen Abbruch aufgrund von False-Sharing, falls die
Adresse in l nicht mit v übereinstimmt. Durch die Erweiterung um ein Adressfeld wächst
die Größe eines Locks von 8 auf 16 Byte an, wodurch zum Erwerben des Locks auch eine
Doppelwort-CAS-Instruktion nötig ist. Sie ist in etwa so teuer wie ein einfaches CAS, da
Prozessoren die Speicherkonsistenz generell auf Cache-Zeilenebene implementieren.
Entscheidungsheuristik. Um zu erkennen, dass False-Sharing zu häufig auftritt, verwaltet jeder Kern c zwei Zähler Cc,1 und Cc,2 in einem Deskriptor für die Lock-Tabelle.
Cc,1 wird bei jedem Abbruch einer Transaktion auf Kern c erhöht. Cc,2 wird inkrementiert, wenn
PK False-Sharing
PK wie oben beschrieben erkannt wird. Bei insgesamt K Kernen ist
R = ( c=1 Cc,2 )/( c=1 Cc,1 ) der Anteil an aufgrund von False-Sharing abgebrochenen
Transaktionen. Die Lock-Tabelle wird vergrößert, sobald R ≥ 0.1 gilt. Experimentell hat
sich gezeigt, dass ein False-Sharing-Anteil R von unter 10% vernachlässigbar ist.
Vergrößerungsoperation. Betritt eine Transaktion T ihre Commit-Phase, berechnet sie
R. Falls R ≥ 0.1 gilt, startet T die atomare, in die Phasen EXTEND und XCHG aufgeteilte
Vergrößerungsoperation. Mittels einer Lock-Variable wird garantiert, dass genau eine sich
im Commit befindliche Transaktion die Vergrößerung anstößt. Alle anderen Transaktionen
fahren mit ihrem Commit einfach fort. Die erste Phase alloziert eine größere Lock-Tabelle,
die zweite Phase ersetzt die alte Tabelle durch die neue. Damit alle Transaktionen zu jeder
Zeit die selbe Tabelle verwenden, wartet die XCHG-Phase auf Beendigung aller Transaktionen, die noch die alte Tabelle verwenden. Danach macht sie die neue Tabelle sichtbar,
setzt alle Zähler Cc,1 und Cc,2 zurück und gibt den Speicher der alten Tabelle frei.
Bei der Festlegung der neuen Tabellengröße wird angenommen, dass eine Größenverdoppelung den False-Sharing-Anteil halbiert. Demnach fällt der Anteil durch wenige Verdoppelungen unter 10%, wodurch exzessive Vergrößerungen vermieden werden. Jede LockTabelle besitzt einen Header, der die Anzahl der Locks in der Tabelle angibt. Dieser Wert
wird von der Hash-Funktion zur Abbildung von Adressen auf Locks verwendet.
Die XCHG-Phase macht die neue Tabelle sichtbar, sobald alle laufenden Transaktionen
ihre Lesezugriffe bzw. Commits abgeschlossen haben. Während dieser Phase müssen alle
anderen Transaktionen sicherstellen, dass eine mehrmals gelesene Variable in jeweiligen
Lesezugriffen immer auf das selbe Lock abbildet abgebildet wird. Die Read- und CommitOperationen in Abb. 1 lesen dazu zuerst die Variable phase und starten die Transaktion
neu, falls eine andere gerade laufende Transaktion die XCHG-Phase gestartet hat, d.h. falls
demnächst eine neue Lock-Tabelle verfügbar wird. Falls sich die Tabellengröße zwischen
zwei Leseoperationen geändert hat, wird ebenfalls ein Neustart der Transaktion ausgelöst,
da die Operationen in diesem Fall jeweils unterschiedliche Tabellen nutzen würden. Dazu
vergleichen Read-Operationen die Größe der aktuellen Tabelle mit der Größe, die in einem
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c l a s s LockDesc {
i n t a b o r t c o u n t e r s [CORES ] [ 2 ] ;
i n t s i z e s [CORES ] ;
i n t c o m m i t t e r s [CORES ] ;
i n t phase ;
LockTab t a b ;
};
LockDesc g l o b d e s c ;
LockDesc r e a d e r s [CORES ] ;
int read ( int ∗addr ) {
int c = get core index ( ) ;
readers [ c ] = globdesc ;
i f ( g l o b d e s c . p h a s e == XCHG) {
r e a d e r s [ c ] = NULL ;
restart ();
} e l s e i f ( g l o b d e s c . s i z e s [ c ] !=
globdesc . tab . size ) {
globdesc . sizes [ c ] =
globdesc . tab . size ;
r e a d e r s [ c ] = NULL ;
restart ();
}
. . . /∗ Actual read o p e r a t i o n ∗/
r e a d e r s [ c ] = NULL ;
}

v o i d commit ( ) {
/ ∗ Lock a c q u i s i t i o n p h a s e ∗ /
int c = get core index ( ) ;
entry l a s t = null ;
f o r e a c h e n t r y e i n w r i t e −s e t {
globdesc . committers [ c ]++;
i f ( p h a s e == XCHG) {
/ / c o u n t e d one t o o f a r
g l o b d e s c . c o m m i t t e r s [ c]−−;
goto unlock ;
}
lock ( hash ( e . addr ) ) ;
last = e;
}
. . . /∗ Writeback phase ∗/
/ ∗ Lock r e l e a s e p h a s e . I f commit
∗ was s u c c e s s f u l , s e t a new
∗ version , otherwise j u s t clear
∗ the lock b i t . ∗/
u n l o c k : f o r e a c h e n t r y e i n w r i t e −s e t {
g l o b d e s c . c o m m i t t e r s [ c]−−;
unlock ( hash ( e . addr ) ) ;
i f ( e == l a s t ) { break ; }
}
restart if commit failed ();
}

Abbildung 1: Synchronisation zum Austausch der Lock-Tabelle.
vorherigen Read ermittelt wurde. Die alte Größe wird im Array sizes gespeichert.
Gibt es lesende bzw. sich im Commit befindliche Transaktionen, muss die Transaktion,
die die Lock-Tabelle ersetzt, auf deren Beendigung warten. Der Code benutzt dazu die
Arrays readers und committers und aktives Warten. Zu Beginn/Ende einer Leseoperation
trägt sich eine auf Kern c laufende Transaktion in readers[c] ein/aus. Eine auf Kern c sich
im Commit befindende Transaktion inkrementiert/dekrementiert commiters[c] für jedes
Lock das erworben/freigegeben wird. Der aktiv wartende Abschnitt terminiert, wenn alle
readers[i] NULL und commiters[i] 0 sind. Danach ist die neue Lock-Tabelle verwendbar.

4

Eigenständige Lock-Tabellen zur Reduktion von False-Sharing

Die obige Technik reduziert False-Sharing, jedoch sind noch bessere Resultate bei einer
gleichzeitig geringeren Anzahl von Locks möglich. Dazu werden kleine Lock-Tabellen für
Speicherregionen mit wenigen konkurrierenden Zugriffen und passend größere Tabellen
für Regionen mit vielen konkurrierenden Zugriffen benutzt. Wir verwenden dazu unsere experimentelle Sprache TransC, in der man mittels Annotationen eigenständige LockTabellen spezifiziert. Wir erläutern nun, wie eigenständige Tabellen im STM vergrößert
werden und danach, wie die Annotationen verwendet und implementiert werden.
Implementierung eigenständiger Lock-Tabellen. Die Implementierung verwendet einen
Lock-Tabellen-Deskriptor pro Lock-Tabelle. Der vom Compiler erzeugte Code übergibt

73

/∗ Original ∗/
/ /@ i n d e p e n d e n t
class Parent {
private Child c ;
Parent ( Child c ) { t h i s . c = c ; }
void p a r i n c ( ) {
c . v a l ++;
} }
class Child { int val ; }
void inc ( P a r e n t p ) {
atomic { p . p a r i n c ( ) ; }
}
v o i d main ( ) {
C h i l d c1 = new C h i l d ( ) ;
C h i l d c2 = new C h i l d ( ) ;
c1 . v a l = c2 . v a l = 1 ;
P a r e n t [ 2 ] p = new P a r e n t [ 2 ] ;
p [ 0 ] = new P a r e n t ( c1 ) ;
p [ 1 ] = new P a r e n t ( c2 ) ;
parfor i = 0 to 1 {
increment ( p [ i ] ) ;
} }

/∗ Generated ∗/
class Parent {
/∗ . . . ∗/
v o i d p a r i n c ( Txn t ) {
LockDesc o r i g = t . t a b l e ;
t . table = this . d;
/ / c . v a l ++;
B:
i f ( c . d == NULL) {
i f (CAS( c . d , NULL, t . t a b l e ) ) {
refcount ( c . d );
} }
i n t v = t . r e a d (& c . v a l , c . d ) ;
t . w r i t e (& c . v a l , v + 1 , c . d ) ;
C:
t . table = orig ;
} }

A:

void inc ( P a r e n t p ) {
/ / atomic {
Txn t = new Txn ( ) ;
D:
t . table = globdesc ;
p . par inc ( t ); / / p . par inc ( ) ;
t . commit ( ) ; / / }
}

Abbildung 2: Implementierung der Annotationen.
jeder transaktionalen Operation einen Zeiger auf den zu benutzenden Deskriptor, um Adressen auf Locks abzubilden. Eine Schreiboperation auf Variable v speichert nun sowohl den
Deskriptor als auch den zu schreibenden Wert für v in einem Eintrag im Schreibprotokoll.
In der Commit-Phase können dadurch Variablen auf Locks in den entsprechenden Tabellen abgebildet werden. Die Zähler Cc,1 und Cc,2 werden nun pro Tabelle verwaltet. Eine
Vergrößerungsoperation betrifft nun jeweils eine einzelne Tabelle. Vor der Ersetzung einer
Tabelle T prüft der aktiv wartende Abschnitt, dass es keine Leseoperation gibt, die auf
Locks in T zugreift. Dazu wartet der Code, bis alle Einträge in readers ungleich NULL
sind. Ansonsten bleibt der in Abschnitt 3 beschriebene Mechanismus unverändert.
Implementierung von Annotationen. Anhand des linken Code-Fragments in Abb. 2 wird
beschrieben, wie TransC Code für annotierte Objekte erzeugt (rechtes Code-Fragment).
Der Programmierer spezifiziert eigenständige Lock-Tabellen für Parent-Objekte, indem
er der Klasse Parent die Annotation independent voranstellt. Bei der Erzeugung eines
Parent-Objekts wird jeweils eine eigenständige Tabelle alloziert und dem Objekt zugewiesen. Allen anderen Objekten ohne Annotation wird zur Laufzeit einmalig und permanent eine beliebige Lock-Tabelle zugewiesen. Angenommen, ein Objekt o verwendet eine eigenständige Lock-Tabelle. Die Auswahlheuristik für unannotierte Objekte ist, jedem
transitiv von o aus erreichbaren Objekt die von o verwendete Tabelle zuzuweisen. Diese
Heuristik ist für Objekte o sinnvoll, die Container-Datenstrukturen bilden, bei denen also
jedes transitiv von o erreichbare Objekt auch nur von o aus erreichbar ist.
Jeder Objekt-Header besitzt ein Feld d, das auf den Deskriptor der ausgewählten Tabelle zeigt und transaktionalen Zugriffsoperationen übergeben wird. Beim Erzeugen eines
annotierten Objekts wird eine neue Lock-Tabelle reserviert und d zugewiesen. In allen
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anderen Objekten ist d initial NULL. Im Beispiel besitzt jedes Parent-Objekt eine eigene
Lock-Tabelle. Beim Zugriff auf ein Child wählt die Transaktion einmalig eine Tabelle aus
und setzt d entsprechend. Um die oben beschriebene Heuristik zu implementieren, verwaltet jede Transaktion eine zu verwendende Lock-Tabelle, die anfangs der globalen Tabelle
entspricht (Zeile D). Beim Aufruf einer Methode eines annotierten Objekts o wird die zu
verwendende Tabelle auf die Tabelle von o gesetzt (Zeile A), beim Verlassen der Methode
wird die vorherige zu verwendende Tabelle wiederhergestellt (Zeile C). Beim Zugriff auf
ein Objekt ohne Tabelle wird atomar die aktuell zu benutzende Tabelle zugewiesen (Zeile B). Mittels eines Referenzzählers wird eine eigenständige (aber niemals die globale)
Lock-Tabelle freigegeben, sobald kein Objekt mehr diese Tabelle benutzt.
Durch die atomare Zuweisung von Tabellen an Objekte führen fehlerhafte Annotationen
nicht zu inkorrektem Verhalten. Verwendet ein Programmierer unbeabsichtigt die selbe
Tabelle für unabhängige Objekte, so verhält sich das Programm im Wesentlichen so, als
ob die Objekte die globale Lock-Tabelle verwenden. Ein unannotiertes und ein falsch annotiertes Programm werden somit ähnliche Laufzeiten besitzen.

5

Auswertung

Für die Auswertung wurden mehrere Programme der STAMP-Benchmark-Suite [CCKO08],
sowie drei selbst geschriebene Benchmarks verwendet.
STAMP. Aus STAMP werden die Benchmarks Genome, Intruder, Kmeans, Labyrinth und
Yada verwendet. Ssca2 bzw. Bayes sind auf unserem prototypischen STM bzw. TL2 nicht
ausführbar. Wir verwenden eine vereinfachte Version von Vacation als eines unserer eigenen Benchmarks. Eigenständige Lock-Tabellen wurden in Genome für eine Hash-Tabelle
und eine Liste von Gensegmenten benutzt, in Intruder für eine Liste von Netzwerkpaketen,
in Labyrinth für eine Liste von Vektoren von Pfaden und in Yada für einen Heap.
Library (Lib) simuliert Leute, die Bücher ausleihen. Es gibt 8 192 Regale mit einem
Array von jeweils 512 Büchern. Ein atomarer Block wählt ein zufälliges Buch aus dem
zugehörigen Regal und zählt, wie oft das Buch ausgeliehen wurde. Da sich ein Buch immer
im selben Regal befindet, wird für jedes Regal eine eigenständige Tabelle verwendet.
Bank simuliert 64 Banken pro Kern und 4 096 Konten pro Bank, wobei Beträge zufällig
zwischen Konten überwiesen werden. Nach jedem Transfer prüft ein atomarer Block, dass
der Gesamtbetrag über alle Konten unverändert ist. Da Überweisungen nicht über Banken
hinweg stattfinden, kann jede Bank mit einer eigenen Lock-Tabelle arbeiten.
Vacation simuliert Urlauber, die Trips in vier verschiedene Länder buchen. Pro Land verwaltet eine Hash-Tabelle mit 64 Buckets Hotels, Mietautos und Flüge. Eine Reservierung
wird atomar durch Prüfen der Verfügbarkeit eines Hotels, Autos und Flugs, sowie der Buchung selbst vorgenommen. Es gibt eine eigenständige Lock-Tabelle pro Bucket.
Die Benchmarks wurden auf einem Rechner mit 24 GB RAM und Acht-Kern-CPU (X5550,
2.66 GHz) ausgeführt. Abb. 3 und 4 zeigen auch Werte für TL2, da unser STM auf dessen
Design aufbaut. Wenn unser STM eine Lock-Tabelle fester Größe benutzt, sind die Lauf-
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Abbildung 3: Ergebnisse für STAMP.
zeiten bis auf Abweichungen wegen unterschiedlicher Implementierungsdetails ähnlich.
Bessere Laufzeiten sind also auf den Vergrößerungsmechanismus zurückführbar.
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Für die Messungen mit fester Tabellengröße wurde diese jeweils auf 1024 Einträge gesetzt. Dadurch lässt sich sowohl die Wirksamkeit der Vergrößerungsmechanismen zeigen,
als auch, wie groß die Lock-Tabelle pro Benchmark tatsächlich sein muss. Wir messen
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Abbildung 4: Ergebnisse für unsere Benchmarks.
Für Intruder, Kmeans und Labyrinth genügt die in TL2 voreingestellte Zahl von Locks (220 ), da die Dynamic-Version ma-

Tabelle 1: Statistiken: False-Sharing-Anteile R in Prozent, Anzahl Vergrößerungen N ,
Anzahl an Locks L und Gesamtzeit T der Vergrößerungsoperationen in ms. Die Indizes s,
d und i bezeichnen jeweils die Static-, Dynamic- und Independent-Version.
Benchmark
Genome
Intruder
Kmeans
Labyrinth
Yada
Bank
Lib
Vacation

Rs
98.4
37.7
62.3
99.6
98.0
82.1
76.9
81.9

Rd
0.5
3.7
6.0
15.1
1.0
14.3
0.0
3.1

Ri
1.5
2.7
10.8
13.0
1.2
0.0
9.0
6.1

Nd
11
3
2
5
12
11
8
11

Ni
2635
0
2
10
15
0
4042
13932

Ld
2 · 220
32 · 210
8 · 210
1 · 220
16 · 220
2 · 220
4 · 220
16 · 220

8 · 220
1 · 210
4 · 210
1 · 210
16 · 220
1 · 210
1 · 210
1 · 210

Li
+ 69710
+
1
+
0
+ 1048586
+
32
+
64
+ 139520
+ 5140776

Td
0.3
0.1
0.1
0.2
1.2
0.2
0.1
0.7

Tr
0.3
0.0
0.1
0.2
1.2
0.2
0.1
0.6

ximal 220 Locks benutzt. Die anderen Benchmarks brauchen bis zu 16 mal mehr Locks,
was zeigt, dass für gute Laufzeiten die Anzahl an Locks mit der Datenmenge skalieren
muss. Dieser Ergebnisse entsprechen auch der in [PG11] gemachten Beobachtung, dass
222 Locks im Durchschnitt zu akzeptablen Laufzeiten führen. Der in der Dynamic-Version
maximale False-Sharing-Anteil von 15% ist deutlich kleiner als in der Static-Version. Da
es sich um den über die Laufzeit des Programms akkumulierten Anteil handelt, ist dieser
größer als die angestrebten 10%. In der Independent-Version ist der False-Sharing-Anteil
teilweise größer als in der Dynamic-Version, da der akkumulierte Anteil über alle LockTabellen gemittelt wurde.
Die Tabelle erreicht nach wenigen Vergrößerungen ihre endgültige Größe. Yada und Vacation verwenden die selbe finale Anzahl an Locks, die aber nach einer unterschiedlichen
Anzahl an Vergrößerungen erreicht wird, da die Tabellen in unterschiedlichen Schrittweiten wachsen. Die Tabellen werden also abhängig vom aktuellen False-Sharing-Anteil
vergrößert. Eigenständige Lock-Tabellen verursachen insgesamt mehrere Vergrößerungen,
aber die Anzahl an Vergrößerungen pro Tabelle ist klein. Von den Benchmarks, die eigenständige Tabellen benutzen, brauchen Intruder, Bank, Library, und Vacation weniger
Locks als bei Verwendung einer Tabelle (Li  Ld ), was Speicher spart. Nur in Genome
enthalten die eigenständigen Tabellen signifikant mehr Locks als bei Verwendung einer
globalen Tabelle. Die Vergrößerungsoperationen sind mit höchstens 1.2ms (0.2% der Gesamtlaufzeit von Yada, dem Benchmark mit der kürzesten Laufzeit) vernachlässigbar.
Tabelle 2 zeigt die Speedups der Dynamic- gegenüber der Static-Version bzw. TL2.1 Generell werden gute Speedups erzielt, da der Vergrößerungsmechanismus den False-SharingAnteil so stark reduziert, dass dadurch weniger Transaktionen abgebrochen werden müssen.
Das Vergrößern der Tabelle ist nur für Genome und Intruder ohne Effekt. Genome hat in
der Static-Version einen False-Sharing-Anteil von 98%, aber kaum konkurrierende Zugriffe. Daher gibt es wenig abbrechende Transaktionen, d.h. ein Vergrößern der Tabelle reduziert die Anzahl der Abbrüche kaum. Intruder hat viele konkurrierende Zugriffe, aber in
der Static-Version einen relativ kleinen False-Sharing-Anteil von 38%. Da False-Sharing
1 Wir

vergleichen Dynamic mit Static/TL2 auf c Kernen und nehmen den besten Speedup.
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Tabelle 2: Speedups der Dynamic-Version gegenüber Static und TL2.
Static
TL2

Genome
1.3
5.4

Intruder
1.1
2.8

Kmeans
2.2
6.7

Labyrinth
3.0
5.0

Yada
3.0
3.0

Bank
3.0
10.3

Lib
4.6
5.3

Vacation
1.6
2.8

kaum vorkommt, hat ein Vergrößern der Tabelle keinen Effekt, wodurch die Kosten der
Vergrößerung nicht amortisiert werden. Generell sind die Speedups jedoch beachtlich.
Eigenständige Lock-Tabellen verbessern die Zeiten für Yada, Bank und Vacation weiter.
In Yada wird getrennt von anderen atomaren Blöcken auf einem Heap gearbeitet, so dass
für diesen eine eigene Tabelle sinnvoll ist. Da in Bank eine Bank exklusiv von einem
Kern benutzt wird, gibt es bei Verwendung einer Tabelle pro Bank kein False-Sharing. Die
Verwendung einer Tabelle pro Bucket in einer Hash-Tabelle in Vacation eliminiert FalseSharing zwischen Einträgen in unterschiedlichen Buckets. Die Kosten für die atomare
Zuweisung von Lock-Tabellen an Objekte erhöht die Laufzeiten in den anderen Benchmarks leicht. Aufgrund der wenigen konkurrierenden Zugriffe in Genome können, wie bei
der dynamischen Tabelle, eigenständige Tabellen die Laufzeit nicht verbessern. In Intruder
und Labyrinth wird jeweils eine eigenständige Lock-Tabelle für eine globale Liste benutzt.
Es gibt keine Verbesserungen der Laufzeit, da Zugriffe einseitig über die Datenstrukturen
verteilt sind, so dass Adressen hauptsächlich auf die Locks einer Tabelle abgebildet werden. Da Library viele eigenständige Tabellen benutzt, sind mehrere Vergrößerungen wahrscheinlich, so dass andere Transaktionen warten, bis die neuen Tabellen verfügbar sind,
was die Ausführungszeiten verschlechtert. Bei richtiger Anwendung führen eigenständige
Lock-Tabellen aber zu besseren Laufzeiten bei gleichzeitig geringerer Anzahl von Locks.

6

Verwandte Arbeiten

TinySTM [FFR08] misst sekündlich den Transaktionsdurchsatz und verdoppelt oder halbiert die Tabellengröße zufällig. Falls TinySTM diese Konfiguration noch nicht verwendet
hat, ersetzt es die aktuelle Tabelle. Verringert sich nun der Transaktionsdurchsatz, wird
die alte Konfiguration wiederhergestellt. Unser Ansatz prüft bei jedem Commit auf FalseSharing und reagiert schneller als innerhalb einer Sekunde. Die Wahl der neuen Tabellengröße ist bei uns nicht zufällig, sondern abhängig vom False-Sharing-Anteil.
Ein weiterer Punkt, der die Leistung von STMs beeinflusst ist, wie viele Bytes an Daten
ein Lock schützt. Gängig ist, dass ein Lock ein Wort oder eine Cache-Zeile schützt. Da bei
Cache-Zeilen-Granularität ebenfalls False-Sharing möglich ist, nutzt [SEK11] eine statische Analyse, die die für ein Programm geeignetere Granularität bestimmt. Unser Ansatz
verringert False-Sharing stattdessen durch ein Vergrößern der Lock-Tabelle zur Laufzeit.
Contention-Management [SDMS09] sorgt dafür, den Durchsatz von Transaktionen unter
hoher Contention zu erhöhen, z.B. indem bei einem Abbruch von Transaktionen diejenige
Transaktion neu gestartet wird, die weniger Arbeit verrichtet hat. Die Arbeit ist orthogo-
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nal zu unserem Ansatz, da Transaktionen, die aufgrund von False-Sharing abgebrochen
werden, auch bei Verwendung eines Contention-Managers weiterhin neu zu starten sind.
Adaptive Locks werden in [UBES09] verwendet, um atomare Blöcke mit Mutexen zu
annotieren. Abhängig vom Laufzeitverhalten wechselt dieses System zwischen Synchronisierung mit Transaktionen und Mutexen. Adaptive Locks reduzieren wie unsere Arbeit
den Aufwand von Transaktionen, jedoch wird in unserem Ansatz annotiert, welche Datenstrukturen mit eigenständigen Lock-Tabellen geschützt werden sollen, wohingegen bei
adaptiven Locks die von atomaren Blöcken zu verwendenden Mutexe angegeben werden.

7

Zusammenfassung

In dieser Arbeit wurde die Lock-Tabelle fester Größe in STMs als Flaschenhals erkannt
und ein Verfahren vorgestellt, das die Tabellengröße der Datenmenge anpasst und auch
für mehrere Tabellen funktioniert, die mittels Annotationen spezifiziert werden. Weitere
Arbeiten könnten einen Verkleinerungsmechanismus untersuchen. Experimente haben die
Wirksamkeit des Verfahrens belegt, das einen maximalen Speedup von 10.3 erreicht und
bis zu 1024 mal weniger Locks als TL2 benötigt.
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Abstract: Optical flow is widely used in many applications of portable mobile devices and automotive embedded systems for the determination of motion of objects in
a visual scene. Also in robotics, it is used for motion detection, object segmentation,
time-to-contact information, focus of expansion calculations, robot navigation, and
automatic parking for vehicles. Similar to many other image processing algorithms,
optical flow processes pixel operations repeatedly over whole image frames. Thus, it
provides a high degree of fine-grained parallelism which can be efficiently exploited
on massively parallel processor arrays. In this context, we propose to accelerate the
computation of complex motion estimation vectors on programmable tightly-coupled
processor arrays, which offer a high flexibility enabled by coarse-grained reconfiguration capabilities. Novel is also that the degree of parallelism may be adapted to
the number of processors that are available to the application. Finally, we present an
implementation that is 18 times faster when compared to (a) an FPGA-based soft processor implementation, and (b) may be adapted regarding different QoS requirements,
hence, being more flexible than a dedicated hardware implementation.

1 Introduction
Computer vision algorithms such as the optical flow [HS81] can give important information about the spatial arrangement of objects in a scene and their movement. Due to the
ever growing demand for autonomous systems, the importance of computing the optical
flow in different embedded application domains (e. g., robotics, mobile phones, automobiles) is also increasing. For example, in [TBJ06], the importance of the optical flow
for maneuvering a robot was shown. Mobile phones were transformed into pointing devices (using their video camera) with help of the optical flow in [BR05]. In [SBKJ07],
Jae Kyu Suhr and others determine an automatic parking system that is able to find an
appropriate free parking space based on an optical flow algorithm. Moreover, continuous technology scaling has enabled embedded computer systems to integrate multiple
processors and hardware accelerators on a single chip, also known as MPSoC. It can be
foreseen that in the year 2020 and beyond, the number of such computing units will exceed 1 000 processing elements on a single chip. Now, programming such a large number
of processing elements poses several challenges because centralized approaches are not
expected to scale [MJU+ 09]. Such an excessive increase in the amount of hardware resources on a chip raises questions regarding the power consumption, specially in case of
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mobile devices where the power budget is highly limited. Hence, there exists a trend toward specializing the functionality in MPSoCs by employing application-specific or programmable hardware accelerators. Programming different parts of such heterogeneous
MPSoCs, even more exacerbates the situation. Old school parallelization approaches do
not match the dynamic behavior of applications and the variable status and availability
of resources in large chip multiprocessors. These drawbacks can be seen in some of the
architectures available today, i. e., Tilera’s 64-core processor [WGH+ 07], 48-core Intel
SCC processor [MRL+ 10], Xetal-II [AKC+ 08] (a SIMD processor with 320 processing elements), and Ambric’s discontinued massively parallel processors with 336 RISC
cores [NWC+ 09]. B. Hutchings et al. [HNW+ 09] described an optical flow streaming
implementation on Ambric AM204. However, due to the limitations in the I/O interfaces, the processor elements (PEs) are stalled for more than 70% of the time, indicating
under utilization. X. Lin et al. [LHY+ 11] demonstrated the parallelization of a motion
JPEG decoder on Tilera’s processors by using threads with shared memory communication, which scales only partly. In [DPFT11], the authors investigated the scalability of
the Intel SCC [MRL+ 10]. They demonstrated that applications which benefit from the
massively parallel architecture must have a high ratio of computations versus data volume.
Image processing applications usually are on the other end of the spectrum, where only a
few operations are performed on each pixel and the same set of operations is needed to be
repeated on millions of pixels, generating a high data volume. Hence, image processing
applications, when implemented in a conventional manner (using multi-threading), cannot
efficiently utilize the high parallelism that is available in massively parallel processor arrays. [MJCP08] shows that visual computing applications, like face detection and H.264
motion estimation also do not benefit from multi-threading, as it leads to load imbalances.
This work also demonstrates that applications might fail to attain performance benefits on
processor arrays if the available memory bandwidth is not utilized efficiently. The applications running on the PEs exchange data through message passing or shared memory. But,
due to the difficulties in synchronizing data accesses through a shared memory, the most
efficient way would be message passing. Also, it is important to mention that massively
parallel processor arrays typically do not support cache coherency and the programmer has
to handle it through various locking mechanisms. However, if used extensively, locks may
create a significant overhead and the PEs will be stalled by waiting for locks for a significant part of actual execution time. As a remedy, we present an alternative implementation
to accelerate computationally intensive image processing algorithms, i. e., the optical flow
algorithm, on massively parallel processor arrays such as tightly-coupled processor arrays
(TCPAs) [THH+ 11].
Frequently, TCPAs are used as an accelerator in an MPSoC to speedup digital media and
signal processing applications. They consist of an N × M mesh array of programmable
PEs, each having a VLIW structure. The programs and the configuration for the architecture are developed by using a Java-based editor, which provides an intuitive graphic user
interface. A simplified design of a TCPA with 24 processor elements (PEs) is sketched in
Figure 1. Only a limited amount of instruction memory and a small register file is available
in each PE, and the control overhead is kept as small as possible for a given application
domain. For example, there is no support for handling interrupts or multi-threading. Also,
the PEs have no direct access to the main memory but data is streaming from the surrounding buffers through the array and is processed from PE to PE. These arrays may achieve a
very high energy efficiency [LMB+ 12] and thus are well suited for streaming applications
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Figure 1: Tightly-coupled processor array that may be used as an accelerator in an MPSoC. The
highlighted rectangular areas are occupied by three applications that may run simultaneously.

in embedded portable devices. TCPAs rely on fine-grained scheduling of loop iterations
and do not require each tile to be executed atomically, thus, lifting the corresponding constraint that is imposed by other available massively parallel architectures (e. g., GPUs,
multicore architectures), and giving more room for optimized mapping and code generation. This fact is the major difference when compared to the execution of multi-threaded
applications in multicore architectures or of microthreads in graphics processors, where
threads are executing atomically the dispatched tiles. Moreover, no thread initialization
and synchronization overhead is introduced, which directly leads to smaller overall execution latencies. Instead, tightly-coupled processor arrays may exploit the direct PE to PE
communication, where the data is streaming from the surrounding buffers through the array, thus, lifting the above mentioned drawbacks while benefiting from both instruction as
well as loop-level parallelism and enabling zero-overhead program control flow results in
ultra-fast execution of applications [KSHT09]. To achieve both the necessary processing
speed as well as low power consumption, algorithms or parts of them need to be accelerated on dedicated or programmable massively parallel architectures. This paper considers
TCPA architectures for accelerating image processing applications with 2D sliding windows such as optical flow and performs an evaluation by comparing the results with other
state-of-the-art implementations. Novel to our approach is that the application may be
implemented such that the execution speed may adapt to a varying number of available
and employed processing elements, respectively. On the other hand, in order to obtain
a certain processing speed, a certain number of processing elements must be available.
This flexibility as well as self-organizing properties are exploited, stemming from a new
resource-aware computing paradigm called Invasive Computing [THH+ 11].
Section 2 presents our approach, i. e., how to map the different parts of optical flow computation on TCPAs. Results are discussed in Section 3, and finally, Section 4 concludes.

2 Optical Flow Computation on TCPA
A TCPA as shown Figure 1 consists of a two-dimensional set of processing elements (PEs)
that may be customized at synthesis-time with respect to many parameters such as types
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and number of functional units for arithmetic, logic, branching and logical operations. The
interconnection network consists of point-to-point connections between neighbor PEs that
are also parameterizable using interconnection wrappers, each of them surrounds a PE.
Using this wrapper, different interconnection topologies can be configured at run-time by
changing the value of select registers in the interconnection wrapper multiplexers, thus,
giving to the architecture more flexibility to support different applications. As the processing elements are tightly-coupled, they do not need direct access to the global memory.
The data transfers to the array is performed through the PEs at the borders, which are connected to the banks of surrounding memory buffers. These buffers could be implemented
as simple FIFO buffers or RAM-based addressable memory banks. The memory architecture and technique used to fill the pixel data into the I/O buffers in Figure 1 is beyond the
scope of this paper and it is explained in detail in [LHT09].
Due to the aforementioned arguments, massively parallel processor arrays are well suited
for accelerating compute-intensive vision algorithms such as optical flow. In the following,
three subsequent compute stages of the optical flow algorithm are outlined. In the first
stage, an image smoothing is performed as described in Section 2.1. The second stage is
the census signature generation (see Section 2.2) where a unique signature is computed
for each pixel in a frame based on its neighboring pixels. The third stage operates as
follows: When two consecutive signature images are available, the signature of one pixel
in frame t is compared with the signatures of all pixels in a certain neighborhood of frame
t + 1, i. e., a possible matching is determined, which computes a corresponding flow vector
(see Section 2.3). Since such a pixel-to-pixel signature comparison is a computationally
intensive task, the search region is limited to a small region in frame t + 1 located around a
candidate pixel from frame t. The wider the search region, the longer the flow vector might
be, and the faster the motion that can be detected. A wider search region also helps to
reduce the number of false vectors. But, this also leads to higher computing requirements
as more signatures need to be compared.
Based on the above application requirements, we outline next, how each stage may be
mapped to a w × d region of a TCPA array, where w is the window size and d is called
depth and denotes the number of consecutive pixel values and moving window operations,
respectively. We have the possibility to allocate more PEs and increase the value of d in
order to decrease the execution time. In case of insufficient resources, the application can
decide whether to reduce the window size w so to avoid a frame drop. The upcoming
sections explain this scalable application mapping for all three stages of the optical flow
and demonstrate the variation in computation time with varying resources on a TCPA.
2.1 Image Filtering
The optical flow computation starts with a simple image filtering in order to remove noises
in the input image. In the algorithm a 2D window of size w × w slides over the complete
image. The window is placed centered at each pixel in the image and each pixel is modified based on its neighboring pixels and the weights as in Eq. (1), where P(x, y) is the
pixel intensity at location (x, y) in a frame of size U × V , W (x1 , y1 ) is the corresponding
coefficient weight and w is the window size.
⌊w/2⌋

Ps (x, y) =

⌊w/2⌋

∑x1 =−⌊w/2⌋ ∑y1 =−⌊w/2⌋ P(x + x1 , y + y1 ) ·W (x1 , y1 )
⌊w/2⌋

⌊w/2⌋

∑x1 =−⌊w/2⌋ ∑y1 =−⌊w/2⌋ W (x1 , y1 )

forall input pixels P(x, y) : ⌊w/2⌋ ≤ x < U − ⌊w/2⌋ ∧ ⌊w/2⌋ ≤ y < V − ⌊w/2⌋.
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Figure 2: Basic image filtering in a TCPA for a w × w window, where w = 3 in (a). Processing
multiple 3 windows simultaneously in (b)

A careful inspection shows that for a sliding window approach each window shares its
pixels with the neighboring window. Thus, if multiple neighboring windows/pixels are
processed simultaneously, this may lead to a much better utilization of memory bandwidth. To process one pixel for a window size of 3 × 3, we map the above computation
onto a set of 3 PEs as shown in Figure 2(a). Each PE processes one row of the window,
so together they can process one complete window in w time steps. Moreover, to exploit
the parallelism of TCPAs, multiple windows (corresponding to multiple pixels) can be
processed simultaneously. For example, another set of 3 PEs, if available, can process the
neighboring window by reusing the data read by the first set of PEs, through continuous
data exchange over the dedicated interconnect as shown in Figure 2(b). This helps to reduce the overall execution time without increasing the memory bandwidth requirements.
For example, for an image filtering application processing a 5 × 5 window, the application can be optimally mapped to a 5 × 5 PE region. If a sufficient number of PEs is not
available, the application can decide to choose the biggest available configuration, e. g.,
in case only an array of size 3 × 2 is available, the application can decide to filter only
using a 3 × 3 window instead and process only 2 windows simultaneously. This gives the
application an opportunity to scale its requirements according to the amount of available
resources. Eq. (2) can be used to compute the execution time in cycles/pixel (CPP) for any
array configuration of size w × d:
CPP(w, d)

=

(Cp · w) + (d − 1)Cd +Cconst
d

(2)

In Eq. (2), C p is the number of clock cycles to process the pixels of one row, d denotes the
number of windows (pixels) that are processed simultaneously. Cd denotes the number of
cycles needed for one PE to skip the pixel which does not belong to its window, because
each PE of one row receives the same input values, and Cconst is the time to reinitialize
Ps (x, y) after processing one window and move on to the next. Note that the presented
application mapping can be applied to many other sliding window image filters like edge
detection, Harris Corner detection, morphological operations (e. g., dilation, erosion).
2.2 Census Signature Generation
After image filtering, the next step is to generate census signatures from the filtered image.
The technique described in [CLJS09] is briefly explained in Figure 3. A signature S(x, y)
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Figure 3: Signature generation technique

is calculated for each pixel in the frame by comparing its value (marked by ’x’) with
its neighboring pixels located within its window region. The result of each comparison
can be presented by two bits and is calculated using a deviation ε as shown in Figure 3.
Unlike window-based image filtering, only a subset of the neighboring pixels is required
for signature generation. Those pixels are marked by the symbols (<, =, >) that indicate
the relation of the pixel (x,y) with its neighboring at a particular location (x + i, y + j) as
visually described by the 16-stencil in Figure 3. As described by Eq. (3), when a neighbor
pixel is bigger than P(x, y)+ ε , 2 is output. However, if the neighbor is less than P(x, y)− ε ,
an 1 as output is assumed. Otherwise, when the neighbor pixel is between both values, a
0 is output. Next, the 16 computations of ξ are concatenated to one signature S(x, y) (see
Eq. (4)).
ξk

=

S(x, y)

=


 2,
1,

0,

if
P(x + ik , y + jk ) > P(x, y) + ε
if
P(x + ik , y + jk ) < P(x, y) − ε
else

(ξ1 , ξ2 , . . . , ξ16 )

∀ 1 ≤ k ≤ 16

(3)
(4)

From Figure 3, it becomes clear that in total five columns have to process pixels. Hence, in
the TCPA implementation, we allocate five PEs per column for computing the signature.
Moreover, the signature generation stage of the algorithm also involves a sliding window
and hence, the processing can be accelerated using multiple columns of PEs as shown in
Figure 4(a). Similar to the approach adopted for image filtering, the results are propagated
through the PEs to the buffers located at the borders of the array. A unique signature is thus
generated for each smoothed pixel in the input frame, forming a signature image and this
is used for computing the flow vectors as explained in the next section. The computation
time in cycles/pixel can be calculated using Eq. (5), where Cs is number of cycles required
to move a result from one PE to its neighbor over the dedicated interconnect and d, as
mentioned previously, is the number of windows that are processed simultaneously.
CPP(w, d)

=

(Cp · w) + (w − 1)Cs +Cconst
d

(5)

2.3 Flow Vector Generation
The final stage of the optical flow computation generates flow vectors representing the
relative motion between the camera and the objects in a frame. For vector generation, two
consecutive signature images are required, e. g., from frames t − 1 and t. As explained before, a signature represents the relation of the current pixel with its neighborhood. Therefore, if the signature of a pixel St−1 (x, y) matches with the signature of the same or another
pixel St (x′ , y′ ) in the next consecutive frame, then it is assumed that the pixel has moved
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Vector generation for a w × w window (w = 15) is shown in (b)

from its location (x, y) in frame t − 1 to the new location (x′ , y′ ) in frame t. To understand
this process, consider a window of size 15 × 15 centered at coordinates (x, y) in the signature image, i. e., St (x, y). Now, the signature at location (x, y) in frame t − 1 is compared
with each signature within the considered window in the next frame t. This is explained
using Figure 4(b) and the following pseudo algorithm. If a unique match (m(x, y) = 1) was
found, F(x, y) represents the flow vector (i. e., movement of pixel P(x, y)). This operation
is repeated for each signature in frame t − 1, using a sliding window.
m(x, y) = 0
F(x, y) = (0, 0)
for u = −7 . . . 7
for v = −7 . . . 7
if (St−1 (x, y) == St (x + u, y + v)) then
m(x, y) = m(x, y) + 1
F(x, y) = (u, v)
endif
endfor
endfor

As one PE may only process a part of the complete image, the results are not final and
have to be compared with results of other PEs for multiple match condition. Each PE
performs a signature matching between the central signature and the signatures from the
corresponding row within the window and outputs the result in the form of (x, y) coordinates and match count to the neighboring PE. The individual results are then verified if
there was a unique, a multiple or no-match correspondence. This stage uses a mapping
scheme similar to the signature generation and hence, the computation time (cycles/pixel)
can be calculated equally using Eq. (5). In case of insufficient resources, the application
may decide again to reduce the window size w so to avoid any frame drops.

3 Results
Assuming the computation according to a VGA image resolution (640×480 pixels), this
section presents results as overall performance and scalability of the optical flow application when mapped onto TCPAs of different sizes. Here, the metric cycles/pixel (CPP)
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Configuration size (bits)
Configuration latency (ns)

Image
Filter
1 344
840

Signature
Generation
3 360
2 100

Vector
Generation
3 232
2 020

Table 1: Configuration bit stream sizes (bits) for the three parts of the optical flow as well as the
configuration latency Ccon f , where a 32-bit bus is used to load each configuration to the PEs (50
MHz clock frequency).

Architecture
FPGA
5×5 TCPA
LEON3

Hardware cost
slice regs
LUTs
BRAMs
26 114
32 683
81
35 707
105 799
85
28 355
42 210
65

Performance
(s)
0.048
0.427
7.589

Table 2: Hardware cost and performance comparison (time in seconds for fully processing one image
frame) for the optical flow application implementation on a LEON3, 5×5 TCPA, and a custom FPGA
implementation. All architectures operate at 50 MHz clock frequency and have been prototyped on
a Xilinx Virtex-5 FPGA.

is considered for comparison representing the number of clock cycles needed to compute
one output pixel. Let Ccon f denotes the time to configure the TCPA interconnect structure
and to load the executable code into the PEs. The values in Table 1 were obtained using a
cycle accurate simulator published in [KKHT07] and the graphs in Figure 5 were plotted
using Eqs. (2) and (5) for a fixed window size of w = 3 in the case of image filtering, w = 5
for signature generation, and w = 15 for vector generation.
Figure 5 indicates the variation of the CPP value based on the degree of parallelism (d)
for the image filtering, and signature and vector generation stages of the optical flow algorithm. According to our explanation in Section 2, d denotes the number of PE columns
that are employed to compute the application (the more PE columns we use, higher the
degree of parallelism). The graph clearly shows that the CPP decreases with increasing d.
Next, we compare the execution time of our approach with the FPGA-based implementation (optimized for speed) as well as a pure software implementation on a soft RISC
processor (LEON3). Table 2 shows the results of this performance comparison as well as
hardware cost comparison. The hardware costs are reported for a Xilinx Virtex5 synthesis
and the performance is reported in terms of the overall application computation time per
frame. For the TCPA architecture, we configured a 5×5 array in order to show the achievable performance of TCPAs, having a hardware cost close to one LEON3 core. In order to
exploit the full processing capacity of the TCPA, each part of the application is assumed
to allocate the whole array. This is enabled by fast coarse-grained reconfiguration capabilities of TCPAs, where context switches of the array are performed at the nanosecond scale
(see Table 1). Although using more resources than the FPGA-based implementation and
consequently achieving lower performance, TCPA architectures require a smaller design
effort and have the great advantage to be programmable and able to adapt itself regarding
to different QoS requirements by allocating more PEs. The LEON3 is configured as follows: 4 KB on-chip RAM, 32 KB data cache, and 16 KB instruction cache. Moreover, in
our evaluation, we consider only the pure execution time of the application by assuming
the input data already being loaded into the data cache of the LEON3 and input buffers
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for signature generation, and w = 15 for vector generation. (IMF: image filtering, SG: signature
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of the TCPA, respectively. Therefore, the timing overhead of the communication between
peripherals, bus, and the memory access are ignored in each case. In terms of execution
time, the LEON3 needs 1 244 clock cycles to generate one signature and to compute one
matching. Consequently, it takes approximately 7.6 seconds to process one VGA frame,
when running at 50 MHz. This implementation would therefore provide no more than
0.13 frames per second (fps). At the same clock frequency, the 5 × 5 TCPA configuration
achieves approximately 2.35 fps. However, the size of the processor array could be further increased to increase the performance according to Figure 5. The total area needed
to implement the 5×5 TCPA, i. e., 25 processing elements is practically equal to the area
requirements of a single LEON3. But, the overall execution time achieved by our solution
outperforms that of the LEON3 by a factor of 18, and even faster than the Ambric MPPA
implementation [HNW+ 09], where in case of Ambric the system operates at 300 MHz
frequency and processes 320×240 images and obtains 37 fps performance. With the same
system setup, the TCPA would reach a frame rate of 55.2 fps.

4 Conclusion
This paper presents the benefits of implementing computationally intensive image algorithms, i. e., the optical flow on programmable massively parallel processor arrays such as
tightly-coupled processor arrays (TCPAs). We demonstrated that TCPAs do not only provide scalable performance for sliding window based algorithms such as the optical flow,
but also benefit from very fast reconfiguration in order to compute the different algorithmic
parts in a time-multiplexed manner. The results presented a linear performance improvement in terms of number of available processor elements for different parts of the optical
flow application. Moreover, our TCPA-based solution was compared against a softwarebased implementation on a LEON3 (single core) as well as a known dedicated hardware
implementation. Notably, the 5×5 TCPA variant does not need substantially more logic
resources on an FPGA than an implementation based on a single LEON3 core. However, the TPCA implementation may offer an 18 times higher frame rate than the LEON3
implementation.
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Self-organizing Core Allocation
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Abstract: This paper deals with the problem of dynamic allocation of cores to parallel applications on homogeneous many-core systems such as, for example, MultiProcessor System-on-Chips (MPSoCs). For a given number of thread-parallel applications, the goal is to find a core assignment that maximizes the average speedup.
However, the difficulty is that some applications may have a higher speedup variation
than others when assigned additional cores. This paper first presents a centralized algorithm to calculate an optimal assignment for the above objective. However, as the
number of cores and the dynamics of applications will significantly increase in the future, decentralized concepts are necessary to scale with this development. Therefore, a
decentralized (self-organizing) algorithm is developed in order to minimize the amount
of global information that has to be exchanged between applications. The experimental
results show that this approach can reach the optimal result of the centralized version
in average by 98.95%.

1

Introduction

With the growing number of cores on MPSoCs [Bor07] the sequential execution of applications results in inefficient usage of processing resources. Therefore, future systems
applications need to be able to efficiently exploit time-variant degrees of parallelism. The
efficiency of running an application on multiple cores, i.e., the speedup compared to pure
sequential execution, is depending on the degree of parallelism of an application. So, the
question arises: how to assign the available cores to applications at any point of time? In
this paper, we provide methods to determine assignments that increase the average speedup
of all applications thereby increasing the total system throughput and consequently reducing average execution times.
Carrying out such assignments can generally be performed in two ways: centralized and
decentralized. A centralized approach has the advantage of global knowledge which allows us, as we will see, to find an optimal assignment. The disadvantage is, however,
that with shrinking transistor sizes the single point of failure cannot be tolerated. In addition, the steadily increasing number of cores on a chip will soon lead to unacceptable
computation, monitoring and communication overheads.
Therefore, a decentralized approach is chosen motivated by the research area of Invasive
Computing. Invasive computing [Tei08, THH+ 11] denotes a new programming paradigm
for massively parallel MPSoCs where each application itself may dynamically and proactively quest for, occupy, and later release processors depending on the available degree
of parallelism and state of the underlying processing resources, e.g., temperature, availability, load, permissions, etc. The goal of invasive computing is to provide room for
dynamic system optimization by exploiting the knowledge of parallel algorithm and appli-
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cation designers for resource allocation as well as to realize what is called resource-aware
programming. In this paper, we consider just one particular problem of decentralized application control, namely the problem of understanding objectives and algorithms for the
optimization of task, respectively thread allocation to processor cores.
This paper is organized as follows. In Section 2, the problem of dynamic task allocation
is defined and put into context. Section 3 proposes an algorithm to find an optimal core
assignment in quadratic time. Section 4 then introduces a new learning-based approach
to assign cores decentrally at run-time to applications. Section 5 provides experimental
results comparing the central and decentral algorithms in terms of convergence time and
average speedup. Finally, conclusions and future work are given in Section 6.

2

Problem Description

In an informal simplified way, the problem we tackle can be described by the question:
Which application allocates how many cores? Each application may have a different degree of parallelism. The locality of the cores is first neglected. The goal is to find core
assignments with maximal average speedup. In the following, we motivate, then formalize
and refine this informal problem description.

2.1

Related Work

The problem of scheduling parallel tasks has received a wide interest in research in the
domain of high performance computing (HPC) [BDO08]. A reasonable amount of applications such as for example [BGT99] justify this interest. The application model including
the speedup is the same as used in this paper, which backs up that our assumptions are realistic. One difference to the problem described here is that in previous approaches, the number of cores allocated to each application does not change at run-time [TWY92]. The possible performance gain when using task preemption justifies this assumption [BMW+ 04].
However, the novelty compared to all previous work is in the goal function. All existing work tackles as objective to minimize the makespan, or latest task completion time.
As already described in the previous section, minimizing the average speedup may also
minimize the average execution time. Furthermore, with the current and foreseen growing
dynamics [Don12] and amounts of computation in HPC [AFG+ 10] the makespan is not
computable as applications appear dynamically. Therefore, a new objective function is
needed. Another reason for using the average speedup as objective function is that one
of the key challenges in reaching exascale performance is the energy and power challenge
[BBC+ 08]. This means, applications that achieve lower speedups with additional cores
run less efficient and consume more energy per performance. When fulfilling the defined
goal function all applications run most efficient. A further unique feature is the distributed
nature of the presented self-organizing algorithm that will in our opinion get more and
more important in future systems.
It has to be noted that there already exists a wide range of practical approaches [CLT13,
GXWS11, CJ08]. Nevertheless, we see a gap between formal analysis and practical heuristics. We contribute to close this gap by providing algorithms first for simple assumptions.
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2.2

Application and Speedup Model

For the analysis of optimal core allocation strategies, we assume that each application running on an MPSoC is a malleable program [Dow97]. This means that each application can
run in parallel on any number of cores. Moreover, for each application under consideration, its speedup compared to running the application on one core is known in advance and
doesn’t change during run-time. Furthermore, we assume that all applications are known
in advance, and become available for execution at the start and run forever. These assumptions on applications and speedup are only used to simplify the argumentation. Later, we
will explain the consequences when loosening these assumptions.
Definition 1. Let the speedup Si (n) denote the quotient of the execution time when running application i on n cores relative to its execution time on one core:
Si (n) =

Ti (1)
,
Ti (n)

(1)

where Ti (n) is the execution time of application i when executed on n cores.
The speedup function Si (n) can be gathered by code analysis or by profiling. Moreover,
cores may be only assigned to one application as whole. So, the speedup is defined for
integers n from one to infinity. For later descriptions and proofs, the following definition
is necessary.
Definition 2. Let delta speedup ∆Si (n) denote the difference in speedup when application
i runs on n cores instead of n − 1 cores:
(
Si (n) − Si (n − 1), n > 0
∆Si (n) =
(2)
0,
n=0
The speedup only considers applications on MPSoCs without hyperthreading or superscalar behavior. This has the following consequences: If the application is run on zero/one
core the speedup is always zero/one (Si (0) = 0/Si (1) = 1). An application that is not
parallelizable at all only achieves the minimal speedup of Si (n) = 1 for n ≥ 1. The theoretical maximum speedup is for applications that are fully parallelizable infinitely, thus
obtaining a speedup of Si (n) = n. In our speedup model, we assume that the speedup
does not decrease when adding cores. This means the speedup is monotonic increasing
with
0 ≤ ∆Si (n) ≤ 1.

(3)

The last assumption made is that the delta speedup ∆Si (n) decreases with increasing
number of cores, what means that the following inequality is fulfilled
∆Si (n) ≥ ∆Si (n + 1).

(4)

This is a realistic assumption, meaning the more cores an application gets allocated the
less efficient the application can make use of it.
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Figure 1: Example speedup characteristics generated using the Downey model.
Our speedup model is in line with state of the art models such as for example the widely
used model [KBL+ 11, FR98] proposed by Downey [Dow97]. Figure 1 shows six example
application speedup curves generated using the Downey model that are also used for later
experiments.

2.3

Formal Definition of the Processor Allocation Problem

Problem 3 (Core Assignment Problem). Given N applications numbered i = {1, 2, . . . , N }
and a total number of C available cores. Let each application i be assigned ai cores. As
the number of available cores is limited to C,
N
X
ai ≤ C.

(5)

i=1

The assignments ai are gathered in a vector called assignment profile a = (a1 , a2 , . . . , aN ).
The goal is to find an assignment a that maximizes the sum of all speedups of all applications:
!
N
X
max
Si (ai ) .
(6)
i=1

3

Central Assignment

In this section, we present an algorithm for optimally solving the assignment problem in
case global knowledge is available.
opt
opt
Definition 4. Let aopt = (aopt
1 , a2 , ..., aN ) denote an optimal assignment profile if and
only if the following proposition is fulfilled:
N
N
X
X
Si (ai ) ≤
Si (aopt
i ), ∀a = (a1 , a2 , . . . , aN ).
i=1

i=1

93

Theorem 5. There exists an optimal assignment profile aopt with
N
X
=C
aopt
i

(7)

i=1

Proof. Due to the restriction in Equation (5), no more than C cores can be occupied, and
N
X
the optimal assignment profile must obviously satisfy
≤ C. Of course, there might
aopt
i
i=1
N
X
exist optimal assignments with
ãopt
< C. However, as the speedup is monotonously
i
i=1

increasing, we can conclude there will always exist an optimal assignment aopt for which
N
X
0
aopt
= C holds.
i
i=1

According to Theorem 5, it is sufficient to examine only those assignment profiles a with
N
X
ai = C. This reduces the number of combinations that have to be tested for optimality
i=1

from (C + 1)N to
C+1
X

(· · ·

iN −3 =1

i1
i2
i3
X
X
X
i0 )) . . . ).
(
(
i2 =1 i1 =1 i0 =1

Even with this reduced complexity, it is not feasible to test all combinations at run-time.
Therefore, an algorithm to construct an optimal assignment profile is presented. With
N
X
Si (ai ) can be reformulated as follows:
Definition 2, the problem of maximizing
i=1

Si (j)

= ∆Si (j) + Si (j − 1)
= ∆Si (j) + ∆Si (j − 1) + Si (j − 2)
= ∆Si (j) + ∆Si (j − 1) + · · · + ∆Si (1) + 0
j
X
=
∆Si (x)
x=1

We then can reformulate:
X

Si (ai ) =

ai ∈a

!

X

ai
X

ai ∈a

x=1

∆Si (x)

(8)

Theorem 6. Algorithm 1 denotes a central algorithm for determining an optimal assignment profile aopt according to Definition 4.
Proof. Given the set of delta speedups:
sall = {∆Si (x)|x ∈ N ∧ i = {1, 2, . . . , N }}.
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The sum of a subset sassigned of these delta speedups with C elements is greatest, when
the smallest element of this subset sassigned is greater than the largest element of the
remaining set sremaining = sall \sassigned . Such an assignment profile is constructed by
taking always the greatest element of the set sremaining and inserting it into sassigned . It
is only then a valid assignment if only delta speedups of ∆Si (x) are included in sassigned ,
when all ∆Si (y) with y < x are already in sassigned . This is indirectly met by the
following argument. The greatest element of the set sall is found by looking only at the
N speedups with smallest x, because of Equation (4). This construction is carried out by
Algorithm 1.
Algorithm 1 Constructive algorithm for determining the optimal assignment ai of core
numbers to applications i = 1, ..., N .
1:
2:
3:
4:
5:

for i = 1 to N do
ai = 0
end for
for k = 1 to C do
i = arg max (∆Sj (aj + 1))

6:
7:

ai = ai + 1
end for

j=1,...,N

The worst-case execution time of the algorithm is O(N · C), as C-times N elements have
to be accessed and compared.

4

Decentralized Core Assignment

Based on the previous analysis, we present a decentralized core allocation strategy called
probabilistic delta speedup learning (PDSL). It follows the principle of the constructive
algorithm described in Algorithm 1.

4.1

Algorithm

Each application itself increases or reduces the number of allocated cores in rounds, i.e.,
they claim cores. The idea is to increase the number of claimed cores with higher probability the higher the speedup gain is. Only increasing the number of assigned cores leads
unavoidable to over-utilization. In this case, the applications with the least loss in speedup
reduce the number of claimed cores with highest probability. The working principle is
as follows: In each round, each application changes the number of claimed cores with a
probability depending on ∆Si (n), for which 0 ≤ ∆Si (n) ≤ 1 holds. If an over-utilization
occurs in the last round, each application reduces the number of claimed cores by one with
probability p− = 1−∆Si (ai ). If no over-utilization occurred, the number of claimed cores
is incremented by one (an additional core is requested) with probability p+ = ∆Si (ai +1).
A pseudocode description of PDSL is shown in Algorithm 2. The algorithms starts by
initializing the number of claimed cores to zero. Note that this algorithm would also work
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Algorithm 2 Probabilistic delta speedup learning (PDSL) of application i which dynamically increases or reduces the number of cores ai claimed by this application.
1:
2:
3:
4:
5:
6:
7:
8:
9:
10:
11:
12:

ai = 0
while (next step) do
if (over-utilization) then
if (∆Si (ai ) ≤ newRandom([0; 1[)) then
ai = ai − 1
end if
else
if (∆Si (ai + 1) > newRandom([0; 1[)) then
ai = ai + 1
end if
end if
end while

when starting with any other initial core assignment. The number of claimed cores is
monotonously increased in each round as long as no over-utilization has occurred. This
phase is called attack time. Then, the assignment may oscillate between over-utilization
and under-utilization (oscillation time). Both during an increase and decrease of claimed
cores it is ensured that with highest probability the largest delta speedups are chosen.
Therefore, with highest probability, the optimal assignment according to Definition 4 is
chosen. The greater the difference between the optimal and the second best assignment,
the greater is the probability to reach and stay at the optimal assignment.
The constant oscillation ensures that the applications immediately react to changes in the
system load. In this paper, we assume the overhead required for claiming and releasing
cores is negligible. Depending on the underlying architecture, this overhead can be considerably high and a constant oscillation is not desirable. In this case, it is possible to stop the
oscillation by simply not allowing applications to release cores. Then, after the attack time,
the core assignment only changes when applications finish and, therefore, release cores.
This behavior can be implemented by omitting lines 4 - 6 in Algorithm 2. This strategy
has the drawback that it potentially leads to lower average speedups as disadvantageous
claims cannot be reversed as quantified in Section 5.

4.2

Decentralized Detection of Over-utilization by Invasive Computing Mechanisms

Applications programmed by applying the Invasive Computing [Tei08, THH+ 11] principle, may use three operations. The invade operation explores and reserves cores available
in the local neighborhood of the initial program. There exist techniques to extend custom
MPSoCs by dedicated hardware modules, called invasion controllers [LNHT11], which
perform this resource exploration. After having determined a proper set of cores, the
program code is loaded onto the claimed resources through a so-called infect operation.
Moreover, previously occupied resources can be freed by performing a release operation
called retreat. The state of over-utilization can now be simply detected during the invade
phase by the hardware controllers, and the invade operation terminates by indicating to
the application that it was not able to claim successfully a number of requested processor
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cores. The application can then communicate this over-utilization to the other applications
in the system. This could be done by a multicast communication scheme, resulting in a
communication overhead with a complexity of O(N ). However, only a single bit needs to
be communicated that is a small effort when implemented in dedicated hardware.
If using PDSL without release, no communication is necessary. In this case, the overutilization information is not required and increasing of claimed cores will simply not be
possible.

5

Experiments and Results

In this section, we compare quantitatively the mentioned assignment strategies. For the
self-tuning decentralized approach in Algorithm 2 the following results are obtained by
using a round-based simulation written in Java. The speedup used in the experiments is
generated by the freely available job generator from [wwg]. The C program generates randomized speedups according to the Downey model. The resulting parameters imitate typical workloads similar to the SDSC Paragon logs and the CTC SP2 log. As already stated
in Section 2.3, we do not consider arrivals other than at the beginning, thus, the arrival
times are discarded. The case of over-utilization is handled as follows. Considering the
scenario where applications dynamically claim cores in a distributed way, over-utilization
can never occur, because the application trying to claim more cores than available will fail
doing so. The experiments represent this behavior by using the results of the last valid
assignment before the over-utilization.
Figure 2a shows the behavior of PDSL for six applications and 36 available cores. The
simulation starts with one core per application. The applications that have the highest maximal speedup claim the highest number of cores. Until round 16, the number of claimed
cores is increased (attack time), then the claimed cores oscillate around the optimum. This
behavior is brought out very nicely by Figure 2b, where the speedup of the individual
applications and the sum of the speedup is plotted over time.
In the following, we will compare the speedup results of a) PDSL, b) the globally optimal
value according to Section 3 and c) random assignments. The random assignments are
generated by assigning one core to one application with equal probability until all available
cores are assigned. The sum of speedups at the end of the attack time represent the result
for using PDSL without releasing cores.
Figure 3 shows the sum of speedups for all three strategies for a system with C = 36 available cores and different numbers of applications. Until N = 3 applications, each application gets enough cores to exploit maximal parallelism by all three assignment strategies.
For more applications, the assignment is not trivial and PDSL and the random assignment
deviate from the optimal assignment. However, Figure 3 clearly indicates that the assignment generated by PDSL is very close to the optimal value. Even the results for using
PDSL without release show a significant improvement over a random assignment.
We also conducted experiments with C = 1024. They show that the speedup value
achieved by PDSL is very close to the optimal value with a relative error between PDSL
and the optimum in average of 1.05%. In comparison, the average relative error between
the random assignments and the optimum is 15.72% and this error increases with increas-
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Figure 2: Number of claimed cores and speedup for number of applications N = 6 and
available cores C = 36 over time using PDSL.
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Figure 3: Sum of speedups for different number of applications running on an MPSoc with
available cores N = 36.
ing number of cores. Using PDSL without release lies with 4,58% relative error in between
the two.
To show the adaptability of PDSL also to changing applications, we ran the following
experiment depicted in Figure 4: The first 500 rounds are the same as in simulation shown
in Figure 2b. At round 500, ten additional applications are to be scheduled. From the
experiments, we can clearly see that PDSL helps the applications to self-organize the core
assignment in a close to optimal way even under changing applications. This property
allows the algorithm to also work under changing speedup functions of the application.
Therefore, the application can measure locally its actual speedup at run-time and improve
accuracy of the speedup function.

6

Conclusions and Future Work

In this paper, we addressed the question of how cores can be assigned to malleable applications that have a defined speedup curve when running on more than one core. The
restrictions on the speedup are in line with real systems, which is shown by an example.
First, it is shown that for defined speedup functions, the assignment problem can be solved
optimally using a centralized algorithm with global knowledge in O(N · C). Second, the
decentralized self-organizing algorithm PDSL is presented. There, the applications themselves learn how many cores to claim in order to maximize the overall average speedup. In
contrast to the central approach, no direct communication is necessary between the appli-
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Figure 4: Speedup for N = 6 until round 500 then N = 16 and available cores C = 36
over time using PDSL.
cations, respectively applications. The only requisite is that the cores are aware of a global
overload situation. Experimental results over up to C = 1000 cores and up to N = 1000
applications show that the average speedup obtained is in average 98.95% of the optimum.
The goal of future work will be to lower the abstraction level and consider the above approach on real machines that allow run-time assignment of cores. This will help answering the following open questions: (1) How high is the overhead for claiming and releasing
cores? With this information it is possible to judge the penalty for oscillation. (2) What are
the communication costs? Depending on the communication costs it might be necessary to
find solutions not using the global information of over-utilization. Additionally, it is possible to make a comparison between a centralized and decentralized approach. (3) How
accurate is the precalculated speedup and can we use run-time information to improve the
accuracy?
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Abstract: We present a novel approach that simulates human vision including visual
defects such as glaucoma by temporal composition of human vision in real-time on
the GPU. Therefore, we determine eye focus points every time step and adapt the lens
accommodation of our virtual eye model accordingly. The focal distance is then used
to determine bluriness of observed scene regions; i.e., we compute defocus for all visible pixels. In order to simulate the visual memory we introduce a sharpness field
where we integrate defocus values temporally. That allows for memorizing sharply
perceived scene points. For visualization, we ray trace the virtual scene environment
while incorporating depth of field based on the sharpness field data. Thus, our algorithm facilitates the simulation of human vision mimicing the visual memory. We
consider this to be particularly useful for illustration purposes for patients with visual defects such as glaucoma. In order to run our algorithm in real-time we employ
massively parallel graphics hardware.

1

Introduction

Simulating human vision enables beneficial applications for eyeglass manufacturers, treating physicians, and patients with visual defects. Typically, the human eye is constantly in
motion in order to gather visual information about the environment. While moving, the
eye lens accommodates such that objects of interest appear sharp. That is, the eye lens
adapts its shape and thus its refractive power in order to match the focal plane with those
objects. Since the eye lens has only a single refractive state at each time step, objects not
on the focal plane are unsharp. The human brain memorizes sharply perceived regions (obtained with potentially different refractive states) for some time, thus generating a visual
impression without defocus [HB89].
In this work we simulate this process by employing an eye model that focuses on different
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areas of a virtual scene environment. Therefore, within a time step, we first determine
potential focus points by rendering the scene from the current view point (using GPU ray
tracing) and detecting features such as edges or corner points. We then set the eye lens
accommodation (i.e., the refractive power) in order to define the focal plane. Next, we use
the obtained focal plane to compute sharpness values for all observed scene regions; i.e.,
we compute the circle of confusion for all visible pixels. The bluriness, which is computed
every time step, is then temporally integrated into a sharpness field. The sharpness field
consists of sharpness values with corresponding time stamps for all scene locations. The
last step of our approach is to visualize the scene environment under consideration of the
sharpness field. While our approach facilitates the simulation of healthy eyes, a particularly useful application is the illustration of visual defects such as glaucoma [Ger08]. An
overview of our algorithm is depicted in Figure 1.

Scene Rendering
Focus Point Computation
Sharpness Field Integration
Scene Visualization
Figure 1: Algorithm overview.

For our simulation we employ NVIDIA’s GPU ray tracing framework OptiX [PBD+ 10].
OptiX provides an API for parallel GPU ray tracing that allows the customization of the
ray tracing steps, for example acceleration structure construction, efficient ray traversal,
shading and intersection computation. In addition, we use CUDA [Nvi11] to parallelize
involved image processing operations whereas Optix’s interoperability functions facilitate
shared data access between the two GPU frameworks. In the end we are able to run our
simulation approach in real-time on current graphics hardware.
To sum up, the contributions of our approach are
• simulation of human vision under temporal aspects,
• real-time execution on current graphics hardware,
• illustration of visual defects such as glaucoma.
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2

Previous Work

Simulation of Human Vision Traditional approaches that simulate human vision consider a single time step and visualize simulated results based on a selected eye model. The
first step in such a simulation is to determine the eye lens accommodation. To this end,
Mostafawy et al. [MKL97] introduce the virtual eye that determines its accommodation
based on the distance of observed objects. We use a similar idea since we determine the
refractive power of the eye lens based on the view distance of specific features (see Section 3). The disadvantage of this approach is the inability to (correctly) deal with multi-lens
systems such as eyeglasses. Wavefront tracing [K+ 64, Sta72] is used to avoid this limitation and has been applied for the optimization of the design of eyeglasses [LSS98]. In
addition, wavefront tracing is an integral part of several approaches that simulate human
vision [Bar04], [KTMN07], [KTN10], [NSG12]. While these approaches focus on the
lens system of the human eye, they do not address temporal aspects of human vision.
Visual Defects Most common visual defects are related to the refractive properties of
the eye lens (ametropia) [BP07]. Common cases are hyperopia where the eye is too short,
myopia where the eye is too long, or astigmatism where the eye lens creates two focal lines
instead of a single focal plane. In our work we particularly focus on glaucoma [Ger08].
This disease is mostly caused by increased intraocular pressure that, if unnoticed, damages
the optical nerve. As a result the visual field is significantly affected. Patients suffering
from the disease typically require more time to perceive their environment. Our simulation
resembles this effect as depicted in Section 3.
GPU Ray Tracing Ray tracing [Whi80] is a widely used rendering approach in computer graphics. Since ray tracing resembles light paths on a physical basis, it is essential
for the simulation of human vision. For instance, distributed ray tracing [CPC84] is typically used to facilitate depth of field effects. In the recent years ray tracing approaches for
GPUs have been developed due to the advancement of such hardware architectures. Aila
and Laine [AL09] propose such an approach that exploits the computational capabilities
of modern GPUs. NVIDIA uses this method in their ray tracing engine OptiX [PBD+ 10].
We use OptiX for our simulation approach since it provides fast acceleration structure
construction and efficient ray traversal on the GPU.

3

Scene Rendering and Focus Computation

The first step of our simulation is to render the virtual scene environment in order to obtain
color and distance values for each observed scene point. Therefore, we ray cast the scene
using a pinhole camera model for rendering. To achieve real-time framerates for this step,
we use NVIDIA’s ray tracing engine OptiX [PBD+ 10] that runs on the GPU. Since we
consider the scene environment to be static, we gain best performance employing a kD-tree
for acceleration. Hence, for each frame we obtain a color and depth map depending on the
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current (virtual) camera setup. Next, we use that data to determine potential focus points.
Focus points are considered to be features of the color image; i.e., points that are most
likely of visual interest such as edges or corners [Hub88]. Therefore, we perform corner
detection on the previously obtained color data by using the FAST feature detector [RD05].
We then select a single feature (per time step) that we consider to be the most likely focus
point and set the focal plane according to the depth value of the chosen feature. At every
subsequent time step we use a different feature from the obtained feature list. In reality,
the typical timeframe between two features (for a real eye) is 10 to 100 ms [Duc07].
Initially, we select the a relatively centric feature based on a bivariate Gaussian. Then, our
approach tries to select features that are nearby, however, considering a minimal distance
threshold with respect to previously selected features. Thus, we are able to resemble the
motion of a real eye (saccades). Note that if the eye position changes, the feature list is
re-computed for the current view. Figure 2 shows an example scene with features detected
by the FAST detector and the resulting estimated eye movement.

Figure 2: Simulated eye movements of a patient with (right) and without glaucoma (left). The
focused points (green circles) are computed using the FAST feature detector.

Once we determined a certain feature in the current view, we set the focal plane P for the
current frame accordingly. We compute a circle of confusion (CoC) for every pixel based
on this focal plane P and the respective pixel’s depth value D. Hence we obtain the circle
of confusion for each pixel following Demers [Dem04]
CoC = A

F (P − D)
D(P − F )

where A is the aperture size (i.e., pupil radius, which is about 3.5mm), I is the image plane
(i.e., distance from eye lens to retina, about 25mm) and F is the focal point computed by
1
1
1
=
+ .
F
P
I
Please note that for each frame the focal plane P is fixed (depending on the chosen feature),
however, each pixel has different depth values D.
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Glaucoma To incorporate the visual glaucoma defect in our simulation, we adapt both
the feature selection and CoC computation. Depending on the progress of the disease we
limit the trajectory of focus points over time. Thus, we adapt the probability distribution
function for feature selection accordingly. We might also skip feature selection for a frame
and reuse the feature of the previous frame. In that case we do not need to update the
sharpness field (see Section 4). In addition, we enlarge the CoC of all pixels with respect
to the screen space distance of the selected feature. While healthy eyes also suffer from
this CoC-penalty, the magnitude is significantly larger for glaucomatous eyes [BP07].

4

Sharpness Field

In Section 3 we determine the CoC for every pixel of the current frame. We now introduce the sharpness field, that is a uniform voxel grid with cells corresponding to specific
locations in space. Every cell defines a CoC and a time stamp value defining the bluriness
within the cell. For every subsequent frame, we now integrate the newly obtained CoC
values for every pixel. Therefore, we backproject pixel coordinates (depth value and pixel
index) into world space to determine corresponding voxel cells in the sharpness field. If the
CoC value of a pixel is smaller than the CoC stored in the sharpness field at the obtained
location, we update the voxel with the CoC of the pixel and the current time stamp.
Further, we starve values in the sharpness field depending on the time stamp. Hence, if
a voxel is not updated for a certain amount of time, we increase the CoC accordingly. In
our examples we achieved good results by increasing the CoC by about 1 − 2% every time
step.
The sharpness field is initialized with infinitely large CoCs, meaning that the region has not
been observed and never been in focus. In addition, we occasionally reset the sharpness
field to its initial state mimicing eye blinks.

5

Visualization

For the visualization of the scene environment, we use the color data obtained by the scene
rendering pass (see Section 3) and the updated sharpness field (see Section 4). For every
pixel in the color image we then determine the corresponding cell in the sharpness field
by backprojecting the pixel coordinates into world space. That allows us to retrieve the
bluriness for a pixel. The CoC is then used to compute the depth of field for each pixel.
Therefore, we distribute filter taps within the CoC and weight them according to a bivariate
Gaussian distribution. This is similar to the approach of Riguer et al. [RTI03], however, in
contrast to their method, our Gaussian distributions have different standard deviations for
every pixel. Thus, we cannot pre-compute filter taps and need to evaluate the Gaussian for
each sample on-the-fly while setting the standard deviation according to the CoC diameter
of the respective pixel. Please note that the Gaussian cannot be separated in our case since
the corresponding kernel is different for each pixel.
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Ray Tracing
Feature Detection
Sharpness Field Update
Image Blur
Total

Conference Room
7.5ms
9.8ms
0.4ms
11.8ms
29.5ms

Crytek Sponza
11.7ms
6.8ms
0.5ms
10.4ms
29.4ms

Table 1: Total per frame timing measurements for our test scenes. We also break out the separate
steps (implemented as distinct GPGPU kernels) of our pipeline.

We would like to point out that this filtering approach is an approximation of physicallybased distributed ray tracing [CPC84]. However, the approximate variant provides similar
quality while computational cost is significantly lower. In the end we are able to assemble
the final image where pixels are sharp that are in-focus in the current frame as well as
those that have been in focus before and are now being memorized.

6

Results

Our implementation runs on Windows 8 and uses NVIDIA OptiX 3.0.0 for ray tracing
which is based on CUDA 5.0. We have tested our simulation on an Intel Core i7 processor
with 2.8 GHz and an NVIDIA GTX Titan graphics card. As test scenes we used the
Conference Room (≈ 282K triangles) and the Crytek Sponza (≈ 263K triangles) where
performance measurements account for all run-time overhead except scene shadowing.
Figure 2 shows the results of our feature detection including corresponding eye movements
retrieval. We compare healthy with glaucomatous vision where the latter receives less and
locally clustered (i.e., eye movement paths are shorter) features.
Figures 3 and 4 depict the result of our simulation after specific time steps. Here within
each time step we obtain a single feature and update the sharpness field accordingly. In
addition, the scene environment is visualized under consideration of the sharpness field.
Note how sharp regions grow as more features are being integrated into the sharpness field.
We show the simulation after 1, 4, 20 and 69 time steps/features (first image sequence) and
1, 4, 20, and 82 (second sequence), respectively.
In addition, we provide performance numbers for our test scenes in Table 1 and break
out timings for different steps of our algorithm. Even when accounting for dynamic eye
movment, which requires the execution of feature detection every frame, we are able to
run our approach in real-time above 30Hz.
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Figure 3: Simulation after 1, 4, 20, and 69 features, respectively. Each additional feature increases
the sharply perceived region.

7

Conclusion and Future Work

We have presented a novel approach that simulates human vision under temporal aspects.
Our algorithm facilitates the simulation of both healthy eyes and eyes with visual defects.
It runs in real-time by employing modern graphics hardware and uses NVIDIA OptiX
(based on CUDA).
In the future we would like to extend our approach by relying on eye tracker data in order to resemble eye motion more accurately. That would replace our current focus point
detection as presented in Section 3. In addition, we would like to incorporate eyeglasses
and ametropic visual defects into our simulation. Therefore, we plan to determine eye lens
accommodation by using a wavefront-tracing-based algorithm; e.g., [NSG12]. In fact, the
goal towards handling multi-lens systems led us to the design choice of using ray tracing
rather than (potentially faster) rasterization for scene rendering.
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Figure 4: Simulation after 1, 4, 20, and 82 features, respectively. Each additional feature increases
the sharply perceived region.
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GESELLSCHAFT FÜR INFORMATIK E.V.
PARALLEL-ALGORITHMEN, -RECHNERSTRUKTUREN
UND -SYSTEMSOFTWARE

PARS

INFORMATIONSTECHNISCHE GESELLSCHAFT IM VDE

1. Aktuelle und zukünftige Aktivitäten (Bericht des Sprechers)
Die 30. Ausgabe der PARS-Mitteilungen enthält die Beiträge des 25. PARS-Workshops, der die
wesentliche Aktivität der Fachgruppe im Jubiläumsjahr 2013 darstellt.
Der 25. PARS-Workshop fand am 11. und 12. April 2013 in Erlangen statt. Am ersten Tag fand als
neuer Teil des Workshops morgens ein Tutorial „The Computational Web – Big Data Analysis as a
Service“ statt, das Herr Weberpals (TU Hamburg-Harburg) dankenswerterweise organisierte. Am
Nachmittag des ersten Tages feierte die Fachgruppe ihren 30. Geburtstag mit einem Festkolloquium zu
Ehren des PARS-Gründers Wolfgang Händler. Nach einer Laudatio von Prof. Vollmar (KIT) hielten
Weggefährten und Schüler Vorträge zu den Themen
Von Bits zu Qubits: Über Grundstrukturen parallelen Rechnens (Prof. Hoßfeld, FZ Jülich)
WHs BIENEn - Wolfgang Händlers frühe Überlegungen zu Polymorphie und Simultanarbeit
(Prof. Vollmar, KIT)
Wolfgang Händlers Idee der Drehscheibe und Erweiterungen im DAP der Firma ICL (Dr.
Reinartz,FAU)
Fehlertolerante Parallelverarbeitung mit DIRMU (DIstributed Reconfigurable MUltiprocessor kit)
(Prof. Maehle, Univ. Lübeck)
EPGA Systeme – Architektur und Anwendungen (Prof. Volkert, Univ. Linz)
Rechnerarchitektur und Klassifikation: Das Erlangen Classification System ECS (Prof. Bode, TUM)
Der erste Tag schloss mit einer Ehrung: die Fachgruppe ernannte ihren langjährigen Sprecher Herrn Dr.
Karl-Dieter Reinartz zum Ehrenvorsitzenden und überreichte ein Sachgeschenk. Die Laudatio hielt Prof.
Maehle. Das Bild zeigt den Geehrten mit dem Sprecher der Fachgruppe beim Überreichen der Urkunde.

v.l.n.r.: K.-D. Reinartz, J. Keller. Bild: H. Blaar
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Nach einem gemeinsamen Abendessen fand am zweiten Tag der „normale“ Teil des PARS-Workshops
statt, der mit mehr als 30 Teilnehmern sehr gut besucht war. Die 10 Vorträge deckten ein umfangreiches
Themenspektrum ab. Den Organisatoren Herrn Prof. Dr. Dietmar Fey und Herrn Prof. Dr. Michael
Philippsen sei für den gelungenen Workshop gedankt.
Den zum achten Mal ausgeschriebenen und mit 500 € dotierten Nachwuchspreis erhielt in diesem Jahr
Herr Carsten Karbach (FZ Jülich). Herr Michael Bromberger (KIT) erhielt einen Buchpreis. Die Bilder
zeigen die Preisträger zusammen mit dem Sprecher der Fachgruppe.

v.l.n.r.: oben: J. Keller (FG-Sprecher), C. Karbach. Unten: J. Keller, M. Bromberger.
Bilder: K. D. Reinartz
Unser nächster Workshop ist der
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11. PASA-Workshop vorauss. am 25. und 26. Februar 2014 in Lübeck.
Der Workshop wird wie in den vergangenen „geraden“ Jahren gemeinsam mit der Fachgruppe ALGO
im Rahmen der Tagung ARCS 2014 durchgeführt.
Während des PARS-Workshops fand auch eine Sitzung des PARS-Programmkommittees statt. Hierbei
wurde beschlossen, für zukünftige Workshops keine Kurzbeiträge mehr zuzulassen, als Sprache der
Beiträge im Regelfall Englisch vorzusehen, und zusätzlich eine englisch-sprachige Version des Call for
Papers vorzusehen.
Aktuelle Informationen finden Sie auch auf der PARS-Webpage (Achtung: neue URL!)
http://fg-pars.gi.de/
Anregungen und Beiträge für die Mitteilungen können an den Sprecher (joerg.keller@FernUniHagen.de) gesendet werden.
Ich wünsche Ihnen einen guten Start ins Wintersemester und schon jetzt ein gesundes und erfolgreiches
Jahr 2014.
Hagen, im September 2013
Jörg Keller
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2. Zur Historie von PARS
Bereits am Rande der Tagung CONPAR81 vom 10. bis 12. Juni 1981 in Nürnberg wurde von
Teilnehmern dieser ersten CONPAR-Veranstaltung die Gründung eines Arbeitskreises im Rahmen der
GI: Parallel-Algorithmen und -Rechnerstrukturen angeregt. Daraufhin erfolgte im Heft 2, 1982 der GIMitteilungen ein Aufruf zur Mitarbeit. Dort wurden auch die Themen und Schwerpunkte genannt:
1) Entwurf von Algorithmen für
 verschiedene Strukturen (z. B. für Vektorprozessoren, systolische Arrays oder
Zellprozessoren)
 Verifikation
 Komplexitätsfragen
2) Strukturen und Funktionen
 Klassifikationen
 dynamische/rekonfigurierbare Systeme
 Vektor/Pipeline-Prozessoren und Multiprozessoren
 Assoziative Prozessoren
 Datenflussrechner
 Reduktionsrechner (demand driven)
 Zellulare und systolische Systeme
 Spezialrechner, z. B. Baumrechner und Datenbank-Prozessoren
3) Intra-Kommunikation
 Speicherorganisation
 Verbindungsnetzwerke
4) Wechselwirkung zwischen paralleler Struktur und Systemsoftware
 Betriebssysteme
 Compiler
5) Sprachen
 Erweiterungen (z. B. für Vektor/Pipeline-Prozessoren)
 (automatische) Parallelisierung sequentieller Algorithmen
 originär parallele Sprachen
 Compiler
6) Modellierung, Leistungsanalyse und Bewertung
 theoretische Basis (z. B. Q-Theorie)
 Methodik
 Kriterien (bezüglich Strukturen)
 Analytik
In der Sitzung des Fachbereichs 3 ‚Architektur und Betrieb von Rechensystemen’ der Gesellschaft für
Informatik am 22. Februar 1983 wurde der Arbeitskreis offiziell gegründet. Nachdem die Mitgliederzahl
schnell anwuchs, wurde in der Sitzung des Fachausschusses 3.1 ‚Systemarchitektur’ am 20. September
1985 in Wien der ursprüngliche Arbeitskreis in die Fachgruppe FG 3.1.2 ‚Parallel- Algorithmen und Rechnerstrukturen’ umgewandelt.
Während eines Workshops vom 12. bis 16. Juni 1989 in Rurberg (Aachen) - veranstaltet von den Herren
Ecker (TU Clausthal) und Lange (TU Hamburg-Harburg) - wurde vereinbart, Folgeveranstaltungen
hierzu künftig im Rahmen von PARS durchzuführen.
Beim Workshop in Arnoldshain sprachen sich die PARS-Mitglieder und die ITG-Vertreter dafür aus, die
Zusammenarbeit fortzusetzen und zu verstärken. Am Dienstag, dem 20. März 1990 fand deshalb in
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München eine Vorbesprechung zur Gründung einer gemeinsamen Fachgruppe PARS statt. Am 6. Mai
1991 wurde in einer weiteren Besprechung eine Vereinbarung zwischen GI und ITG sowie eine
Vereinbarung und eine Ordnung für die gemeinsame Fachgruppe PARS formuliert und den beiden
Gesellschaften zugeleitet. Die GI hat dem bereits 1991 und die ITG am 26. Februar 1992 zugestimmt.

3. Bisherige Aktivitäten
Die PARS-Gruppe hat in den vergangenen Jahren mehr als 20 Workshops durchgeführt mit Berichten
und
Diskussionen
zum
genannten
Themenkreis
aus
den
Hochschulinstituten,
Großforschungseinrichtungen und der einschlägigen Industrie. Die Industrie - sowohl die Anbieter von
Systemen wie auch die Anwender mit speziellen Problemen - in die wissenschaftliche Erörterung
einzubeziehen war von Anfang an ein besonderes Anliegen. Durch die immer schneller wachsende Zahl
von Anbietern paralleler Systeme wird sich die Mitgliederzahl auch aus diesem Kreis weiter vergrößern.
Neben diesen Workshops hat die PARS-Gruppe die örtlichen Tagungsleitungen der CONPARVeranstaltungen:
CONPAR 86 in Aachen,
CONPAR 88 in Manchester,
CONPAR 90 / VAPP IV in Zürich und
CONPAR 92 / VAPP V in Lyon
CONPAR 94/VAPP VI in Linz
wesentlich unterstützt. In einer Sitzung am 15. Juni 1993 in München wurde eine Zusammenlegung der
Parallelrechner-Tagungen von CONPAR/VAPP und PARLE zur neuen Tagungsserie EURO-PAR
vereinbart, die vom 29. bis 31. August 1995 erstmals stattfand:
Euro-Par’95 in Stockholm
Zu diesem Zweck wurde ein „Steering Committee” ernannt, das europaweit in Koordination mit
ähnlichen Aktivitäten anderer Gruppierungen Parallelrechner-Tagungen planen und durchführen wird.
Dem Steering Committee steht ein „Advisory Board” mit Personen zur Seite, die sich in diesem Bereich
besonders engagieren. Die offizielle Homepage von Euro-Par ist http://www.europar.org/.
Weitere bisher durchgeführte Veranstaltungen:
Euro-Par 2005 in Lissabon
Euro-Par 2006 in Dresden
Euro-Par 2007 in Rennes
Euro-Par 2008 in Gran Canaria
Euro-Par 2009 in Delft
Euro-Par 2010 in Ischia
Euro-Par 2011 in Bordeaux
Euro-Par 2012 in Rhodos
Euro-Par 2013 in Aachen

Euro-Par’96 in Lyon
Euro-Par’97 in Passau
Euro-Par’98 in Southampton
Euro-Par’99 in Toulouse
Euro-Par 2000 in München
Euro-Par 2001 in Manchester
Euro-Par 2002 in Paderborn
Euro-Par 2003 in Klagenfurt
Euro-Par 2004 in Pisa

Außerdem war die Fachgruppe bemüht, mit anderen Fachgruppen der Gesellschaft für Informatik
übergreifende Themen gemeinsam zu behandeln: Workshops in Bad Honnef 1988, Dagstuhl 1992 und
Bad Honnef 1996 (je zusammen mit der FG 2.1.4 der GI), in Stuttgart (zusammen mit dem Institut für
Mikroelektronik) und die PASA-Workshop-Reihe 1991 in Paderborn, 1993 in Bonn, 1996 in Jülich,
1999 in Jena, 2002 in Karlsruhe, 2004 in Augsburg, 2006 in Frankfurt a. Main und 2008 in Dresden
(jeweils gemeinsam mit der GI-Fachgruppe 0.1.3 ‚Parallele und verteilte Algorithmen (PARVA)’) und
2012 in München (gemeinsam mit der GI-Fachgruppe ALGO, die Nachfolgegruppe von PARVA)..
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PARS-Mitteilungen/Workshops:
Aufruf zur Mitarbeit, April 1983 (Mitteilungen Nr. 1)
Erlangen, 12./13. April 1984 (Mitteilungen Nr. 2)
Braunschweig, 21./22. März 1985 (Mitteilungen Nr. 3)
Jülich, 2./3. April 1987 (Mitteilungen Nr. 4)
Bad Honnef, 16.-18. Mai 1988 (Mitteilungen Nr. 5, gemeinsam mit der GI-Fachgruppe 2.1.4
‘Alternative Konzepte für Sprachen und Rechner’)
München Neu-Perlach, 10.-12. April 1989 (Mitteilungen Nr. 6)
Arnoldshain (Taunus), 25./26. Januar 1990 (Mitteilungen Nr. 7)
Stuttgart, 23./24. September 1991, “Verbindungsnetzwerke für Parallelrechner und BreitbandÜbermittlungssysteme” (Als Mitteilungen Nr. 8 geplant, gemeinsam mit ITG-FA 4.1 und 4.4 und mit
GI/ITG FG Rechnernetze, aber aus Kostengründen nicht erschienen. Es wird deshalb stattdessen auf
den Tagungsband des Instituts für Mikroelektronik Stuttgart hingewiesen.)
Paderborn, 7./8. Oktober 1991, “Parallele Systeme und Algorithmen” (Mitteilungen Nr. 9, 2. PASAWorkshop)
Dagstuhl, 26.-28. Februar 1992, “Parallelrechner und Programmiersprachen” (Mitteilungen Nr. 10,
gemeinsam mit der GI-Fachgruppe 2.1.4 ‘Alternative Konzepte für Sprachen und Rechner’)
Bonn, 1./2. April 1993, “Parallele Systeme und Algorithmen” (Mitteilungen Nr. 11, 3. PASAWorkshop)
Dresden, 6.-8. April 1993, “Feinkörnige und Massive Parallelität” (Mitteilungen Nr. 12, zusammen mit
PARCELLA)
Potsdam, 19./20. September 1994 (Mitteilungen Nr. 13, Parcella fand dort anschließend statt)
Stuttgart, 9.-11. Oktober 1995 (Mitteilungen Nr. 14)
Jülich, 10.-12. April 1996, “Parallel Systems and Algorithms” (4. PASA-Workshop), Tagungsband
erschienen bei World Scientific 1997)
Bad Honnef, 13.-15. Mai 1996, zusammen mit der GI-Fachgruppe 2.1.4 ‘Alternative Konzepte für
Sprachen und Rechner’ (Mitteilungen Nr. 15)
Rostock, (Warnemünde) 11. September 1997 (Mitteilungen Nr. 16, im Rahmen der ARCS’97 vom 8.11. September 1997)
Karlsruhe, 16.-17. September 1998 (Mitteilungen Nr. 17)
Jena, 7. September 1999, “Parallele Systeme und Algorithmen” (5. PASA-Workshop im Rahmen der
ARCS’99)
An Stelle eines Workshop-Bandes wurde den PARS-Mitgliedern im Januar 2000 das Buch ‘SCI:
Scalable Coherent Interface, Architecture and Software for High-Performance Compute Clusters‘,
Hermann Hellwagner und Alexander Reinefeld (Eds.) zur Verfügung gestellt.
München, 8.-9. Oktober 2001 (Mitteilungen Nr. 18)
Karlsruhe, 11. April 2002, “Parallele Systeme und Algorithmen” (Mitteilungen Nr. 19, 6. PASAWorkshop im Rahmen der ARCS 2002)
Travemünde, 5./6. Juli 2002, Brainstorming Workshop “Future Trends” (Thesenpapier in Mitteilungen
Nr. 19)
Basel, 20./21. März 2003 (Mitteilungen Nr. 20)
Augsburg, 26. März 2004 (Mitteilungen Nr. 21)
Lübeck, 23./24. Juni 2005 (Mitteilungen Nr. 22)
Frankfurt/Main, 16. März 2006 (Mitteilungen Nr. 23)
Hamburg, 31. Mai / 1. Juni 2007 (Mitteilungen Nr. 24)
Dresden, 26. Februar 2008 (Mitteilungen Nr. 25)
Parsberg, 4./5. Juni 2009 (Mitteilungen Nr. 26)
Hannover, 23. Februar 2010 (Mitteilungen Nr. 27)
Rüschlikon, 26./27. Mai 2011 (Mitteilungen Nr. 28)
München, 29. Februar 2012 (Mitteilungen Nr. 29)
Erlangen, 11.+12. April 2013 (Mitteilungen Nr. 30)
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4. Mitteilungen (ISSN 0177-0454)
Bisher sind 30 Mitteilungen zur Veröffentlichung der PARS-Aktivitäten und verschiedener Workshops
erschienen. Darüberhinaus enthalten die Mitteilungen Kurzberichte der Mitglieder und Hinweise von
allgemeinem Interesse, die dem Sprecher zugetragen werden.
Teilen Sie - soweit das nicht schon geschehen ist - Tel., Fax und E-Mail-Adresse der GI-Geschäftsstelle
mitgliederservice@gi-ev.de mit für die zentrale Datenerfassung und die regelmäßige Übernahme in die
PARS-Mitgliederliste. Das verbessert unsere Kommunikationsmöglichkeiten untereinander wesentlich.

5. Vereinbarung
Die Gesellschaft für Informatik (GI) und die Informationstechnische Gesellschaft im VDE (ITG)
vereinbaren die Gründung einer gemeinsamen Fachgruppe
Parallel-Algorithmen, -Rechnerstrukturen und -Systemsoftware,
die den GI-Fachausschüssen bzw. Fachbereichen:
FA 0.1
FA 3.1
FB 4

Theorie der Parallelverarbeitung
Systemarchitektur
Informationstechnik und technische Nutzung der Informatik

und den ITG-Fachausschüssen:
FA 4.1
FA 4.2/3

Rechner- und Systemarchitektur
System- und Anwendungssoftware

zugeordnet ist.
Die Gründung der gemeinsamen Fachgruppe hat das Ziel,
- die Kräfte beider Gesellschaften auf dem genannten Fachgebiet zusammenzulegen,
- interessierte Fachleute möglichst unmittelbar die Arbeit der Gesellschaften auf
diesem Gebiet gestalten zu lassen,
- für die internationale Zusammenarbeit eine deutsche Partnergruppe zu haben.
Die fachliche Zielsetzung der Fachgruppe umfasst alle Formen der Parallelität wie
-

Nebenläufigkeit
Pipelining
Assoziativität
Systolik
Datenfluss
Reduktion
etc.

und wird durch die untenstehenden Aspekte und deren vielschichtige Wechselwirkungen umrissen.
Dabei wird davon ausgegangen, dass in jedem der angegebenen Bereiche die theoretische Fundierung
und Betrachtung der Wechselwirkungen in der Systemarchitektur eingeschlossen ist, so dass ein
gesonderter Punkt „Theorie der Parallelverarbeitung“ entfällt.
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1. Parallelrechner-Algorithmen und -Anwendungen
-

architekturabhängig, architekturunabhängig
numerische und nichtnumerische Algorithmen
Spezifikation
Verifikation
Komplexität
Implementierung

2. Parallelrechner-Software
- Programmiersprachen und ihre Compiler
- Programmierwerkzeuge
- Betriebssysteme
3. Parallelrechner-Architekturen
-

Ausführungsmodelle
Verbindungsstrukturen
Verarbeitungselemente
Speicherstrukturen
Peripheriestrukturen

4. Parallelrechner-Modellierung, -Leistungsanalyse und -Bewertung
5. Parallelrechner-Klassifikation, Taxonomien
Als Gründungsmitglieder werden bestellt:
von der GI: Prof. Dr. A. Bode, Prof. Dr. W. Gentzsch, R. Kober, Prof. Dr. E. Mayr, Dr. K. D.
Reinartz, Prof. Dr. P. P. Spies, Prof. Dr. W. Händler
von der ITG: Prof. Dr. R. Hoffmann, Prof. Dr. P. Müller-Stoy, Dr. T. Schwederski, Prof. Dr.
Swoboda, G. Valdorf
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Ordnung der Fachgruppe
Parallel-Algorithmen, -Rechnerstrukturen und -Systemsoftware
1. Die Fachgruppe wird gemeinsam von den Fachausschüssen 0.1, 3.1 sowie dem Fachbereich 4 der
Gesellschaft für Informatik (GI) und von den Fachausschüssen 4.1 und 4.2/3 der
Informationstechnischen Gesellschaft (ITG) geführt.
2. Der Fachgruppe kann jedes interessierte Mitglied der beteiligten Gesellschaften beitreten. Die
Fachgruppe kann in Ausnahmefällen auch fachlich Interessierte aufnehmen, die nicht Mitglied einer der
beteiligten Gesellschaften sind. Mitglieder der FG 3.1.2 der GI und der ITG-Fachgruppe 6.1.2 werden
automatisch Mitglieder der gemeinsamen Fachgruppe PARS.
3. Die Fachgruppe wird von einem ca. zehnköpfigen Leitungsgremium geleitet, das sich paritätisch aus
Mitgliedern der beteiligten Gesellschaften zusammensetzen soll. Für jede Gesellschaft bestimmt deren
Fachbereich (FB 3 der GI und FB 4 der ITG) drei Mitglieder des Leitungsgremiums: die übrigen werden
durch die Mitglieder der Fachgruppe gewählt. Die Wahl- und die Berufungsvorschläge macht das
Leitungsgremium der Fachgruppe. Die Amtszeit der Mitglieder des Leitungsgremiums beträgt vier
Jahre. Wiederwahl ist zulässig.
4. Das Leitungsgremium wählt aus seiner Mitte einen Sprecher und dessen Stellvertreter für die Dauer
von zwei Jahren; dabei sollen beide Gesellschaften vertreten sein. Wiederwahl ist zulässig. Der Sprecher
führt die Geschäfte der Fachgruppe, wobei er an Beschlüsse des Leitungsgremiums gebunden ist. Der
Sprecher besorgt die erforderlichen Wahlen und amtiert bis zur Wahl eines neuen Sprechers.
5. Die Fachgruppe handelt im gegenseitigen Einvernehmen mit den genannten Fachausschüssen. Die
Fachgruppe informiert die genannten Fachausschüsse rechtzeitig über ihre geplanten Aktivitäten.
Ebenso informieren die Fachausschüsse die Fachgruppe und die anderen beteiligten Fachausschüsse
über Planungen, die das genannte Fachgebiet betreffen. Die Fachausschüsse unterstützen die
Fachgruppe beim Aufbau einer internationalen Zusammenarbeit und stellen ihr in angemessenem
Umfang ihre Publikationsmöglichkeiten zur Verfügung. Die Fachgruppe kann keine die
Trägergesellschaften verpflichtenden Erklärungen abgeben.
6. Veranstaltungen (Tagungen/Workshops usw.) sollten abwechselnd von den Gesellschaften organisiert
werden. Kostengesichtspunkte sind dabei zu berücksichtigen.
7. Veröffentlichungen, die über die Fachgruppenmitteilungen hinausgehen, z. B. Tagungsberichte,
sollten in Abstimmung mit den den Gesellschaften verbundenen Verlagen herausgegeben werden. Bei
den Veröffentlichungen soll ein durchgehend einheitliches Erscheinungsbild angestrebt werden.
8. Die gemeinsame Fachgruppe kann durch einseitige Erklärung einer der beteiligten Gesellschaften
aufgelöst werden. Die Ordnung tritt mit dem Datum der Unterschrift unter die Vereinbarung über die
gemeinsame Fachgruppe in Kraft.
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GI/ITG INTERNATIONAL CONFERENCE ON ARCHITECTURE OF COMPUTING SYSTEMS
THIS YEAR’S FOCUS: CONNECTING COMPUTING WITH THE PHYSICAL WORLD
Lübeck, Germany
February 25 - 28, 2014
www.arcs2014.iti.uni-luebeck.de

CALL FOR PAPERS
Submission Deadline: September 15, 2013
The ARCS series of conferences has over 30 years of tradition reporting top notch results in computer
architecture and operating systems research. The focus of the 2014 conference will be on embedded
computer systems connecting computing with the physical world. Like the previous conferences in this
series, it continues to be an important forum for computer architecture research.
In 2014 ARCS will be organized by the Institute of Computer Engineering and will be hosted by the
University of Lübeck, Germany.
The proceedings of ARCS 2014 will be published in the Springer Lecture Notes on Computer Science
(LNCS) series. After the conference, it is planned that the authors of selected papers will be invited to
submit an extended version of their contribution for publication in a special issue of the Journal of
Systems Architecture. Also, a best paper and best presentation award will be presented at the
conference.
Paper submission: Authors are invited to submit original, unpublished research papers on one of the
following topics:














Architectures and design methods/tools for robust, fault-tolerant, real-time embedded
systems.
Cyber-physical systems and distributed computing architectures.
Multi-/manycore architectures, memory systems, and interconnection networks.
Tool support for manycore systems including but not limited to programming models, runtime
systems, middleware, and verification.
Generic and application-specific accelerators in heterogeneous architectures.
Adaptive system architectures such as reconfigurable systems in hardware and software.
Organic and Autonomic Computing including both theoretical and practical results on selforganization, self-configuration, self-optimization, self-healing, and self-protection techniques.
Operating Systems including but not limited to scheduling, memory management, power
management, and RTOS.
Energy-awareness and green computing.
System aspects of ubiquitous and pervasive computing such as sensor nodes, novel
input/output devices, novel computing platforms, architecture modeling, and middleware.
Grid and cloud computing.
Architectures for robotics and automation systems.
Applications of embedded and cyber-physical systems.

Submissions should be done through the link that is provided at the conference website
http://www.arcs2014.iti.uni-luebeck.de. Papers must be submitted in PDF format.
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They should be formatted according to Springer LNCS style (see:
http://www.springer.de/comp/lncs/authors.html) and not exceed 12 pages.
Workshop and Tutorial Proposals: Proposals for workshops and tutorials within the technical scope
of the conference are solicited. Submissions should be done through email directly to the
corresponding chair:
Walter Stechele, TU München, Germany, (walter.stechele@tum.de)
Important Dates:
Paper submission deadline:
Workshop and tutorial proposals:
Notification of acceptance:
Camera-ready papers:

September 15, 2013
October 7, 2013
November 15, 2013
December 1, 2013

Organizing Committee:
General Co-Chairs
Erik Maehle, University of Lübeck, Germany
Kay Römer, University of Lübeck, Germany
Program Co-Chairs
Wolfgang Karl, KIT Karlsruhe, Germany
Eduardo Tovar, ISEP-IPP Porto, Portugal
Workshop and Tutorial Co-Chairs
Walter Stechele, TU München, Germany
Thomas Wild, TU München, Germany
Publication Chair
Thilo Pionteck, TU Dresden, Germany
Finance Chair
Karl-Erwin Großpietsch, St. Augustin, Germany
Local Organization
Christian Renner, University of Lübeck, Germany
Program Committee:
Michael Beigl, Karlsruhe Institute of Technology, Germany
Mladen Berekovic, TU Braunschweig, Germany
Koen Bertels, TU Delft, The Netherlands
Jürgen Brehm, Leibniz University Hannover, Germany
Uwe Brinkschulte, University of Frankfurt/Main, Germany
Kaan Bur, Lund University, Sweden
João Cardoso, FEUP/University of Porto, Portugal
Luigi Carro, UFRGS, Brasil
Alfons Crespo, UP Valencia, Spain
Martin Daněk, daiteq, Czech Republic
Koen De Bosschere, Ghent University, Belgium
Nikitas Dimopoulos, University of Victoria, Canada
Arvind Easwaren, NTU, Singapore
Ahmed El-Mahdy, Alexandria University, Egypt
Tullio Facchinetti, University of Pavia, Italy
Fabrizio Ferrandi, Politecnico di Milano, Italy
Dietmar Fey, University of Erlangen-Nuremberg, Germany
Pierfrancesco Foglia, Università di Pisa, Italy
William Fornaciari, Politecnico di Milano, Italy
Björn Franke, University of Edinburgh, Great Britain
Roberto Giorgi, University of Siena, Italy
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Daniel Gracia-Pérez, CEA-LIST, France
Jan Haase, TU Wien, Austria
Jörg Hähner, Augsburg University, Germany
Jörg Henkel, Karlsruhe Institute of Technology, Germany
Andreas Herkersdorf, TU München, Germany
Christian Hochberger, TU Darmstadt, Germany
Michael Hübner, Ruhr-Universität Bochum, Germany
Gert Jervan, Tallinn University of Technology, Estland
Ben Juurlink, TU Berlin, Germany
Shinpei Kato, Nagoya University, Japan
Jörg Keller, Fernuniversität Hagen, Germany
Andreas Koch, TU Darmstadt, Germany
Anis Koubaa, Sultan University, Saudi Arabia
Hana Kubátová, FIT CTU, Prague, Czech Republic
Olaf Landsiedel, Chalmers University of Technology, Sweden
Paul Lukowicz, DKFI, Kaiserslautern, Germany
Pedro Jose Marron, University of Duisburg-Essen, Fraunhofer FKIE, Germany
Alejandro Masrur, TU Chemnitz, Germany
Christian Müller-Schloer, Leibniz University Hannover, Germany
Thomas Nolte, MRTC, Sweden
Roman Obermeisser, Siegen University, Germany
Alex Orailoglu, UC San Diego; USA
Luigi Palopoli, University of Trento, Italy
Carlos Eduardo Pereira, UFRGS, Brazil
Pascal Sainrat, IRIT - Université de Toulouse, France
Luca Santinelli, Onera, France
Silvia Santini, TU Darmstadt, Germany
Toshinori Sato, Fukuoka University, Japan
Martin Schulz, Lawerence Livermore National Laboratory, USA
Karsten Schwan, Georgia Institute of Technology, USA
Bernhard Sick, Universität Kassel, Germany
Cristina Silvano, Politecnico di Milano, Italy
Leonel Sousa, IST/INESC-ID, Portugal
Rainer G. Spallek, TU Dresden , Germany
Olaf Spinczyk, TU Dortmund, Germany
Benno Stabernack, Fraunhofer HHI, Germany
Walter Stechele, TU Munich, Germany
Djamshid Tavangarian, Rostock University, Germany
Jürgen Teich, University of Erlangen-Nuremberg, Germany
Pedro Trancoso, University of Cyprus, Cypres
Carsten Trinitis, TU Munich, Germany
Theo Ungerer, University of Augsburg, Germany
Hans Vandierendonck, Queen's University Belfast, Great Britain
Stephane Vialle , SUPELEC, France
Lucian Vintan, "Lucian Blaga" University of Sibiu, Romania
Thiemo, Voigt, SICS, Sweden
Klaus Waldschmidt , University of Frankfurt, Germany
Stephan Wong, Delft University of Technology, The Netherlands
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Preliminary
CALL FOR PAPERS
11th Workshop on Parallel Systems and Algorithms
PASA 2014
in conjunction with
International Conference on Architecture of Computing Systems (ARCS 2014)
Luebeck, Germany, February 25-28, 2014
organized by
GI/ITG-Fachgruppe 'Parallel-Algorithmen, -Rechnerstrukturen und -Systemsoftware' (PARS) and
GI-Fachgruppe 'Algorithmen' (ALGO)
The PASA workshop series has the goal to build a bridge between theory and practice in the area of parallel
systems and algorithms. In this context practical problems which require theoretical investigations as well as
the applicability of theoretical approaches and results to practice shall be discussed. An important aspect is
communication and exchange of experience between various groups working in the area of parallel computing,
e.g. in computer science, electrical engineering, physics or mathematics.
Topics of Interest include, but are not restricted to:
- parallel architectures & storage systems - parallel and distributed algorithms
- parallel embedded systems
- models of parallel computation
- ubiquitous and pervasive systems
- scheduling and load balancing
- reconfigurable parallel computing
- parallel programming languages
- data stream-oriented computing
- software engineering for parallel systems
- interconnection networks
- parallel design patterns
- network and grid computing
- performance evaluation of parallel systems
- distributed and parallel multimedia systems
The workshop will comprise invited talks on current topics by leading experts in the field as well as submitted
papers on original and previously unpublished research. Accepted papers will be published in the ARCS
Workshop Proceedings as well as in the PARS Newsletter (ISSN 0177-0454). The conference languages are
English (preferred) and German. Papers are required to be in English.
A prize of 500 € will be awarded to the best contribution presented personally based on a student's or
Ph.D. thesis or project. Co-authors are allowed, the PhD degree should not have been awarded at the
time of submission. Candidates apply for the prize by e-mail to the organizers when submitting the
contribution. We expect that candidates are or become members of one the groups ALGO or PARS.
Important Dates
28th October 2013: Deadline for submission of papers of about 10 pages (in English, using LNI style, see
http://www.gi.de/service/publikationen/lni.html) under: http://www.easychair.org/
25th November 2013: Notification of the authors
10th December 2013: Final version for workshop proceedings
Program Committee
S. Albers (Berlin), H. Burkhart (Basel), M. Dietzfelbinger (Ilmenau), A. Döring (Zürich), D. Fey (Erlangen)
T. Hagerup (Augsburg), W. Heenes (Darmstadt), R. Hoffmann (Darmstadt), F. Hoßfeld (Jülich)
J. Hromkovic (Zürich), K. Jansen (Kiel), W. Karl (Karlsruhe), J. Keller (Hagen), Ch. Lengauer (Passau)
E. Maehle (Lübeck), E. W. Mayr (München), U. Meyer (Frankfurt), F. Meyer auf der Heide (Paderborn)
W. Nagel (Dresden), M. Philippsen (Erlangen), K. D. Reinartz (Höchstadt), P. Sanders (Karlsruhe),
Ch. Scheideler (Paderborn), H. Schmeck (Karlsruhe), U. Schwiegelshohn (Dortmund), P. Sobe (Dresden)
T. Ungerer (Augsburg), B. Vöcking (Aachen), R. Wanka (Erlangen), H. Weberpals (Hamburg-Harburg)
Organisation
Prof. Dr. Jörg Keller, FernUniversität in Hagen, Fac. Math and Computer Science, 58084 Hagen, Germany,
Phone/Fax +49-2331-987-376/308, E-Mail joerg.keller at fernuni-hagen.de
Prof. Dr. Rolf Wanka, Univ. Erlangen-Nuremberg, Dept. of Computer Science, 91058 Erlangen, Germany,
Phone/Fax +49-9131-8525-152/149, E-Mail rwanka at cs.fau.de
123

PARS-Beiträge
Studenten
GI-Mitglieder
studentische Nichtmitglieder
Nichtmitglieder
Nichtmitglieder mit DoppelMitgliedschaften
(Beitrag wie GI-Mitglieder)

5,00 €
7,50 €
5,00 €
15,00 €

--,-- €

Leitungsgremium von GI/ITG-PARS
Prof. Dr. Helmar Burkhart, Univ. Basel
Dr. Andreas Döring, IBM Zürich
Prof. Dr. Dietmar Fey, Univ. Erlangen
Prof. Dr. Rolf Hoffmann, TU Darmstadt
Prof. Dr. Wolfgang Karl, Univ. Karlsruhe
Prof. Dr. Jörg Keller, Sprecher, FernUniversität Hagen
Prof. Dr. Christian Lengauer, Univ. Passau
Prof. Dr.-Ing. Erik Maehle, Universität zu Lübeck
Prof. Dr. Ernst W. Mayr, TU München
Prof. Dr. Friedhelm Meyer auf der Heide, Univ. Paderborn
Prof. Dr. Wolfgang E. Nagel, TU Dresden
Dr. Karl Dieter Reinartz, stellv. Sprecher, Univ. Erlangen-Nürnberg
Prof. Dr. Hartmut Schmeck, Univ. Karlsruhe
Prof. Dr. Theo Ungerer, Univ. Augsburg
Prof. Dr. Helmut Weberpals, TU Hamburg Harburg

Sprecher
Prof. Dr. Jörg Keller
FernUniversität in Hagen
Fakultät für Mathematik und Informatik
Lehrgebiet Parallelität und VLSI
Universitätsstraße 1
58084 Hagen
Tel.: (02331) 987-376
Fax: (02331) 987-308
E-Mail: joerg.keller@fernuni-hagen.de
URL: http://fg-pars.gi.de/
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