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Resilient data encoding for fault-prone signal transmission
in parallelized signed-digit based arithmetic
David Neuhäuser and Eberhard Zehendner
Institute of Computer Science
Friedrich Schiller University
D-07737 Jena, Germany
{david.neuhaeuser,nez}@uni-jena.de
Abstract: When arithmetic components are parallelized, fault-prone interconnections
can tamper results significantly. Constantly progressing technology scaling leads to
a steady increase of errors caused by faulty transmission. Resilient data encoding
schemes can be used to offset these negative effects. Focusing on parallel signed-digit
based arithmetic frequently used in high-speed systems, we propose suitable data encodings that reduce error rates by 25%. Data encoding should be driven by the occurrence probabilities of digits. We develop a methodology to obtain these probabilities,
show an example fault-tolerant encoding, and discuss its impact on communicating
parallel arithmetic circuits in an example error scenario.

1

Introduction

In times of billion-transistor processors being commercially available and transistors being
processed in 22 nanometer CMOS process [ITR11], it becomes more and more difficult
to design fault tolerant [NSF01, RSKW07] and mixed critical systems [PMN+ 09]. More
complex circuits require increased inter- and intra-circuit connections which become increasingly fault-prone.
Focusing on fast, parallelized, signed-digit based arithmetic, used extensively for instance
in CORDIC arithmetic, we propose a data encoding which can significantly lower transmission error rates. Our data encoding principle is based on occurrence probabilities of
digits. We show that digit probabilities in signed-digit arithmetic converge when results of
addition operations are iteratively reused as input to other addition operations. Digits with
the highest limit probability should have more than one bit level encoding. Some errors
at bit level would result in unchanged values at digit level. We apply our methodology
exemplarily to 2-bit encodings and provide an error rate optimal encoding.
Alternative approaches like using check symbols have been proposed [COP+ 06], which
are less efficient in terms of latency, since every arithmetic operation has to be done multiple times to obtain error information.
In the following section we discuss the signed-digit arithmetic used. In Section 3 we show
our methodology to obtain digit probabilities for signed-digit encoded data. In Section 4

5

we discuss a possible communication error scenario, where fault tolerant data encoding
can reduce error probabilities, and give recommendations for error resilient encoding. Applying our methodology, we provide accurate data word probabilities for common signeddigit adder cell implementations in Section 5 and present error rates for different encoding
schemes. We conclude in Section 6 and give an outlook to future work.

2

Signed-digit arithmetic

A special case of a signed-digit [Avi61] number system is a signed-binary number system,
where each digit is limited to {−1, 0, 1}. In the following we focus on signed-binary
number systems. A signed binary number is defined as
Zsb

=

I(Zsb )

=

(zn−1 , ..., z0 ), zi ∈ {−1, 0, 1}, 0 ≤ i < n
n−1
X

2i · zi

(1)
(2)

i=0

where zi ∈ {−1, 0, 1} and I : {−1, 0, 1}n → Z is the interpretation function.
A signed-binary adder (SBA) calculates Ssb = Asb +Bsb which corresponds to S = A+B
with A, B, S ∈ Z, I(Asb ) = A, I(Bsb ) = B, and I(Ssb ) = S. We decompose this into
digit operations:
Ssb
n−1
X

si

= Asb + Bsb
n−1
n−1
X
X
2i · bi ; si , ai , bi ∈ {−1, 0, 1}
2i · ai +
=
i=0

i=0

=

n−1
X

(3)
(4)

i=0

2i · (ai + bi )

(5)

i=0

Figure 1 shows this decomposition. One operation at digit i calculates si = ai + bi . Since
ai , bi ∈ {−1, 0, 1}, ai + bi ∈ {−2, −1, 0, 1, 2}, but si ∈ {−1, 0, 1}, we need some carry
to propagate {−2, 2} to the digit at i + 1. Focusing on a 3-level design as in Chow and
Robertson [CR78], we introduce ci ∈ {−1, 0} and di ∈ {0, 1} as a solution. We include
ci and di in Equation 5:
Ssb =

n−1
X

2i · (ai + bi + ci + di − 2 · ci+1 − 2 · di+1 )

(6)

i=0

Here c0 and d0 are the carry-ins of the whole adder, set to 0 in normal operation. The
carry-outs of the whole adder are cn and dn . For any i the signed-binary adder cell (SBAC)
calculates:
si + 2 · ci+1 + 2 · di+1 = ai + bi + ci + di ,
(7)
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ai+1bi+1 ai bi
Asb

ai−1bi−1

Bsb
ci+2

ci+1

ci

ci−1

di+2

di+1

di

di−1

Asb + Bsb = Ssb

Ssb
si+1
SBA

si

si−1

SBAC

Figure 1: Signed-binary adder (SBA) consisting of three level signed-binary adder cells (SBAC)
shown at numerical level, see [CR78, S.111].

The calculation of ci+1 must be independent (⊥) from ci and di . the calculation of di+1
must be independent from di , see again Figure 1. By enforcing these independencies,
the remaining carry chain is locally constraint, the calculation of any si depends only on
ai , bi , ai−1 , bi−1 , ai−2 , bi−2 , see also [Zeh92].

3

Digit probabilities

We now describe a SBAC through atomic operations that are in accordance to Equation 8.
ei

= ai + bi


when ei > 0,
0
ci+1 (t, ai , bi ) =
−1
when ei < 0,


γ(t, ai , bi ) when ei = 0.
fi
gi
di+1
hi
si

(8)
(9)

= ei − 2 · ci+1 (t, ai , bi )
= fi + ci
(
0
when gi ≤ 0,
=
+1 when gi > 0.

(10)
(11)

= gi − 2 · di+1
= hi + di = ai + bi + ci + di − 2 · ci+1 − 2 · di+1

(13)
(14)
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(12)

(ai , bi )

{(−1, −1)} {(−1, 0), (0, −1)} {(0, 0), (+1, −1), (−1, +1)} {(+1, 0), (0, +1)} {(+1, +1)}

−2

ei = ai + bi
−1

ci+1

−1

−1

0

−1

0

fi = ei − 2 · ci+1

0

−1

+1

+1

+2

0

0

0

+2

0

−1

0

−1

gi = f i + ci

−1

0

+1

+2

di+1

0

0

+1

+1

−1

0

+1

0

ci

hi = gi − 2 · di+1

di

0

−1

si = hi + di

0

+1

+1

Figure 2: Signed-binary adder cell decision graph. For ai + bi = 0, the dashed graph denotes a
choice of ci+1 = 0, the dotted graph a choice of ci+1 = −1. For ai + bi = 0 it is obvious, that
di+1 depends on the choice of ci+1 but not on ci . Furthermore, for ai + bi = 0,si does not depend
on the choice of ci+1 , but si+1 does depend on the choice of ci+1 through di+1 .

We construct a decision graph, see Figure 2, that shows all possible degrees of freedom
when constructing a functionally correct SBAC that is constrained by the formal model
from Section 2. To enforce the independence constraints , the adder cell has no knowledge
of ci and di when calculating ci+1 , and no knowledge of di when calculating di+1 . Some
choices of ci+1 and di+1 may therefore be wrong, when worst case values of ci or di occur.
In Figure 2, all impossible choices of ci+1 and di+1 have already been removed. There
are still left some degrees of freedom in choosing ci+1 and di+1 , but by fixing a choice on
ci+1 , we lose all freedom of choice in di+1 . We illustrated the choice of ci+1 = −1 by
dotted arrows and of ci+1 = 0 by dashed arrows. We see by the dotted and dashed paths,
that this choice also fixes the decision of di+1 .
Our SBAC model offers 23 = 8 different signed-binary adder cells at the numerical level.
Let t be the type id of the design choice, 0 ≤ t < 23 . All possible design choices are
t

γ(t, 0, 0)

γ(t, +1, −1)

γ(t, −1, +1)

0
1
2
3
4
5
6
7

0
0
0
0
-1
-1
-1
-1

0
0
-1
-1
0
0
-1
-1

0
-1
0
-1
0
-1
0
-1

Table 1: Meaning of parameter t in description of SBAC.
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li

z

ei

−2
−1
0

P (li = z)
= −1)
= 0)
= 0)
= +1)
= 0)
= +1)

·
·
·
·
·
·

+1
+2
ci+1

−1
0

P (ei = −2) + P (ei = −1) + P (γ(t, ai , bi ) = −1)
P (ei = +1) + P (ei = +2) + P (γ(t, ai , bi ) = 0)

fi

0
+1
+2

P (ei = −2) + P (γ(t, ai , bi ) = 0)
P (ei = −1) + P (ei = +1)
P (ei = +2) + P (γ(t, ai , bi ) = −1)

gi

−1
0
+1
+2

P (fi
P (fi
P (fi
P (fi

di+1

0
+1

P (gi = −1) + P (gi = 0)
P (gi = +1) + P (gi = +2)

hi

−1
0

P (gi = −1) + P (gi = +1)
P (gi = 0) + P (gi = +2)

si

−1
0
+1

P (hi = −1) · P (di = 0)
P (hi = −1) · P (di = +1) + P (hi =
P (hi = 0) · P (di = +1)

= 0)
= 0)
= +2)
= +2)

·
·
·
·

P (bi
P (bi
P (bi
P (bi
P (bi
P (bi

= −1)
= −1) + P (ai = −1) · P (bi = 0)
= 0) + P (ai = −1) · P (bi = +1)+
= −1)
= +1) + P (ai = +1) · P (bi = 0)
= +1)

P (ai
P (ai
P (ai
P (ai
P (ai
P (ai

P (ci = −1)
P (ci = 0) + P (fi = +1) · P (ci = −1)
P (ci = −1) + P (fi = +1) · P (ci = 0)
P (ci = 0)

0) · P (di =

0)

Table 2: Probability level description of SBACt .

shown in Table 1. Note that the formula for calculating ci+1 depends on the input digits
(ai , bi ) and the chosen design parameter t. Let SBACt be the design using choice t to
calculate ci+1 .
Assigning probability information to the symbols in Equations 8 through 12 we are able
to calculate the digit probabilities. At probability level SBACt is described as shown in
Table 2.
P (γ(t, ai , bi ) = 0) and P (γ(t, ai , bi ) = −1) are calculated in accordance to Table 1 as
P (γ(t, ai , bi ) = 0)

= P (ai = 0) · P (bi = 0) · P (t ∈ {0, 1, 2, 3}) +
P (ai = +1) · P (bi = −1) · P (t ∈ {0, 1, 4, 5}) +
P (ai = −1) · P (bi = +1) · P (t ∈ {0, 2, 4, 6})

9

P (γ(t, ai , bi ) = −1)

= P (ai = 0) · P (bi = 0) · P (t ∈ {4, 5, 6, 7}) +
P (ai = +1) · P (bi = −1) · P (t ∈ {2, 3, 6, 7}) +
P (ai = −1) · P (bi = +1) · P (t ∈ {1, 3, 5, 6})

Note that P (ei = 0) = P (γ(t, ai , bi ) = 0) + P (γ(t, ai , bi ) = −1).

4

Digit error scenario

Figure 3 shows two circuits exchanging digits by signal lines 0 through n − 1. On each
line, the signal is sent as li ∈ {0, 1} and received as T (li ) ∈ {0, 1}. The digits received
may differ from the digits sent due to imperfect wiring [SOHH07, KPKJ07].
In our simple error model, pbf denotes the probability, that one bit is inverted. The possibility of a bit flip leads to
T (li )
P (T (li ) = li )

(
li
=
1 − li
=

when no bit flip occurred,
else.

1 − pbf

When encoding signed-binary digits {−1, 0, 1} with two bits, we can leave one bit combination unused or encode one of the digit values by two different bit combinations. We call
the first non-redundant, the second redundant encoding. When using redundant encoding,
our SBAC outputs only one code for the double encoded digit. The other code can only
occur by faulty transmission, but is interpreted as a correct double encoded digit. Table 3
shows the effects of using a 2-bit redundant encoding of signed-binary digits with such a
correction in comparison to a non-redundant encoding with no error correction. Tnr (dw)
is the result of transporting the 2-bit data word dw with non-redundant encoding and no
error correction, Tr (dw) is the result of transporting the data word with redundancy and
error correction.
pbf
li

T (li )

ln−1

T (ln−1 )

l0

T (l0 )

X1

X2

Figure 3: Circuit X1 communicates with circuit X2 through signal lines l0 to ln−1 . Our simple error
model consists of a possible bit flip with probability pbf .
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example encoding
00
01
10
11

no redundancy
data word
error prob.
dw0
2 · pbf − p2bf
unused
—
dw1
2 · pbf − p2bf
dw2
2 · pbf − p2bf

redundancy
data word
error prob.
dw0
pbf
defected dw0
—
dw1
2 · pbf − p2bf
dw2
2 · pbf − p2bf

Table 3: Simple error model: Error reduction by using gray code adjoined encoding for data words
dw0, dw1, and dw2. All calculations using the redundant encoding consist of a 01 to 00 correction.

The probability of an uncorrected error in dw0 in our example is reduced
P (Tnr (dw0) 6= dw0) = 2 · pbf − p2bf

> 2 · pbf − pbf = pbf
= Pred (Tr (dw0) 6= dw0)

(15)

The error probability for any 2-bit data word dw ∈ {dw0, dw1, dw2} with no error correction can be calculated as
P (Tnr (dw) 6= dw)

= P (dw = dw0) · (2 · pbf − p2bf ) + P (dw = dw1) ·
(2 · pbf − p2bf ) + P (dw = dw2) · (2 · pbf − p2bf )
= (P (dw = dw0) + P (dw = dw1) + P (dw = dw2)) ·
(2 · pbf − p2bf )
=

1 · (2 · pbf − p2bf ) = 2 · pbf − p2bf

In comparison to an applied error correction
P (Tr (dw) 6= dw)

= P (dw = dw0) · pbf + P (dw = dw1) ·
(2 · pbf − p2bf ) + P (dw = dw2) · (2 · pbf − p2bf )
= P (dw = dw0) · pbf + (P (dw = dw1) + P (dw = dw2)) ·
(2 · pbf − p2bf )

With equation 16 we get
P (Tnr (dw) 6= dw) >

P (Tr (dw) 6= dw)

The encoding strategy is rather simple: Use the redundant encoding 00, 01 to encode the
digit with the highest probability of occurrence to reduce the error probability. The error
ratio of this strategy can be calculated by
error ratio (of red dw encoding) =
e(dw)

=

error rate of dw red encoding
error rate of dw non-red encoding
P (Tr (dw) 6= dw)
P (Tnr (dw) 6= dw)

11

(16)

5

Results

For any trivial digit probability, where one symbol out of {−1, 0, 1} has a probability
of 1, and the others have of 0, the probabilities of the output symbols are either 0.0 or
1.0. If any other, non-trivial digit probability is applied to initial ai ,bi , and the probability
distribution of si is looped back to the SBACt inputs ai ,bi , the probabilities converge,
see for example Figure 4, where t = 5 and initially P (ai = 0) = P (bi = 0) = 0.1 and
P (ai = 1) = P (bi = 1) = 0.9.
Since the calculation of ci+1 ( and indirectly di+1 ) depends on t, the converg also depends
on t, see Figure 5.
A sample application for signed-digit arithmetic could be a CORDIC-based algorithm.
CORDIC [Vol59] transforms initial data iteratively with predefined coefficients. Let A0
be the initial N-bit data, and Bi the predefined coefficients:

Ai+1 = fcordic (Ai , Bi ) , with 0 ≤ i ≤ N − 1

(17)

fcordic is the CORDIC function for processing Ai and Bi by an adder/subtracter and
shifter. AN is the final result, A0 the input data to be processed. To simulate the impact of subtraction, we assume a probability of 50%, that input for bi has opposite signs.
Figure 6 corresponds to this more realistic use case.
Applying the simple error model to a SBAC type 7 with a probability of 50% of +/−
alternation, we investigate the digit error depending on the bit flip error and the encoding,
as shown in Figure 7. The error ratio is 75% for small pbf and increases to expected 100%
for pbf = 1. This means by using error correction and redundant encoding for digit 0
instead of no error correction for any digit, when using SBAC type t = 7 in a CORDIC
like arithmetic with switching sign possibility of one operand of 50%, error rate drops by
25%.
P(s_i=-1)
P(s_i=0)
P(s_i=1)

1
0.8

P(s_i=-1)
P(s_i=0)
P(s_i=1)

1
0.8

P

0.6

P

0.6
0.4

0.4

0.2

0.2

0

0
0

1

2

3

4

5

6

7

8

9 10

0

SBAC iterations

1

2

3

4

5

6

7

t

Figure 4: SBAC adder operation data probability for t = 5 and initial P (ai = 0) = P (bi =
0) = 0.1 and P (ai = 1) = P (bi = 1) = 0.9.

Figure 5: SBAC adder operation data probability depending on t for non-trivial initial data
probabilities.
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P(s_i=-1)
P(s_i=0)
P(s_i=1)

P(s_i=-1)
P(s_i=0)
P(s_i=1)

0.8
digit error

1

P

0.6
0.4
0.2

e(0)
no red
1 red
-1 red
0 red

0.4
0.2

0

0
0

1

2

3

4

5

6

7

0

0.2

0.4

0.6

0.8

1

bit ﬂip error

t

Figure 6: SBAC adder/subtracter data probability depending on type t for non-trivial initial
data probabilities. Solid symbols represent Figure 5, hollow symbols represent a probability of
50% for +/− alternation.

6

0.6

Figure 7: SBAC adder/subtracter digit error
probability for t = 7 and non-trivial initial digit
occurrence. Probability of +/− alternation is
50%. ”no red” denotes no redundant encoding,
”-1 (0,1) red” denotes redundant encoding and
error correction for -1 (0,1), ”e(0)” denotes the
error ratio of redundant encoding and error correction of digit ”0”, see equation 16.

Conclusion and future work

In a scenario, where data paths between memory and a SBAC as well as between several
SBACs are fault-prone, the knowledge of digit probabilities offers a chance to use a data
encoding scheme that provides some implicit fault tolerance. We have shown a model to
gain data flow probability information for signed-binary based arithmetic operations and
have proposed a data encoding scheme that provides advanced fault tolerance properties.
In our example, the proposed SBACt tends to generate symmetric P (si = −1) and
P (si = +1) probabilities with respect to type t, see again Figure 5. The actual values of
P (si = −1) and P (si = +1) are due to the choice of ci+1 ∈ {−1, 0} and subsequently
di+1 ∈ {0, +1}. Let us call such a design SBAC−t .
In contrary, SBAC+t with ci+1 ∈ {0, +1} and di+1 ∈ {−1, 0} produces the opposite
probability behavior for P (si = −1) and P (si = +1) with respect to t. Since the probabilities P (si = −1) and P (si = +1) are symmetric, SBAC−,t1 and SBAC+,t2 with
t1 +t2 = 7 have the same si digit probabilities. The digital circuit designer is free to chose
the more implementation friendly design.
Still, more detailed research is needed. Changing the design from using one SBAC− (or
a chain of n SBAC− ) to the use of alternating SBAC− and SBAC+ will lead to digits
with P (si = −1) = P (si = 1). The possible advantages for fault tolerance and reduced
(false) carry generation cn and dn have to be investigated.
The mentioned application, i.e. CORDIC, is not very accurately described, since the coefficients Bi are actually calculated and saved to some memory in advance. An arbitrary
encoding can be chosen here to enforce a desired data probability characteristic, making
the whole system even more fault-tolerant, especially when allowing more than two bits
for encoding one digit.
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The Spectral Relation between the Cube-Connected Cycles
and the Shuffle-Exchange Network
Christian Riess, Volker Strehl, Rolf Wanka
Department of Computer Science, University of Erlangen-Nuremberg, Germany
Abstract: We investigate the relation between the spectral sets (i. e., the sets of eigenvalues, disregarding multiplicities) of two d-dimensional networks popular in parallel
computing: the Cube-Connected Cycles network CCC(d) and the Shuffle-Exchange
network SE(d). We completely characterize their spectral sets. Additionally, it turns
out that for any odd d, the SE(d)-eigenvalues set is precisely the same as the CCC(d)eigenvalues set. For any even d, however, the SE(d)-eigenvalues form a proper subset
of the set of CCC(d)-eigenvalues.

1

Introduction

Background. Popular Hypercubic networks used as parallel machines are the Butterfly
network, the Cube-Connected Cycles network, the Shuffle-Exchange network and the DeBruijn network. For a collection of their properties and many algorithms for them, see,
e. g., [Lei92]. In particular, these constant-degree networks are able to execute so-called
normal hypercube algorithms with only constant slowdown if compared to the execution
time on the hypercube which has non-constant degree ([Lei92]).
Among the characteristic parameters of networks, the eigenvalues of their adjacency matrices are very important (e. g., see [CDS95, Chu97, BK05] for comprehensive studies).
They reflect many structural properties of the network. For instance, from the eigenvalues
it can immediately be decided whether the network is bipartite (see Proposition 4 below).
Expansion properties, bisection problems, the mixing time of Markov chains and the computation of the isoperimetric number [DT98, Bül97] are fields of application of eigenvalues
in algorithmic graph theory.
In the area of parallel computing, there is a direct connection between the eigenvalues
and the routing number [ACG94]. Further applications can be found in the analysis of
parallel load-balancing algorithms [RSW98] and in the design of interconnection networks [EKM03].
The set of eigenvalues is called the spectral set. In the spectrum of a graph, additionally the
multiplicities of the eigenvalues are considered. For formal definitions, see Subsec. 2.2.
Previously, only the full spectral sets of the DeBruijn network [DT98] and the two variants
of the Butterfly network [EKM03, Sch01] have been known.
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New results. In this paper, we exactly characterize the spectral sets of the Cube-Connected Cycles CCC(d) and the Shuffle-Exchange network SE(d) in terms of the spectra
of cycles with self-loops that have weights from {−1, +1} (see Theorems 1 and 2).
It turns out (see Theorem 3) that for any odd d the set of the SE(d)-eigenvalues is precisely
the same as the set of the CCC(d)-eigenvalues. For any even d, however, the SE(d)eigenvalues form a proper subset of the set of CCC(d)-eigenvalues. The odd case is
particularly remarkable because the networks differ in the number of vertices by a factor
of d, and hence, the eigenvalues have different multiplicities. Also, there is no obvious way
of identifying the eigenvalues bijectively. In fact, corresponding eigenvalues can only be
found on scattered cycles of the networks, and a new argument on the involved eigenspaces
is necessary in order to find all CCC(d)-eigenvalues in the eigenvalue set of SE(d), if d is
odd. For an instructive (counter-)example for d = 6, see Sec. 6.
If d is even, −3 that is an eigenvalue of CCC(d) is not an eigenvalue of SE(d). In fact,
when d becomes larger, the size of the difference set increases. Let ∆d = |SpS(CCC(d))\
SpS(SE(d))| denote the number of eigenvalues of CCC(d) that are not eigenvalues of
SE(d). In terms of ∆d , the result of this paper can be stated as: if d is odd, ∆d = 0, and
∆d ≥ 1, if d is even. Explicit computation shows for even d, d ≤ 20:
d
∆d

4
1

6
3

8
1

10
9

12
7

14
42

16
21

18
179

20
160

Known results. We briefly mention some known spectral sets, denoted by SpS(.):
Let L(n1 , . . . , nd ) denote the d-dimensional n1 × · · · × nd -array. Then
)
( d
 πj 
X
i
1 ≤ ji ≤ ni for i ∈ {1, . . . , d} .
SpS(L(n1 , . . . , nd )) = 2
cos
ni + 1
i=1
In the following, Ln := L(n) denotes the linear array of length n.
Let Θ(n1 , . . . , nd ) denote the d-dimensional n1 × · · · × nd -torus. Then
( d
)
 2πj 
X
i
cos
SpS(Θ(n1 , . . . , nd )) = 2
0 ≤ ji ≤ ni − 1 for i ∈ {1, . . . , d} .
ni
i=1
As the adjacency matrices of tori are block-circulant there is a comparatively simple way
to compute their spectra (see Proposition 1 in Subsec. 2.2). In the following, Cn := Θ(n)
denotes the cycle of length n.
Interestingly, the spectral sets of other popular networks can be expressed in terms of linear
arrays Ln and cycles Cn (in the following, a · Mk denotes the product of the adjacency
matrix Mk and the scalar a). For the d-dimensional Butterfly network BF(d) (for proofs,
see [Sch01, EKM03]),
d+1
[
SpS(BF(d)) =
SpS(2Lk ) .
k=0
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Similarly, for the Butterfly network with wrap-around edges [Sch01, EKM03, CFGM03],
Sd
SpS(W-BF(d)) = SpS(2Cd ) ∪ k=0 SpS(2Lk ). Let DB(D, d) denote the D-ary d-dimensional DeBruijn graph. Then (for a proof, see [DT98]),
SpS(DB(D, d)) = SpS(D · C1 ) ∪

d
[

SpS(D · Lτ ) .

τ =1

Organization of paper. The paper is organized as follows: In the next section, we define
the networks to be investigated, give the necessary definitions regarding graph spectra, and
state important properties. In Sections 3 and 4, we exactly characterize the spectra of the
Cube-Connected Cycles network and the Shuffle-Exchange network. In Sec. 5, we prove
that, if d is odd, the sets of eigenvalues are identical, whereas, if d is even, the set of
eigenvalues of SE(d) is a proper subset of the set of eigenvalues of CCC(d). That there
is no simple correspondence between the eigenvalues of CCC(d) and SE(d is exemplified
in Sec. 6.

2

Preliminaries

In this section, we introduce the Cube-Connected Cycles network and the Shuffle-Exchange
network. We present some of their properties, present tools for computing their eigenvalues, and introduce some necessary notations.

2.1

CCC(d), SE(d), and Their Properties

The d-dimensional Cube-Connected Cycles network CCC(d) has been introduced by
Preparata and Vuillemin in [PV81]. It is the undirected graph with vertex set V = {(j, a) |
1 ≤ j ≤ d, a ∈ {0, 1}d } and edge set E = {{(j, a), ((j mod d + 1, a)} | 1 ≤ j ≤ d, a ∈
{0, 1}d } ∪ {{(j, a), (j, a[j])} | 1 ≤ j ≤ d, a = (ad , . . . , aj , . . . , a1 ) ∈ {0, 1}d , a[j] =
(ad , . . . , 1 − aj , . . . , a1 )}. CCC(d) has d · 2d vertices and is 3-regular.
The d-dimensional Shuffle-Exchange network SE(d) has been introduced by Stone [Sto71].
It is the undirected graph with vertex set V = {0, 1}d and edge set E = {{a, a[1]} | a ∈
{0, 1}d } ∪ {{a, cyc(a)} | a ∈ {0, 1}d , cyc(ad , . . . , a2 , a1 ) = (a1 , ad , . . . , a2 )}. The
edges of the first subset are called exchange edges, the edges of the second subset are
called shuffle edges. Here, we also consider multiple shuffle edges such that SE(d) is also
3-regular.
CCC(3) and SE(3) are shown in Fig. 1 and 2, resp. Note the self-loops at vertices 000
and 111 of SE(3) that ensure SE(d) being 3-regular.
Note that for d being even, CCC(d) is bipartite [LPS+ 98]. The cycles of CCC(d) are
characterized directly by the corresponding sequence a.
Cycles in SE(d) are more complex to describe. Let S be a set of integers. Let a =
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(ak , . . . , a1 ) ∈ S k . a is an aperiodic S-sequence if there is no t > 1 and b with a = bt . a is
a Lyndon S-sequence [CFL58] if it is an aperiodic S-sequence and the lexicographically
smallest under all sequences obtained by cyclically shifting a.
The shuffle edges of SE(d) form disjoint shuffle cycles. Every cycle is uniquely characterized by a Lyndon {0, 1}-sequence. In this paper, using the correspondence 0 7→ +1
and 1 7→ −1, we shall say that every shuffle cycle is characterized by a different Lyndon
{−1, +1}-sequence and that every possible Lyndon {−1, +1}-sequence of length k with
k being a divisor of d characterizes a different shuffle cycle.

2.2

Eigenvalues, Spectral Sets, and Computation Tools

Let A be the adjacency matrix of an undirected graph G = (V, E) (with multiple edges
allowed; the entry aij is the number of edges between nodes i and j). In the rest of this
paper, we identify G and A. Let n = |V | denote the number of vertices, and let In
denote the n × n unit matrix. Then the polynomial χ(A; z) = det(z · In − A) is the
characteristic polynomial of G, and the set SpS(G) = {λ | χ(A; λ) = 0} is the spectral
set of roots of χ(A; z). Such a root is called eigenvalue. In this paper, we do not consider
the multiplicities of the eigenvalues.
Let A and B be two matrices. The Kronecker product A ⊗ B is the matrix one obtains
from A by replacing entry aij by aij · B.
A (q · p) × (q · p) matrix B is called (p, q)-block circulant iff there are p × p matrices
B1 , . . . , Bq such that


B1 B2 · · ·
Bq
Bq B1 · · · Bq−1 


B= .
..
..  =: hB1 , B2 , · · · , Bq i .
..
 ..
.
.
. 
B2 B3 · · ·
B1
If p = 1, B is called circulant. Block circulant matrices are well studied (e. g., see [Dav79]).
In particular, there is a nice way to determine χ(B; z) and to compute SpS(B). Let
2πi/q
ω
Pq q= e k−1 = cos(2π/q) + i · sin(2π/q) be a primitive q-th root of unity. Let B(x) =
·Bk . The following proposition on the characteristic polynomial and the speck=1 x
tral set of block circulant matrices is very useful for the computation of the spectral sets of
neatly constructed graphs.
Proposition 1 ([Dav79]) Let B = hB1 , . . . , Bq i be a (p, q)-block circulant matrix. Then
χ(B; z) =

q−1
Y

χ(B(ωqj ); z) =

j=0

q−1
Y
j=0

χ

q
X

ωqj·(k−1) · Bk ; z

k=1

For the spectral set, this means
SpS(B) =

q−1
[
j=0

q
X

SpS
ωqj·(k−1) · Bk .
k=1
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.

E. g., as the n-cycle Cn is (1, n)-block circulant with Cn = h0, 1, 0 . . . , 0, 1i, SpS(Cn ) =
(n−1)j
{ωnj + ωn
| 0 ≤ j ≤ n − 1} = {2 cos(2πj/n) | 0 ≤ j ≤ n − 1}. Similarly,
the spectra of d-dimensional tori can be computed in this way resulting in the spectral set
mentioned in Sec. 1.
Proposition 1 can be used directly to prove the following useful observation.
Proposition 2 Let G and X be p×p square matrices. For the (p, 2)-block circulant matrix
hG, Xi, we have χ(hG, Xi; z) = χ(G + X; z) · χ(G − X; z).
Proposition 3 Let B = hB1 , . . . , Bq i be a real (p, q)-block circulant matrix with
Bq−j+1 = BjT , 1 ≤ j ≤ q. Then the following holds.
(a) B(ωq−j ) = B(ωqj )T , B(ωqj ) is self-adjoint, 1 ≤ j ≤ q.
(b) χ(B(ωq−j ); z) = χ(B(ωqj )T ; z).
(c) If q is odd, then there is a polynomial g(z) such that χ(B; z) = χ(B(1); z) · g(z)2
(d) If q is even, then there is a polynomial g(z) such that
χ(B; z) = χ(B(1); z) · χ(B(−1); z) · g(z)2
(e) By (c) and (d), all eigenvalues of B that do not come from B(1) and B(−1) occur
in pairs and belong to two-dimensional eigenspaces.
For the proof of Proposition 3, (a) and (b) can be shown directly, and for (c) and (d), use
Proposition 1, (b) and that ωq−j = ωqq−j , for all j.
The following well known facts will be essential for the proof that the spectral sets of
CCC(d) and SE(d) are different if d is even.
Proposition 4 Let G be a connected graph with maximal degree ∆.
(a) [Bol98, p. 263] G is regular iff ∆ ∈ SpS(G).
(b) [Bol98, p. 263] If −∆ ∈ SpS(G), then G is regular and bipartite.
(c) [BK05, p. 379] G is bipartite iff for all λ ∈ SpS(G), also −λ ∈ SpS(G).

2.3

Further Notation

For a sequence s = (sk , . . . , s1 ) ∈ ZZk , and k ≤ n, let Dn [s] be the n × n-diagonal matrix
with s1 , . . . , sk , 0, . . . , 0 in the main diagonal. In particular, In = Dn [1n ] is the identity
matrix.
Cn = h0, 1, 0, . . . , 0, 1i denotes the circulant adjacency matrix of the cycle of length n.
For a sequence s = (sk , . . . , s1 ) ∈ ZZk , and k ≤ n, Cn [s] = Cn + Dn [s]. For reasons of
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consistency, we need
 a special
 definition for the cases n = 1 and n = 2: C1 [s] = (2 + s)
s1 2
and C2 [s2 , s1 ] =
.
2 s2
Ln = (lij ) denotes the n × n-adjacency matrix of the linear array of length n. It is
identical to Cn except for the entries l1n = ln1 = 0 (instead of being 1). Ln [s] is defined
analogously to Cn [s].

3

The Spectral Set of CCC(d)

In order to compute the spectral set of CCC(d), we generalize the notion of cube-connectedness.
Let d be a non-negative integer, and let G be a graph with n, n ≥ d, nodes, numbered
from 1 through n. The d-dimensional Cube-Connected G-network is the graph CC(G, d)
with vertex set {1, . . . , n} × {0, 1}d . Two nodes (i, a) and (j, a) are adjacent iff i and j
are adjacent in G. Furthermore, two nodes (i, a) and (i, b) are adjacent iff a and b differ
exactly at the ith bit. So, CC(G, d) consists of 2d copies of G that are interconnected in a
hypercubic way. Using the length-d cycle Cd as G, we have with CC(Cd , d) the famous
Cube-Connected Cycles network.
Let s = (sd , . . . , s1 ) ∈ {−1, +1}d . The graph G[s] is obtained from G by adding a
self-loop with weight si to node i, for all i ∈ {1, . . . , d}.
Theorem 1 Let G be a graph with n, n ≥ d, nodes. Then
Y
χ(CC(G, d); z) =
χ(G[s]; z) .
s∈{−1,+1}d

Proof. Let Rn,d be the n × n matrix with all entries being 0 except for rdd which is 1, and
let Xd−1 = I2d−1 ⊗ Rn,d . Then the adjacency matrix of CC(G, d) can be expressed as
follows:


CC(G, d − 1)
Xd−1
CC(G, d) =
Xd−1
CC(G, d − 1)
By Proposition 2, this means that the characteristic polynomial of the whole graph can be
expressed as follows:
χ(CC(G, d); z) = χ(CC(G, d − 1) + Xd−1 ; z) · χ(CC(G, d − 1) − Xd−1 ; z)
= χ(CC(G[0d−1 , 1], d − 1); z) · χ(CC(G[0d−1 , −1], d − 1); z)
Y
Y
=
χ(G[s, 1]; z) ·
SpS(G[s, −1]; z)
s∈{−1,+1}d−1

(1)
(2)

s∈{−1,+1}d−1

For (1), note that CC(G, d − 1) ± Xd−1 is a copy of CC(G, d − 1) where all nodes (d, a)
get a self-loop added with weight −1, +1. (2) follows by induction.
2 (Theorem 1)
By choosing G being the d-cycle Cd , we obtain:

20

Corollary 1 For CCC(d),
χ(CCC(d); z)

Y

=

χ(Cd [s]; z)

s∈{−1,+1}d

SpS(CCC(d))

[

=

SpS(Cd [s]) .

s∈{−1,+1}d

Hence, the spectral set of CCC(d) is exactly the union of the spectral sets of all d-cycles
where the nodes of the cycles are weighted with all possible {−1, +1}-sequences.
The application of Eq. (1) from the proof of Theorem 1 can be interpreted as editing the
original graph. The resulting graph has exactly the same spectrum as the original graph.
Fig.1 shows the corresponding graphs for d = 3, 2, 1, when CCC(3) is edited. In the end,
the are the 3-cycles with weighted self-loops. In the light of the editing, we call them
residual cycles.
−1

+1 −1

+1

⇒
−1
+1

+1

−1

⇒

+1

−1
+1

−1 −1

+1

−1
+1
−1
+1

−1
+1
+1

+1

−1

+1

+1 −1
−1

+1

+1

−1

−1

−1

−1

−1
+1

−1
+1

+1

⇒

+1

−1
+1 −1

−1
+1

+1
+1

−1

−1

Figure 1: Editing the Cube-Connected Cycles network CCC(3).

Similarly, the spectrum of the Cube-Connected Lines network [Par86] can be characterized
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in terms of linear arrays Ld .

4

The Spectral Set of SE(d)

In order to obtain the adjacency matrix of SE(d), we describe the shuffle edges and the
exchange edges separately, i. e., SE(d) = Sh(d) + Ex(d).
Lemma 1

(a) Let U (d) =

 
1
⊗ I2d−1 ⊗ 1
0

 

0
0 +
⊗ I2d−1 ⊗ 0
1


1 .

Then, Sh(d) = U (d) + U (d)T .


0 1
(b) Ex(d) = I2d−1 ⊗
1 0
In order to prove Lemma 1, it suffices to identify the binary address a of a node with the
number (a)2 + 1.
d

⊗d
z
}|
{
1 1
1
⊗d
, where A denotes A ⊗ · · · ⊗ A. Hd is the well-known
Let Hd = 2d/2 ·
1 −1
Hadamard matrix. Note that Hd−1 = Hd .
(a) Hd−1 · Sh(d) · Hd = Sh(d)


1 0
(b) Hd−1 · Ex(d) · Hd = I2d−1 ⊗
.
0 −1

Lemma 2

For the proof, (b) can be shown easily by induction on d.
In order to show (a), a simple, but tedious computation shows that Hd commutes with both
U (d) and U (d)T , hence with Sh(d).
Theorem 2 For the Shuffle-Exchange network SE(d),
Y
Y
χ(SE(d); z) =

χ(Cp [a]; z)

p,
a ∈ {−1, +1}p ,
p divisor of d a Lyndon {−1, +1}-sequence

Proof. We have χ(SE(d); z) = χ(Hd−1 · SE(d) · Hd ; z). By Lemma 2,


1 0
χ(SE(d); z) = χ(Sh(d) + I2d−1 ⊗
; z)
0 −1
So the shuffle cycles are left unchanged, the exchange edges disappear, and all nodes
get an additional −1, +1-self-loop, according to their binary addresses. Every shuffle
cycle is characterized by Lyndon {0, 1}-sequences. Now the weights of the vertices of the
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shuffle cycles are characterized by the respective Lyndon {−1, +1}-sequence, where 0s
are replaced with +1 and 1s with −1.
2 (Theorem 2)

Recall the special definition of C1 [a] and C2 [a, b].

As the computation of Hd−1 ·SE(d)·Hd does not change the characteristic polynomial, this
computation can again be regarded as editing the original graph. This time, the exchange
edges are removed and their nodes receive an additional self-loop with weights −1, +1.
The result of editing SE(3) is shown in Fig. 2 Again, we call the obtained cycles residual
cycles.
+1
+1 +1 −1
3

=

+1

+1 −1 +1

=

⇒

−1

+1

−1

1

+1

Figure 2: Result of editing the Shuffle Exchange network SE(3).

5

Spectral Relation between CCC and SE

The following Theorem shows the (surprisingly close) relation between the spectral set of
CCC(d) and SE(d):
Theorem 3 The spectral sets of the d-dimensional Cube-Connected Cycles network and
the Shuffle-Exchange network are equal if and only if d is odd. Otherwise, the spectral
set of the Shuffle-Exchange network is a proper subset of the spectral set of the CubeConnected Cycles network.
More formally, the following properties hold:
1.
SpS(SE(d)) ⊆ SpS(CCC(d))
2. d odd: SpS(SE(d)) = SpS(CCC(d))
3. d even: SpS(SE(d)) ( SpS(CCC(d)), since −3 ∈ SpS(CCC(d)) \ SpS(SE(d))
The rest of this section is devoted to the proof of Theorem 3. We start with the first case:
Proof of Theorem 3, part 1:
Take any factor χ(Cp [a]; z) from χ(SE(d); z), according to Theorem 2. There are two
cases to be distinguished: If p = d, then χ(Cp [a]; z) = χ(Cd [a]; z). Thus, by Corollary 1,
χ(Cp [a]; z) is a factor of χ(CCC(d); z). Consider now the case, that p < d. Let d =
p · q and let δij be the Kronecker delta, i. e., δij = 1 if i = j, and δij = 0 if i 6= j.
Using the block circulant structure of Cd [aq ], it can be seen that χ(Cp [a]; z) is a factor of
χ(Cd [aq ]; z):

23

Cd [aq ] = hA0 , A1 , ..., Aq−1 i is a block circulant matrix with A0 = Lp [a],
A1 = [δx,p δy,1 ]1≤x,y≤p , Aq−1 = AT1 and A2 = · · · = Aq−2 = (0), such that Propositions
2 and 3 are satisfied. One can see that χ(Cp [a; z]) is a factor of χ(Cd [aq ]; z) by noting
from Proposition 1 that
q−1
Y
χ(Cd [aq ]; z) =
χ(A0 + ωqj A1 + ωq−j Aq−1 ; z) ,
j=0

hence χ(Cp [a; z]) = χ(A0 + ωq0 · A1 + ωq0 Aq−1 ; z) is also a factor of χ(CCC(d); z). t
u
Proof of Theorem 3, part 2:
We already know that for all d, SpS(SE(d)) ⊆ SpS(CCC(d)). Thus, for odd d, it remains to be shown that SpS(SE(d)) ⊇ SpS(CCC(d)). Take any factor χ(Cd [b]; z) from
χ(CCC(d); z), there are again two cases:
If b ∈ {−1, +1}d is aperiodic, then χ(Cd [b]; z) is a factor of χ(SE(d); z), since b is
already minimal with respect to periodicity, as presented in Theorem 2. If b ∈ {−1, +1}d
is periodic, then b = aq for some aperiodic a ∈ {−1, +1}p with d = p · q. Using
Proposition 3, we know that χ(Cd [b]; z) = χ(Cd [a]; z)·g(z)2 . Note that the corresponding
eigenspace of the double eigenvalues that result from g(z)2 is two-dimensional.
A sequence b0 ∈ {−1, +1}d that differs from b in one single (arbitrary) position – w.l.o.g.
in the first position – is always aperiodic, thus χ(Cd (b); z) is a factor of χ(SE(d); z). We
show that the characteristic polynomial factors as
χ(Cd [b0 ]; z) = g(z) · h(z) ,
which proves this part of the Theorem:
Take any of the two-dimensional eigenspaces of Cd [b] belonging to some root λ of g(z).
The vectors which have 0 in their first component form a one-dimensional (at least) subspace of eigenvectors of Cd [b0 ] for the same eigenvalue λ, thus all these eigenvalues λ are
preserved in χ(Cd [b0 ]; z) with multiplicity of at least 1.
t
u
Note that because of Proposition 3(b) and (c) the above eigenspace argument only holds if
d is odd. A counterexample for d = 6 is presented in Sec. 6.
Proof of Theorem 3, part 3:
Let d be even. CCC(d) is 3-regular and bipartite [LPS+ 98]. So by Proposition 4, −3 ∈
SpS(CCC(d)).
If d is not a power of 2, then SE(d) contains cycles of odd length. Hence, SE(d) is not
bipartite, so by Proposition 4, −3 6∈ SpS(SE(d)). Even if d is a power of 2, then SE(d)
at least contains self-loops at the nodes 0d and 1d , so here SE(d) is not bipartite, which
means that −3 6∈ SpS(SE(d)).
t
u
Recall that −3 is not the only eigenvalue of CCC(d), d even and d ∈ {6, 10, 12, 14 . . .},
not occurring in the spectral set of SE(d) (see the remark on the number of different
eigenvalues in Sec. 1 and specifically the example in the next section).
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6

An Instructive Example on the Eigenvalues of CCC(6)

Here we demonstrate by an example that there might be no simple correspondence between
the eigenvalues of CCC(d) and SE(d), and that the eigenspace argument used in the proof
of Theorem 3 might be necessary.
Corollary 1 and Theorem 2 state that the spectra of CCC(d) and SE(d) consist of the
spectra of cycles where the vertices have self-loops with weights from {−1, +1}. As
SE(d) consists of cycles of different sizes, there is no direct correspondence between the
CCC-eigenvalues and the SE-eigenvalues.
For example, consider the case d = 6, and edit CCC(6) and SE(6) in order to get the
residual cycles with self-loops from {−1, +1}.
For CCC(6), the residual cycle C6 [−1, +1, −1, +1, −1, +1] which corresponds to the
periodic binary sequence 010101 = (01)3 has the characteristic polynomial (z 2 −2)2 (z 2 −
5).
For SE(6), the residual cycle C2 [−1, +1] which corresponds to the non-periodic binary
sequence 01 has the √
characteristic polynomial z 2 − 5. So it is at this moment not yet clear
whether the roots ± 2 of z 2 − 2 originating, among others, from the CCC-cycle 010101
are eigenvalues of SE(6). In this case, they are because the characteristic polynomial of
C6 [−1, +1, −1, +1, +1, +1, +1, ] which corresponds to the non-periodic binary sequence
000101 is (z 2 − 2)(z 4 − 2z 3 − 5z 2 + 8z + 2).
On the other hand, for CCC(6), the residual cycle C6 [−1, −1, +1, −1, −1, +1] which
corresponds to the binary sequence 011011 has the characteristic polynomial z(z − 2)(z +
1)(z +2)(z 2 +z −4). The factor z 2 +z −4 does not √
occur in any characteristic polynomial
of the residual cycles of SE(6), so its roots − 21 ± 12 17 are not eigenvalues of SE(6), but
only of CCC(6).

7

Conclusion

In this paper, we completely characterized the spectral sets of CCC(d) and SE(d) (Theorems 1 and 2, resp.). In order to compute the eigenvalues, we used a “graph editing”
technique that illustrates the computation process.
Curiously, it turns out (Theorem 3) that the eigenvalue sets are identical if d is odd. If
d is even, the set of eigenvalues of SE(d) is a proper subset of the set of eigenvalues
of CCC(d). In order to show this result, we had to use the corresponding eigenspaces
because there is no simple correspondence between the cycles of the residual graphs.
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Abstract: Efficient computation of regional land-surface parameters for large-scale
digital elevation models becomes more and more important, in particular for webbased applications. This paper studies the possibilities of decreasing computing time
for such tasks by parallel processing using multi-threads on multi-core processors.
As an example of calculations of regional land-surface parameters we investigate the
computation of flow directions and propose a modified D8 algorithm using an extended
neighborhood. In this paper, we discuss two parallelization strategies, one based on
a spatial decomposition, the other based on a two-phase approach. Three datasets of
high resolution digital elevation models with different geomorphological types of landscapes are used in our evaluation. While local surface parameters allow for an almost
ideal speed-up, the situation is different for the calculation of non-local parameters
due to data dependencies. Nevertheless, still a significant decrease of computation
time has been achieved. A task pool-based strategy turns out to be more efficient for
calculations on datasets with many data dependencies.

1

Introduction

A large variety of methods for space-oriented analyses of the earth’s surface have been developed in the past couple of years. Methods based on photogrammetry and laserscanning
are able to produce digital elevation models (DEMs) with a geometric resolution within
centimeters and a high quality, as well as a high quantity of data. Algorithms have to
be developed enabling computational efficient processing of large datasets in reasonable
time [Woo09]. Therefore, new strategies for efficient implementation and parallelization
of such computations are needed.
The attribute ‘flow direction’ is the basis for the calculation of the most popular hydrological parameters like ‘specific catchment area’ or ‘topographic wetness index’ [ZKLY07,
GP09]. The typical workflow for the computation for these parameters is sketched in Figure 1. First, the raw data of the DEM is preprocessed to remove artefacts, systematic errors,
and to reduce noise. It is also important to eliminate spurious sinks by filling [RHGS09].
Afterwards, the flow directions are determined. The computation of catchment area and
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Figure 1: Sketch of the typical workflow for hydrological parameter calculations.

flow accumulation base on the flow direction. Computationally, these steps are less intensive.
Although the sequential running time for test sites with 108 grid cells is in the range of a
few minutes on standard desktop machines, further reductions of processing times are still
of crucial importance for the acceptance of web-based hydrological applications [ASMB03,
GTDS10]. Our intention is to investigate how parallel processing using multi-threads can
help to decrease computing time of flow direction’s calculation. For this purpose, we have
developed two parallelization strategies and tested them on a modified single-flow algorithm (Section 2.1). In this paper, we restrict our discussion of parallelization strategies
to this single-flow algorithm, although we have implemented parallel algorithms for the
remaining steps of the workflow, too [Sch10].
A classical and most basic algorithm to determine flow directions is the so-called D8algorithm [OM84]. From each grid cell, all flow is passed to the neighbor in direction of
the steepest descent. Except for cells at the boundary of the DEM, a cell can be viewed as
the center cell of a 3 × 3 subgrid. The 8 non-central cells of such a subgrid are considered
as neighbors, hence the name D8. The crucial point in this method is how ambiguous flow
directions are resolved, when the same minimum down-slope gradient is found for several
neighbor cells. We would like to emphasize that such ambiguities are not an academic
consideration, they occur quite often in practice. To resolve such ambiguities, we have
developed an extended neighborhood approach. Extended neighborhoods pose a particular
challenge for parallelization due to non-local memory access patterns.
Related work Based on the model of SIMD (single instruction stream, multiple data
stream) computers, Mower [Mow94] discusses data-parallel procedures for drainage basin
analysis. More recent work on multi-core machines uses the OpenMP library or MPI.
For example, Neal et al. [NFT09] describe and report experience with parallelization of
procedures for flood inundation models using the OpenMP interface. Building on the
message passing interface MPI, Tesfa et al. [TTW+ 11] developed parallel approaches for
the extraction of hydrological proximity measures. In contrast to the single flow direction
method studied in this paper, they use the multiple flow direction model D-infinity. Instead
of using multi-core processors, another interesting approach for parallelization is the usage
of GPUs. Ortega and Rueda [OR10] have studied the applicability of this approach for
parallel computation of drainage networks using the CUDA framework.
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To cope with large-scale high-resolution datasets, Mølhave et al. [MAAR10] developed
I/O-efficient external memory algorithms. The focus of our paper, however, is on algorithms which can be handled within internal memory.
Overview In Section 2, we first sketch our extended D8 algorithm for flow computations
and then explain our two parallelization strategies. We also describe the sites used in our
experimental study. Computational results for both parallelization strategies are given in
Section 3. Finally, we summarize and discuss our observations in Section 4.

2
2.1

Methods
Extended D8 algorithm for flow computations

To avoid ambiguous flow directions, we introduce a modified algorithm D8e which recursively extends the neighborhood in such cases until a unique single flow direction is found.
For a given cell c and its neighborhood N (c) let S(c) ⊆ N (c) be the subset of neighbors
which realize the steepest descent. Thus, S(c) forms the candidate set for the flow direction of c. If |S(c)| = 1, the flow direction is unique and we are done. Otherwise, we
determine the extended neighborhood EN (S(c)) as the set of all cells which are connected
to some cell c̄ ∈ S(c) by a path of cells with the same altitude as c̄. Then we compute
recursively the flow direction of all cells within EN (S(c)). Among all considered cells,
we take again the steepest descent. If this value is unique, we can now assign the flow
direction of cell c as the one which leads along a path of assigned flow directions to the
cell of steepest descent. Otherwise, the procedure has to be continued in the same manner
until the ambiguities are resolved or no further neighborhood extension is possible. In the
latter case, an arbitrary decision for cell c is made.
The neighborhood extension is the most time-consuming part of the computation of flow
directions. The average size of the extended neighborhood varies widely depending on
the terrain. An example of the effect of ambiguous flow directions is given in Figure 2.
The figure shows two catchment areas, one computed with the D8 and one with the D8e
algorithm. The first one misses a significant part of the catchment area.

2.2

Parallelization strategies

We investigate two main strategies for parallelization. The first approach divides the DEM
into squares and the second one divides the computation of the flow directions into two
phases. All threads access the same DEM stored in shared memory. Therefore, there is no
need to transfer data but the data access has to be synchronized among the threads.
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Dividing the DEM into squares If the grid domain of the DEM is partitioned into a
number of disjoint squares and the flow directions are computed concurrently by different
threads complications often arise. Namely, the extended neighborhood computation can
include cells of other squares. This means that the same flow direction of a single cell
might be calculated several times and the number of such cells could be prohibitively
high.
To avoid such problems a pre-computation is executed. At first, the algorithm chooses
squares which are slightly overlapping at common boundary cells. Then the flow direction of all boundary cells and their neighbors is computed in a sequential step. In doing
so, no thread will cross its square boundary in the upcoming parallelized computations.
Figure 3 exemplarily illustrates two cases where the algorithm extends the neighborhood
of the cell with altitude 7 and precalculates the flow directions of all cells of the extended
neighborhood (cells with altitude 5). Finally, the results of the sequential pre-computation
are accessible by each thread. Afterwards, each thread computes the flow direction of the
remaining cells.
Dividing the computation into two phases The main idea of this approach is to compute the flow direction using the original D8 algorithm during a first phase. Instead of
extending the neighborhood of cells with ambiguous flow directions (see Section 2.1) such
cells are only marked. During the second phase, our algorithm extends the neighborhood
of each marked cell and computes their flow directions.
The first phase can be parallelized by dividing the DEM into squares. Only using the 3×3neighborhood of a cell for computing the flow direction, no pre-computation is needed. In
the second phase, the marked cells are assigned to different groups in such a way that
redundant calculations are avoided. At first, a marked cell is assigned to an empty group.
Afterwards, a cell will be assigned to this group, if
• the marked cell is adjacent to one cell of the group, or
• there is at most one unmarked cell between the marked cell and a cell of the group.
The group assignment is done with breadth-first search.

Figure 2: Comparison of catchment areas based on the flow directions computed using the D8 and
D8e algorithm. This example shows the dramatic difference between the traditional D8 algorithm
(which leads to a way too small catchment area) and our new D8e algorithm resulting in a catchment
area confirmed by experts.
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(a)

(b)

Figure 3: Excerpts of a DEM where two squares overlap in the gray-shaded boundary cells. Numbers
in each cell of the DEMs correspond to the elevation. In both examples, the D8e algorithm extends
the neighborhood of the cell with altitude 7 and precalculates the flow directions of all cells with
altitude 5.

Figure 4(a) shows marked cells for which the computation requires a neighborhood extension. In each of the three examples the algorithm puts the marked cells into the same
group. The differently marked cells in the example of Figure 4(b) belong to two different
groups. The extended neighborhoods of both cells are disjoint. One thread is responsible
for assigning cells to groups and manages these groups by a task pool [RR10]. Pseudocode
is given in Algorithm 1. Each of the other threads takes a group out of the task pool and
computes the flow direction of the marked cells of this group. In doing so, this approach
ensures that two threads will never compute the flow direction of the same cell and that
the computed extended neighborhoods will never overlap.

(a) In each example, cells with ambiguous flow direction are marked. Because of the neighborhood extension,
the marked cells will be computed by the same thread. Therefore, our algorithm puts them into the same group.

(b) In this example, differently marked cells are far enough from each other so that their extended neighborhoods are disjoint. Thus, our algorithm puts them into different groups.

Figure 4: Parallelization of the D8e algorithm by dividing the computation into two phases. Numbers
in each cell correspond to the elevation in the DEM.

2.3

Efficiency measurement

For measuring the runtime of a parallel implementation, the real time (wall clock time) can
be used, but it can be influenced by other applications running on the system. User and
system CPU time of a parallel application is the accumulated user and system CPU time on
all processors. Because of the disruptive effect of other processes running on the system
the number of cores used by one job cannot easily be determined and can also vary during
program execution. We used an almost unloaded system for real-time measurements.
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Algorithm 1 The procedure determines groups of cells with ambiguous flow direction
(see Figure 4(a)) and puts each group of such cells into the task pool. If all cells with
ambiguous flow direction are grouped a signal is send to all threads.
1: procedure DETERMINE GROUPS OF CELLS
2:
for each cell ∈ DEM ∧ cell.f lowdirection == 0 do
3:
create newGroup
4:
newGroup ← {cell}
5:
for each nCell in 4 × 4 neighborhood of a cell ∈ newGroup do
6:
if nCell.f lowdirection == 0 then
7:
newGroup ← newGroup ∪ {nCell}
8:
end if
9:
end for
10:
put newGroup into the taskpool
11:
end for
12:
send signal termination to all threads
13: end procedure

2.4

Study sites and datasets

The computational experiments are executed on three different DEMs with high spatial
resolutions (Table 1). All DEMs are based on airborne laser-scanning which are cleaned
from vegetation and artificial objects like buildings. The datasets represent three geomorphological types of landscapes in Central Europe: high mountains (the Alps - Reintal; see
Figure 2), low mountain ranges (the Ore Mountains - Saidenbachtal) and floodplains of
the lowlands (Floodplain of the River Mulde). In all DEMs sinks were removed by filling
within a preprocessing step (see [RHGS09]). Table 1 shows the meta data of the used
DEMs.

Table 1: Meta data parameters of the DEM datasets

DEM
dataset
Reintal
Saidenbachtal
Mulde
a

Cell
number

Columns
and rows

Spatial resolution [m2 ]

Filesizea
[Mb]

37,734,557
35,000,000
116,674,076

10717 × 3521
7000 × 5000
6661 × 17516

1×1
2×2
1×1

290
240
880

ascii-grid format (*.asc)
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3

Results

The following runtime measurements were done on a symmetric multiprocessing computer (two Intel(R) Xeon(R) CPUs with four cores and 2.93 GHz each, and with 47 GB
main memory). Additional runtime measurements were executed on different hardware,
like a Linux Server with four AMD OpteronTM processors 852 (1000 MHz) and 16 GB
main memory, or a symmetric multiprocessing cluster (18 computation nodes with 16
CPU cores each and with at least 32 GB main memory each). In all cases the computations require up to 2 GB main memory. Computations on the symmetric multiprocessing
cluster were executed only on one node. On the available architectures speed-up and efficiency did not show significant differences. The algorithms are implemented in C++ and
the Pthread library is used for parallelization, using compiler g++ in version 4.4.3.

3.1

Dividing the DEM into squares

The sequential runtimes for the three DEMs are 3.4s for DEM 1 (Reintal), 6.7s for DEM
2 (Saidenbachtal) and 122s for DEM 3 (Mulde). The obtained speed-ups for up to four
threads are shown in Table 2. The number of threads is displayed in the form of a ·
”
b“ where a is the number of rowwise partitions, and b the number of columnwise partitions.
In Figure 5 the runtime (real time) is compared to the ideal runtime. The stacked bars show
Table 2: Speed-ups of the parallel algorithm which divides the DEM into squares.

number of threads:
speed-up (DEM 1 “Reintal”):
speed-up (DEM 2 “Saidenbachtal”):
speed-up (DEM 3 “Mulde”):

1·1
0.99
0.97
0.98

1·2
1.80
1.59
1.53

2·1
1.78
1.63
1.55

1·3
2.33
2.05
1.46

3·1
2.23
2.02
1.81

2·2
3.23
2.40
1.82

the sequential computing part and the cumulative runtime of threads. Added together they
are a measure for the cost of computation. The cost of the computation is also directly
obtained by measuring the CPU time used. Both clarify that rising the number of threads
tends to result in an increase of used CPU time. But the effects differ between different
runs with the same number of threads. The more threads we use, the more likely it is that
the pre-computation steps are computationally more intensive. Note that by chance the
boundary cells of the squares may have (almost) with unambiguous flow directions. If so,
the pre-computation step is computationally less intensive as we can see in the case 2 × 2
in Figure 5. The load balance depends in particular on the topology and on the partition of
the DEM. In most but not all cases we have a suboptimal load balance.
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cumulative runtime of threads
runtime (real time)

sequential computation part
ideal runtime

8
7

runtime in seconds

6
5
4
3
2
1
0

1x1

1x2

2x1

1x3

3x1

2x2

1x4

4x1

2x3

3x2

2x4

4x2

1x8

8x1

number of threads

Figure 5: Runtime diagrams of the parallel algorithm which divides the DEM into squares. The
number of threads on the x–axis is displayed in the form of a · b“ where a is the number of rowwise
”
partitions, and b the number of columnwise partitions.

3.2

Dividing the computation into two phases

In Table 3, the speed-ups for up to four threads are presented. The runtime (real time)
compared to the ideal runtime is shown in Figure 6. The stacked bars show the cumulative
calculation time of threads of both phases and the runtime which is needed to group the
cells. The calculation time is the period in which the threads perform computations without
synchronization and communication. The maximum waiting time becomes significant
when using more than two threads (“Reintal” and “Mulde”) or more than three threads
(“Saidenbachtal”). For instance, using four threads for computing the flow directions of
“Saidenbachtal”, one of the four threads had to wait up to 63% of the whole parallel
runtime. In case of less than four threads, a thread has to wait for a task up to one percent
of the whole runtime. Regarding the dataset “Mulde” a thread has to wait up to 23%
(four threads) or 28% (eight threads), respectively, of the whole parallel runtime. The
average waiting time of a thread is 14% (using four threads) or 27% (using eight threads),
respectively, of its calculation time.
Working on the data set “Saidenbachtal” and “Reintal”, further investigations show that
all threads have nearly equal computation time. The effort of calculation is well balanced,
but in some periods there were no tasks for the threads. Thus, one or more threads had to
wait. The maximum difference between computation time and the cumulated time of all
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threads were determined, too. The more threads were used the more threads had to wait to
get new tasks, but the threads had all nearly the same computation time.
Using the data set “Mulde”, we get a maximum difference between the calculation time of
each thread of 10% (two threads are used) up to 18% (eight threads are used).
Table 3: Speed-ups of the parallel algorithm which divides the computation into two phases.

1·1
0.90
0.94
0.85

number of threads:
speed-up (DEM 1 “Reintal”):
speed-up (DEM 2 “Saidenbachtal”):
speed-up (DEM 3 “Mulde”):

14

1·2
1.67
1.82
1.76

2·1
1.73
1.84
1.77

1·3
2.23
2.38
2.31

3·1
2.26
2.40
2.29

2·2
2.47
2.58
2.08

cumulative computation time of threads (phase 2)
runtime of grouping cells
cumulative computation time of threads (phase 1)
runtime (real time)
ideal runtime
runtime (phase 1)
runtime (phase 2)

12

runtime in seconds

10

8

6

4

2

0

1x1

1x2

2x1

1x3

3x1

2x2

1x4

4x1

2x3

3x2

2x4

4x2

1x8

8x1

number of threads

Figure 6: Runtime diagrams of the parallel algorithm which divides the computation into two phases.
The number of threads on the x–axis is displayed in the form of a · b“ where a is the number of
”
rowwise partitions, and b the number of columnwise partitions. Theses partitions only apply to the
first phase.

We have implemented several modifications of the algorithm to improve the runtime. One
modification eliminates recursion. Another one implements a heuristic which tries to
change the processing order in such a way that large groups of cells are handled with
priority. To avoid an overwhelming effort for the data access, a modification – which
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merges small groups of cells together and puts those into the task pool – has also been implemented. However, all these modifications did not show significant runtime differences.
As shown in Figure 6, for all test sites the runtime decreases but the accumulated computation time increases with the number of threads. There is no explicit synchronization during
the calculations because of the disjoint groups of cells. An increased number of threads
causes an increase of the overhead of thread administration and an increase of random
access which can induce for instance false sharing (see [HS08]). The cumulated waiting
time also increases.

4

Discussion and conclusion

In this study, we investigated the efficiency of parallelization techniques on the example
of the non-local “extended neighborhood” of raster cells. An extended neighborhood is
used within the D8e algorithm to make the flow direction unique when ambiguous flow
directions occur. The ordinary D8 neighborhood has ambiguous flow directions. Two
parallelization approaches were tested regarding their efficiency (Section 2.2):
1. The advantage of parallelization by dividing the DEM into squares is the low cost
of synchronization. A disadvantage is the inefficient load balancing. On the one
hand, if we have a well-adjusted load balance the speed-ups would be improved. On
the other hand, speed-ups near to the best possible speed-up in all cases could not
be achieved because of the sequential part (pre-computation step). Synchronization
costs are insignificant in our implementations.
2. The advantage of parallelization by dividing the computation into two phases is the
well-adjusted load balance. Disadvantages are the increasing cost of synchronization and data access. The sequentially grouping of cells causes increased computation expenditure and is independent from the number of threads. This parallelization
alternative is more independent of the composition of the DEM because of the dynamic distribution of the cost-intensive calculations to the threads. Possible reasons
for the non-ideal speed-ups have been examined. Unbalanced distribution of calculations, synchronization time and conflicts between threads because of a shared
data structure can be excluded as being mainly responsible for these observations.
Possible explanations are data access and the effect of false sharing caused by the
high number of write and read accesses.
Neither parallelization strategy enabled speed-ups that are equal to the number of threads.
This is in contrast to the parallelized calculation of local surface parameters like slope
and aspect where speed-ups near to the number of threads have been achieved for all
three study areas. The speed-up comparisons also revealed landscape-related dependencies. While the speed-ups for the high mountain dataset computation are higher by running
the first strategy (DEM “Reintal”), the speed-ups of the second strategy have proved to be
more efficient for the calculation on the low mountain and the floodplain datasets (DEM 2
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“Saidenbachtal” and DEM 3 “Mulde”). The second case shows the effect of flat areas (e.g.
dams, filled sinks and floodplains) on the parallelization efficiency where a fixed DEM
division into threads was carried out. This implies that the distribution of the extended
neighborhoods is fixed, too. This could lead to a sub-optimal load balancing. The second
parallelization strategy is more appropriate to such DEMs because of the dynamic consideration of the extended neighborhood. As mentioned in the abstract, this task pool-based
strategy is more efficient for calculations on datasets with many data dependencies. However, the second parallelization strategy is more computationally intensive. Thus, in the
case of almost optimal load balances (e.g. dataset “Reintal”) the speed-ups of the second
parallelization strategy are lower than the speed-ups of the first one.
In all datasets there are many small and few huge extended neighborhoods. As a consequence, one thread could work on just one huge extended neighborhood while the other
threads have already finished.
Further runtime measurements based on different spatial resolutions (area of DEM 1 in
2 × 2 m2 and 5 × 5 m2 resolution, area of DEM 2 in 5 × 5 m2 resolution, and area of
DEM 3 in 2 × 2 resolution) were executed, too. Because of the decreased runtime of
the calculations caused by the lower number of cells, the overhead of administration of
the threads becomes more significant. The speed-ups were a bit lower than the speedups presented above. Runtime measurements based on the original DEMs (the datasets
previous to the sink filling) were also executed. Because of significantly fewer flat areas,
the speed-ups were significantly higher than the presented speed-ups.
In future work we will try to improve the computation by parallelizing the extended neighborhood computation. But this seems to be challenging because of data dependencies. We
will also work on much larger datasets (about 109 cells). Because of runtimes greater than
some minutes we will focus on applications besides web-based implementations, too. In
anticipation of a growing number of cores per processor, it will be worth studying other
parallelization strategies for shared memory machines.
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Abstract: Parallel computing has been a niche for scientific research in academia for
decades. However, as common industrial applications become more and more performance demanding and raising the clock frequency of conventional single-core systems
is hardly an option due to reaching technological limitations, efficient use of (embedded) multi-core CPUs and many-core platforms has become imperative. 3D surface
analysis of objects using the white light interferometry presents one of such challenging applications. The goal in this article is to get an impression which speed-up for an
established and parallelized white light interferometry preprocessing algorithm, called
Contrast Method, is possible on an embedded system that works without any operating system. Therefore, we decided to use a virtual environment that is able to simulate
embedded multi-core as well as many-core systems and that enables running real application code on the designed system. The results show, that a significant speed-up is
possible when using a many-core platform, instead of a design that only implements
one single core, if the algorithm is parallelized for getting full advantage of the manycore design. Furthermore, an acceptable absolute run time is achievable.

1

Introduction

The white light interferometry scanning is a versatile technology which provides a reliable non-contact, 3D optical measurement of surface roughness in the nanometer range
[KM07]. In the scanning device, which is usually a Michelson interferometer equipped
with a broadband light source, the emitted white light beam is split into two separate
beams. One of the beams is projected onto the object to be measured, while the other
beam follows a well defined and constant path to a reference mirror. Both beams are reflected and superimposed, resulting in an interference pattern of light and dark fringes.
This fringe pattern is captured on a CCD camera chip and processed in software. By
moving the object closer to the scanning device in discrete time steps, the path difference
between the two beams and, thus, the fringe pattern changes. During a common measurement process, the whole interference range (the region where the path length difference of
reflected beams is less than the coherence length of the wight light) is covered [Lar00].
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Thereby, individual time series of interference intensities are recorded by the pixels of
a CCD sensor. Figure 1 shows such a two dimensional series, called correlogram or
interferogram, for one pixel. At each pixel, where the optical path length difference of
both beams is zero, the occurred constructive interferences have reached their maximum
value. In the case that the object is not a flat plane, the maximum interference of each
pixel point is obtained in different time steps for each pixel. A 3D map can be derived
from the positions of the translation arm, where maximum intensities are observed, and
the distance to the start position [His05]. Thus, the aim of the white light interferometry
analysis process is to find the corresponding maximum interference value for each pixel
of the CCD sensor.

Figure 1: A synthetic interferogram or correlogram signal of a pixel

The measurement of the whole test object is done using the so-called stitching process.
This means, that the scanning area is subdivided in 1 × 1 mm2 regions that are scanned
subsequently. For example a 25 × 25 mm2 measuring area must be subdivided in 625 partitions. Usually more than 200 frames are necessary for a complete scan of each subarea.
The scan of the whole area takes approximately 70 minutes with the camera that is used at
the moment. To increase performance, a high speed camera is used to accelerate the scanning procedure. The necessary computations on the data, which are captured for such a
subarea, are performed while the scan of the next subarea is already in execution. Because
the scanning procedure is accelerated, the elaboration procedure has to be accelerated, too.
This can be achieved by the parallelization of the elaboration procedure.
The interference range (IR ) span at most few hundred intensity values and all other intensities captured by the camera are not relevant for the height map calculation. Thus, a
preprocessing step in the white light interferometry analysis is used, to reduce the required
image data to significant regions for the height map calculation. In the postprocessing
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stage, the maximum interference for each pixel in the corresponding extracted region is
calculated [His05].
Because each pixel’s correlogram is elaborated independently from those of the other pixels, the analysis process is well suited for parallel processing.
As can be seen in Section 2 there are studies about performance and speed up using white
light interferometry with GPUs as well as with conventional multi-core systems from Intel
and AMD. According to our present knowledge there are no studies which performance
and which speed up could be achieved on single or multi-core and many-core, respectively,
embedded processors. As a consequence this is an unexplored niche which is, according
to our opinion, a very interesting region because the usage of embedded multi-core systems is growing more and more and embedded computing gives a substantial added value
to many products in fields such as automotive, industrial automation, telecommunications,
consumer electronics or entertainment [COMS11]. Using an embedded hardware layout
for the white light interferometry has the advantage of more power efficiency (less power
consumption). When using a NVIDIA Tesla C2050 GPU, there is a maximum power consumption of 238 W TDP (Thermal Design Power) [Cor10]. For the Xeon X5650 Hexacore
(2.66 GHz), a conventional multi-core processor developed by Intel, the power consumption amounts to 95 W TDP [Int11]. In comparison to that, a single ARM CortexA9 processor, that we used for our investigations, has a power consumption of 0.4 W (soft macro
implementation) [ARM11]. As a consequence, the power consumption of an embedded
multi-core system, consisting of single CortexA9 processors and up to ten cores, is only
a fraction compared to a NVIDIA Tesla C2050 GPU or a Xeon X5650 Hexacore. In addition to that, a more compact construction of the measurement system is possible when
using an embedded system instead of a GPU or a conventional multi-core system.
Our final goal is to integrate such a compact embedded system in a smart thrilling head,
which includes micro optical devices and fast electronic evaluation systems, too. A GPU
board with cooling equipment, for example, could not be integrated in the even mentioned
thrilling head, because there is plain and simple not enough space available.
The development of a real embedded hardware layout can be very expensive because, as
it is often the case, the hardware layout has to be changed during the development phase.
To avoid this it will be of great advantage to use an environment that emulates the embedded hardware and could be modified whenever necessary. Such a virtual environment
for embedded hardware and software development is Open Virtual PlatformsTM (OVPTM )
provided by ImperasTM . With the aid of OVP it is possible to build single-core as well as
multi-core and many-core hardware platforms, add desired peripherals and simulate real
application code [OVP11].
Because of the ability to establish multi-core and many-core platforms running real application code, it is possible to develop parallel applications that can be simulated, verified
and evaluated. That is a very important feature for our work and the reason why we chose
OVP as the virtual environment for our study. The chosen preprocessing algorithm is the
so-called Contrast Method (see Section 4). This method uses only one arithmetic instruction to calculate the central fringe in each interferogram and achieves a high performance
as a consequence [SFKM11].
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2

Related Work

The usage of multi-core and many-core technology in industrial white light interferometry
is gaining more and more attention. The first attempt to use a graphical processing unit
in the surface metrology has been approached by Purde et al. in 2004 [PMS+ 04]. They
implemented analysis algorithms of the so called electronic speckle pattern interferometry
on GPUs, allowing the measurement of surface contours using the High Level Shading
Language (HLSL).
Gao presented in September 2010 a solution for imaging processing using GPUs for the
wavelength scanning interferometry [GJMM10]. Thereby a GeForce GTX 280 was used
for the parallelization of the computational intensive data analysis procedure and a approximately 30x speed-up was achieved.
Also in September 2010 Sylwestrzak et al. presented the application of massively parallel
processing of Spectral Optical Coherence Tomography (SOCT) data using GPUs [SSST10].
By utilizing NVIDIA’s GeForce GTX 285 with 2 GB device memory Sylwestrzak achieved
overall imaging speed of over 100 fps for 2D tomograms consisting of 1024 A-scans.
In 2011 Schneider et al. published an article about three designated preprocessing white
light interferometry algorithms on emerging multi- and many-core architectures [SFKM11].
He figured out that the best performing algorithm is the Contrast Method and that conventional multi-core systems are the best suited architectures for this algorithm.

3

The simulator

The simulator included in OVP is an instruction accurate simulator because the provided
processor models are instruction accurate, too. This means, that the functionality of a
processor’s instruction execution is represented without regard to artifacts like pipelines.
OVP processors in multiprocessor platforms are not working simultaneously. For efficiency, each processor advances a certain number of instructions in turn. So in multiprocessor simulations a processor cannot respond until the processor has signaled, that
he has finished its quantum. The quantum is defined as the time period in which each
processor in turn simulates a certain number of instructions [Lim11a]. Simulated time is
moved forward only at the end of a quantum. This can create simulation artifacts, where
a processor spends time in a wait loop, while waiting for the quantum to finish. To avoid
this the quantum has to be set very low (perhaps even to one, which will have a significant impact on simulation performance) so that the measurements will not be affected by
this simulation artifacts. This can be adjusted in the simulator settings [Lim11b]. The
simulation can only figure out how many instructions were executed. Assuming a perfect
pipeline, where one instruction is executed per cycle, the instruction count divided by the
mips rate (millions of instructions per second) would give the amount of time the program runs. Instruction accurate simulation cannot make a clear statement about time spent
during pipeline stalls, due to cache misses and other things that are not modeled, so any
conversion to time will have limited accuracy compared to actual hardware. But it is still
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useful for comparing the relative performance of different algorithms, assuming that they
have similar pipeline stall effects. Furthermore, the OVP-simulator provides the possibility for measuring instruction counts within a program. As a consequence, the instruction
counts for specific code snippets can be recorded and if the quantum is set to one, like in
this study, the registered instruction count divided by the mips rate is the amount of time
the processor requires for executing the code snippet. In single-processor platforms there
is no need to set the quantum to one because the multiprocessor scheduling algorithm does
not affect and intervene, respectively, the simulation.

4

The preprocessing algorithm

In the preprocessing analysis step, each pixel’s correlogram is demodulated, separating
the carrier wave from the envelope. The demodulation process can be done by a simple
approximation of envelope values. For this purpose, depending on the surface characteristics and the signal-to-noise ratio of the generated signals, different approaches have to be
considered [Rob93]. Envelope demodulation serves also as a data reduction step, because
only the interval around the center of the interference is relevant for the postprocessing
[KM07], as can be seen in Figure 1. The center of interference signal itself can not be seen
as the envelope’s peak. Due to noise and the discrete measurement along the z-axis, the
actual maximum could be between two captured intensities or it could be shifted in some
direction away from the measured interference center. Thus, in the demodulation process
the center of the interference is determined and a predefined number of intensities left and
right from this point is extracted. This is done parallel to the scanning procedure, so that
not all interference images must be stored, but only the relevant regions in corresponding
correlograms. These regions are used in the postprocessing stage to get an approximation
of the actual maximum, as accurate as possible. The approximation can be achieved by
fitting a model envelope function to the detected envelope [Lar00].
For our investigations a algorithm called Contrast Method was chosen. For each pixel p
it uses the maximum absolute difference of successive sampling points I from the input
signal as an estimator for the envelope, see (1). Variable i represents the number of the current translation step. This filter becomes maximum where the interferogram oscillations
have a maximum gradient, which is approximately around the maximum of the envelope
[His05].
ẑ0 (p) = arg max |Ii−1 (p) − Ii (p)|
i
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(1)

5

Implementation details

5.1

Implementation of the virtual test environment

For generating the virtual hardware design with OVP, an application, that defines the necessary components at runtime, was written. The application accepts several parameters,
e.g. if intermediate results shall be displayed or not, and of which type the used virtual
processor is, e.g. a CortexA9 made by ARM that we used for our investigations. One important parameter defines the number of CortexA9 processors that should be implemented
for the design. Depending on that parameter, the corresponding application to run by the
respective core is automatically loaded into the corresponding processor memory. There
are two different programs that have to be loaded into the memories, if more than one core
shall be used. These core-applications are called MasterApp and SlaveApp (see section
5.2). For each processor two local memories are generated. The first one contains the
heap, the stack and the memory area for the application program to run. The second local
memories (one belonging to each processor) contain the data, the Contrast Method works
with, as well as necessary synchronization variables. These second local memories are
implemented as a distributed shared memory system. As a consequence, each core has the
possibility to access the variables that are required for the synchronization of every processor. After all local memories are instantiated, they are linked to the associated cores. The
resulting hardware design, depending on the number of cores to implement, is graphically
illustrated in Figure 2.
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Figure 2: Generated design depending on the number of cores to use
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5.2

Parallel implementation of the algorithm

Employed cameras in industrial applications use different color depths (8 bit / 16 bit).
However, the data analysis has to be accomplished in single precision or in double precision mode. Therefore, we decided to employ template classes, so that all the functionality
needed to execute the described algorithm with corresponding parameter combinations,
can be accessed through the same class. The user only has to provide the template parameters during instantiation. The methods of this class are compiled and linked into an application named MasterApp, that is executed by only one core, independent of the number of
cores used in the design, called master in this paper. This processor defines all necessary
shared (synchronization) variables and their contents in the initial phase. All other cores
(the slaves) run another application that waits continuously for instructions of the master
with the exception of the initial phase where all address assignments of required shared
variables are performed. The application running on the slaves is called SlaveApp (refer to
Figure 2). The interaction of both applications is illustrated in the following. As mentioned
in Section 1, each pixel’s correlogram is elaborated independently from those of the other
pixels. So the first stage of the preprocessing algorithm (computing the maximum of each
pixel’s interferogram) and the second stage (calculating the relevant intensities around the
maximums) may also be regarded as independent. Hence, the parallelization of the algorithm takes places here. The number of pixels of an image can be seen equal to the runs
of several for-loops that have to be executed during the algorithm and whose instructions
are the same for every pixel’s correlogram. The number of pixels each core has to process
shall be evenly distributed, i.e. nP /nC . Thereby, nP is the number of pixels per frame
and nC is the number of cores used in the design. No core may process more than one
pixel than any other core to achieve an almost equal load balancing. If the reminder rem
of the division nP /nC is unequal to zero, then one pixel more is assigned to the first rem
cores.
For a clearer understanding, Listing 1 illustrates this circumstance in pseudo code.
// Total number of cores used in the design
unsigned int number_of_cores;
// Total number of pixels per frame
unsigned int number_of_pixels;
// Array that holds the runs each core has to perform
// runs_per_core[0] = number of loop passes for core 1
// runs_per_core[1] = number of loop passes for core 2
// ...
unsigned int runs_per_core[number_of_cores];
// The number of cores that have to perform one loop pass more
// than the other cores
unsigned int rem = number_of_pixels % number_of_cores;
// Assign loop passes
for(unsigned int index = 0; index < number_of_cores; index++)
{
// Integer division
runs_per_core[index] = number_of_pixels / number_of_cores;
if(i < rem)
runs_per_core[index] += 1;
}

Listing 1: Pseudo code for equal load balancing
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Because all relevant data is located in the distributed shared memory, and each core is
working on a different address space within the memory area, there are no simultaneous
memory accesses that could trigger additional delays. Everytime such a parallelized region is accessed by the application running on the master, he instructs all slaves to perform
the necessary (and the same as the master) computations on their assigned data regions in
the distributed shared memory. After all cores (including the master) have finished their
work, the application on the master is continued and the slaves wait for processing (sleep
mode) until the next parallelized region is entered. The even mentioned procedure is realized using the spin lock principle and without any operating system. The synchronization
variables are located in the shared memory area which is accessible for each processor.
The whole number of input frames to analyze by the preprocessing algorithm, as well as
the number of intensities to store around each pixel’s interferogram for postprocessing, are
depending on the user input. For test purposes the input frames are generated in software.

6

Results

A detailed and precise overview about the execution times, the Contrast Method requires
for the chosen test cases on the respective virtual hardware, is shown in Table 1.
256 x 256 pixels
p/sec

m/sec

c/sec

512 x 512 pixels
p/sec

m/sec

1024 x 1024 pixels

c/sec

p/sec

m/sec

c/sec

1 core

10.93

9.55

1.28

43.70

38.20

5.14

174.71

152.80

20.55

2 cores

5.59

4.78

0.72

22.32

19.10

2.86

89.19

76.40

11.43

3 cores

3.76

3.18

0.47

14.00

12.73

1.91

59.91

50.93

7.62

4 cores

2.85

2.39

0.36

11.34

9.55

1.43

45.27

38.20

5.71

5 cores

2.30

1.91

0.27

9.14

7.64

1.14

36.49

30.56

4.57

6 cores

1.93

1.59

0.24

7.68

6.37

0.95

30.64

25.47

3.81

7 cores

1.67

1.37

0.20

6.63

5.46

0.82

26.45

21.83

3.27

8 cores

1.47

1.19

0.18

5.85

4.78

0.71

23.32

19.10

2.86

9 cores

1.32

1.06

0.16

5.24

4.25

0.64

20.88

16.98

2.54

10 cores

1.20

0.96

0.14

4.75

3.82

0.57

18.93

15.28

2.29

Table 1: Detailed overview of obtaining times depending on the number of cores and the resolution

Thereby, variable p stands for the required time of the whole preprocessing algorithm,
variable m for the time that is required for calculating the maximum of each pixel’s interferogram and variable c is the representative for the time required for computing the
intensities around the maximums. Each measurement was executed with a setup where a
color depth of 16 bits and the double precision processing mode were used. Furthermore,
the number of frames for the scanning procedure was set to 100 and the number of frames
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containing relevant data (intensity values) around the maximum of each pixel’s interferogram was placed to 30. The resolution by contrast changed during the measurements from
256 × 256 to 512 × 512 and finally to 1024 × 1024 pixels.
As expected, the amount of the required time for calculating the maximums and for computing the intensities is not equal to the time the whole preprocessing algorithm requires
(serial proportion). For a resolution of 256 × 256 pixels this proportion amounts to 100
ms, for 512 × 512 pixels to 359 ms and for 1024 × 1024 pixels to 1.357 seconds of the
whole algorithm. As a consequence, the percentage of this serial proportion rises (with
reference to the time the whole algorithm requires), the more cores are used.
Based on the results shown in Table 1, the speed-up, depending on the number of cores
used and in comparison to one core, for each resolution can be calculated. Figure 3 illustrates the resulting speed-ups of the whole preprocessing algorithm for different resolutions graphically.
Speed-up of the whole preprocessing algorithm for different resolutions
10

256 x 256 pixels
512 x 512 pixels
1024 x 1024 pixels

9

Speed-up
(in comparison to 1 core)

8
7
6
5
4
3
2
1
0
2

3

4

5

6

7

8

9

10

Number of cores used

Figure 3: Speed-up of the whole preprocessing algorithm for different resolutions

The speed-up for calculating the maximum of each pixel’s correlogram, in comparison
to one core, is numerically equivalent to the number of cores used and as a consequence
constant. As opposed to this, the speed-up for the computation of the intensity interval
around the maximum of each pixel’s interferogram is numerically not equal to the number
of cores used, but constant, too. For that reason, the speed-up of the whole algorithm
and the Contrast Method, respectively, is not numerically equivalent to the number of
cores used. Despite this, the speed-up of the whole algorithm is linear. This results from
the distributed shared memory architecture. Each core operates on the data in its own
local memory and thus independent of the other cores. As a consequence, there are no
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simultaneous memory accesses, that could slow down the application, even in practice.
Only simultaneous access to the shared synchronization variables could slow down the
application. This is the case when the master polls for the synchronization variable of a
slave (read), while the slave wants to signal that he has finished its computations (write).
In multiprocessor simulations, and as mentioned in Section 3, each core advances a certain
number of instructions in turn. This number of instructions (the quantum) can be set very
low to increase simulation accuracy and to avoid simulation artifacts. As a consequence,
setting the quantum very low has a significant impact on simulation performance. We
investigated this circumstance for a resolution of 256 × 256 pixels and for quanta of 1, 100
and 100000. The results have shown, that the simulated time of the whole system, i.e. the
time the simulator determines for the execution in the corresponding real system, is not
influenced by the quantum and amounts to 55.67 seconds for a system consisting of two
cores. As opposed to this, the wall-clock time changes significantly. For the simulation
of two cores and a quantum of 1, the wall-clock time amounts to 4 hours and 27 minutes.
Setting the quantum to 100 evokes a wall-clock time of 33 minutes and 36 seconds. The
fastest simulation is achievable when setting the quantum to 100000. The wall-clock time
than amounts to 42 seconds only. When investigating the instruction counts for the whole
preprocessing algorithm, an amendment depending on the quantum is ascertainable, too.
For a quantum of 1 the instruction count of the whole preprocessing algorithm results
in 558,969,518 instructions, for a quantum of 100 in 558,969,742 instructions and for a
quantum of 100000 in 559,090,510 instructions. When dividing that instruction counts by
the mips rate, which was set to 100, preprocessing times of 5.58970 seconds for a quantum
of 1, 5.58970 seconds for a quantum of 100 and 5.59091 seconds for a quantum of 100000
are emerging. Thus, the simulation accuracy changes at the second decimal place and
at the tenth millisecond place, respectively. This circumstance was noticed independent
of the number of cores used. Because the results of our measurements for the whole
preprocessing algorithm are in a range of seconds (see Table 1), a quantum of 100000 is
rather adequate to provide enough accuracy for our simulations. As a consequence, the
wall-clock time of the simulation is reduced heavily.

7

Conclusion and future work

The speed-up for the parallelized preprocessing algorithm, called Contrast Method, rises
sharply the more cores are used. Furthermore, the speed-up is approximately independent
of the chosen resolution for a constant number of frames to evaluate. When more than ten
cores are used, we expect the speed-up to remain linear until the saturation is reached, also
independent of the resolution. In this context, saturation is reached, when no more notable
speed-up can be achieved by raising the number of cores. This depends on the number
of frames to evaluate and on the chosen resolution. In comparison to the times that are
achievable on a GPU (range of milliseconds for a resolution of 1024 × 1024 pixels), the
times we achieved (see Table 1) are slower, but sufficient enough for the timings required
for an industrial inspection process. Concerning to power consumption we can clearly
make the statement that an embedded solution will reduce power consumption in compar-
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ison to a GPU or a conventional multi-core architecture (see Section 1). As a result, the
full advantages, regarding to compactness and less power consumption can be occupied.
The advantage of a virtual environment is the possibility to simulate any desired number
of cores, even if there is no corresponding real hardware. Our final goal to integrate such
a compact embedded system in a smart thrilling head is therefore achievable.
In future work we will extend our approach by parallelization of the remaining steps from
the white light interferometry data analysis process, which includes the analysis of each
interferograms phase information [His05] and the postprocessing step, where a GaussNewton fitting is applied to each correlogram of a pixel. Furthermore, we will investigate
the difference between the measured times and instruction counts, respectively, when using
other available virtual cores than the CortexA9. It would be very interesting to see what
total power consumption appears on the simulated hardware. OVP provides statistics of
power consumption for the simulated hardware not directly. However, with some software
effort it is possible to get these statistics. This is another point we will treat in future. Last
but not least, one important thing is the comparison of the times figured out with OVP and
the times appearing on real hardware. Therefore, we want to recreate the virtual hardware
design, introduced in this paper, with one to four cores in real. Afterwards, we will port
our software to the real hardware and compare the times we determined with OVP to the
times arising on the real hardware.
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Abstract: Job centric monitoring allows to observe jobs on remote computing resources. It may offer visualisation of recorded monitoring data and helps to find faulty
or misbehaving jobs. If installations like grids or clouds are observed monitoring data
of many thousands of jobs have to be handled.
The challenge of job centric monitoring infrastructures is to store, search and access data collected in huge installations like grids or clouds. We take this challenge
with a distributed layer based architecture which provides a uniform view to all monitoring data. The concept of this infrastructure called SLAte and an analysis of the
scalability is provided in this paper.

1

Introduction

Direct observability of computing tasks is more and more lost by using external, distributed
resources for getting calculations done. Job centric monitoring is a service which takes the
challenge to fill the gap between using external resources and direct observability of jobs.
Therefore monitoring data of each job are recorded for future analysis and visualisation.
Job centric monitoring gives detailed information about used resources of currently running jobs where grid middlewares or batch systems give just the fact that the jobs are
running. Using detailed information enables us to analyse the behaviour of already finished jobs instead of just showing the exit state. So the reason of an aborted job can be
analysed and found. This can be an unexpected behaviour of the own job or that ensured
computing resources are not available due to hardware problems or misbehaving users. A
comparison of jobs is also offered to detect unusual jobs even if they are not aborted.
Job centric monitoring is most benefiting for environments with large numbers of jobs and
resources which are shared by various users. In these systems, users can not easily observe
jobs like on local resources by using desktop monitoring systems. Resource monitoring
does not solve this problem because it does not provide job observability. Observed are
the characteristics of resource usage, not the impact of single users or specific jobs.
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The architectures we have in focus for job centric monitoring are grids (offering huge
amounts of heterogeneous resources), clouds (offering resources on demand) and HPC or
cluster systems operated by different computing centres. Currently the D-Grid1 infrastructure is used for research.
One of the challenges in this field of research is to develop visualisation systems which
offer methods to handle thousands of jobs running on different hardware with changing
side effects e.g., the influence of jobs of other users utilising the same computing systems.
But before we can analyse the data we have to handle them. To get an idea which amount
of monitoring data we have to handle we consider an example: A single measurement
consists of 15 kB of data2 (e.g., user name, grid VO, timestamp, CPU time, load average,
used and free memory, used and free swap space, IRQ load, job ID, host name). Assuming
that a single computing system or resource provider offers capacity for 5000 jobs and a
measurement is done every minute (60 s), this results in a network load of 1.25 M B/s.
Considering only ten of these systems brings us to 12.5 M B/s or 833 packages of 15 kB
each per second only for storing these data! This huge number of small packages is easier
to handle in a distributed infrastructure instead of a central storage system.
Our answer to the challenge of storing, accessing and searching huge amounts of job centric monitoring data is the infrastructure SLAte [HMP10]. It is build on a concept of
distributed servers organised in three layers. These layers allow to distinguish between
different network capabilities (within a site3 and between different sites) and to build a
monitoring infrastructure adapted to the network. The performance of each of the three
layers can be increased by installing additional servers. Thus the performance of the monitoring infrastructure can be adapted to user needs.
This paper describes the SLAte architecture, major implementation details and related
work. Based on the architecture it is demonstrated how the performance of the job centric
monitoring infrastructure can be increased to handle the increasing amount of data caused
by additional computing resources and users. Afterwards scalability issues and potential
bottlenecks are analysed.

2

Related Work

A lot of scientific work has been done on monitoring in general and similar fields of research. These topics are:
Monitoring on local computing resources: For local monitoring command line tools
like ps, top or free4 or graphical ones like Gnome System Monitor5 can be used.
On clusters Ganglia6 gives information about the utilisation of resources. The im1 http://www.dgrid.de/
2 About

15 kB per measurement is what we measured on our current installations.
site is a set of resources of a resource provider at a single location.
4 http://procps.sourceforge.net/index.html
5 http://library.gnome.org/users/gnome-system-monitor/stable/index.html
6 http://ganglia.info/
3A

52

pact of a specific user or job can not be identified directly by these tools.
Tracing and profiling: Profiling e.g., done with GNU gprof7 gives information which
functions of a program are used and how long they are used. This information is
often presented as statistical evaluation. Even more detailed information are given
by tracing tools like Vampir [BHJR10]. These analyses often tend to significantly
slowdown the application. Thus they are not valuable for monitoring many jobs at
once. Moreover the infrastructure to handle profiling or tracing data is designed for
one job and in most cases the transfer of data over a wide area network is not needed.
Thus it can not be easily adapted for job centric monitoring.
Accounting: Accounting is used for billing the use of resources and discovering the utilisation of computing systems. Examples are SGAS [EGM+ ] and DGAS [PRAGA09].
Based on the fact that only basic information of a job have to be recorded the amount
of data to be handled is low. Thus there is no demand on a scalable infrastructure
which is suitable for job centric monitoring if a central database is able to handle
all accounting data. An other aspect of accounting is a high demand on reliability and methods to verify information while job centric monitoring looks more on
scalability and performance.
Logging: Logging means to record events relevant for the reconstruction of the life cycle
of a job. These events are e.g., the start, exit and abort of a job like recorded with
accounting systems. Another source of relevant events is the program itself. It
can report which subtask is executed or if problems occur. Such problems are e.g.,
missing rights to read or write files, wrong configurations and missing input data.
The information is strongly bound to the context of the program and logging has to
be intended by the program developers. Thus, not each job can deliver logging data.
The logging information is often written to so called log-files or recorded by syslog
daemons implementing rfc 54248 . An centralised implementation of logging grid
jobs is shown by [RSK+ 08].
Resource monitoring: The task of grid resource monitoring is to record information
about grid computers. Collected are information about hardware, used middlewares,
offered services, known outages, planed maintenances and utilisation or free resources. This allows to create statistics of reliability and utilisation of resources and
services or to assign jobs to handy resources. Examples of this kind of projects are
D-Mon [BBK+ 09], CMS Dashboard [ACC+ 10] and Ganga [VBC+ 10]. A lot of the
information collected by these tools are static and have no need for a high frequency
of updates. Thus all resource monitoring data generated on a huge system like grid
are handled by a central database.
The specific needs for handling job centric monitoring data are not properly considered by
any of these tools or fields of research. Thus, we developed new concepts for job centric
monitoring which are explained in the following sections.
7 http://sourceware.org/binutils/docs/gprof/
8 http://tools.ietf.org/html/rfc5424
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3
3.1

Scalable, Layered Architecture – SLAte
Architecture

The architecture of SLAte is designed in a way that installing additional servers increases
the performance of handling monitoring data. This is needed if more users want to access
monitoring data or new computing resources should be used. As previously introduced the
network capacity may be a limiting factor when observing many jobs in SLAte the overall
bandwidth can be adjusted. For easy access to the distributed monitoring data we provide
an unified and global view.
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To get the idea of a scalable monitoring infrastructure to reality, a layer based concept
is realised. It consists of three layers schematically shown in Figure 1. The Short Time
Storage (STS) layer gets the data from the compute nodes and stores them temporarily.
The Long Time Storage (LTS) layer accumulates the data from the STS servers and stores
them persistently and distributed over multiple servers. The outer layer is the Meta Data
Service (MDS) which provides the global view of the data. In the following these layers
are described in more detail.
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Figure 1: The layer based SLAte infrastructure for job centric monitoring data. Each layer can
consist of multiple locally distributed servers. The servers of the MDS layer give a global view to
all data which are stored distributed on the LTS servers.

The STS servers should be installed local at a site (e.g., at the frontend of a grid computing
resource) to be close to the computing node on which the monitoring data are produced.
To avoid that the monitoring data use too much resources on the computing node e.g., if
stored in memory and to avoid that the monitoring data are copied after the job is done,
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which prevents the next job to start, the monitoring information have to be moved to an
STS server as early as possible. This results in a transfer for each single measurement and
tends to many small packages which are handled by the local network (within a site or a
computing system).
The monitoring data cached on the STS server have to be moved to the LTS server probably over a wide and slow network connection which is not able to handle huge numbers of
small packages. To improve the usage of such a connection the monitoring data is transferred in batches. In most cases9 the monitoring data of one job are moved at once. By
repacking the monitoring data to huge packages it is avoided to slow down the network by
transferring many small packages thus the effective network bandwidth is increased.
Like the STS layer, the LTS layer can consist of multiple servers to stores the monitoring
data in a distributed way. In contradiction to the STS servers the LTS servers stores permanently and the monitoring data of individual STS servers can be merged (in Figure 1
symbolised by the sites A, B and C).
Furthermore an LTS server makes locally stored data accessible to users and visualisation
systems. Therefore it can offer services to search and access job monitoring data.
To provide an unified view to the monitoring data distributed over LTS servers the MDS
layer is used (see Figure 1). Like the other layers it can consist of multiple servers. Unlike
the LTS and STS servers an MDS server has a global view to all data stored in the inner
layers. In this way a user or tool easily accesses monitoring data without knowing any of
the LTS servers. To realise this we distinguish between monitoring data and their metadata.
The monitoring data are the measurements (timestamp, CPU time, load average, used and
free memory and so on) while the metadata hold information to search for jobs. Such an
information is for instance the job ID. Usually, this ID is a unique number or a unique
identifier like the Globus job ID. But mostly the job ID is not known by the user and it is
preferred to search for the users jobs which run during a given time frame. Therefore the
start and end time of a job are metadata as well as the name of the owner (more precisely
the distinguished name of the certificate which was used to submit the job). Additional
metadata are the exit state of the job and the storage location of the data.
To look up or search for jobs only the metadata are considered. This search can be performed by an LTS or an MDS server with the distinction that an LTS server holds only
the metadata of the locally stored data while an MDS server has the metadata of all LTS
servers. Thus an MDS server can find all monitoring data. The monitoring data is not
stored on the MDS server because it is not needed for searching jobs. This dramatically
reduces the amount of data transferred to these servers.
9 To

realise online monitoring it is needed to get monitoring data of running jobs. In this case the data on the
LTS server are accessed and the data recorded afterwards have to be transferred in an additional package.
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3.2

Implementation Details

The servers creating the three layers were implemented using the Grid middleware Globus
(GT4) [Fos05] with its WSRF framework. The components are implemented in Java as
GT4 resources and services which communicate with each other and the client applications
via their SOAP based web services. So the components can be deployed to already running
GT4 servers (like the frontend of computing resources) or dedicated GT4 containers can
be used.
The security, authentication and authorisation services of GT4 are used to handle the monitoring data of grid users in a secure way. STS, LTS and MDS use grid server certificates
to authenticate and authorise the communication. The authorisation of the user is based on
users grid certificates.
Parts of the infrastructure we use for job centric monitoring are based on AMon [MPNB+ 06].
It offers visualisation components which are adapted to SLAte. Recording of data is done
by lcg-mon-wn10 .

3.3

Exemplification of Scalability

Like already mentioned, one of the major concepts of SLAte is to be scalable with the
demands of users and computing resources. Therefore additional servers can be installed
in the three layers. In Figure 2 an example is shown how additional servers are added to
increase the performance of SLAte.
Expansion stage 1 shows a minimal installation with one STS, one LTS and one MDS
server for one computing resource. These servers are able to handle even more than one
computing resource on the same site and additional users (expansion stage 2).
Additional computing resources on other sites require an additional STS server to buffer
the monitoring data sent in small packages to the STS server. This configuration is shown
as expansion stage 3 (Figure 2).
An additional LTS server adds storage capacity and a network link11 which can be used to
handle more STS servers with additional computing resources. This is shown by expansion
stage 4.
Expansion stage 5 adds a MDS server to handle the search requests of an increased user
group. In Figure 2 two distinct user groups are shown. If it is not possible to establish
distinct user groups load balancing can be implemented with tools like pound12 .
10 http://tu-dresden.de/die_tu_dresden/zentrale_einrichtungen/zih/
forschung/grid_computing/amon/index_html
11 A network link is added if the new LTS server is deployed on a new location.
12 http://www.apsis.ch/pound/
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Figure 2: Example of different expansion states of a SLAte installation to handle different amount
of users and resources to monitor.

4

Analysis of Scalability

In the following we look into aspects like required storage capacity and network performance for the servers in the three layers of SLAte. We show which criteria influence these
aspects in particular the installation of additional servers.
For the analysis we consider a completely symmetrical installation. Every server in a layer
has the same performance and each STS server has to handle the same amount of monitoring data. Thus, an STS server represents a computing resource and the load is caused by
its job centric monitoring data. As a consequence the number of STS servers defines the
overall amount of monitoring data which has to be handled by the SLAte infrastructure.
The jobs are also considered as uniform and constant in computing time, measurement
interval for monitoring and are equally distributed over the computing resources.
These assumptions are simplifications which only partially reflect the reality. But they
ease the scalability analysis of the concepts used by the SLAte infrastructure. In future
work we have to test and to verify them in a real installation.

4.1

Storage Capacity

The monitoring data are recorded on computing resources. They consist of the monitoring
data and metadata. The amount of metadata kS meta is about constant. The monitoring
data per job depends on the runtime of a job (tjob ), the amount of monitoring data collected
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on an single measurement (Ssingle ) and the interval (tsingle ) between two measurements13 .
Due to the uniform jobs, these parameters are fixed and the amount of monitoring data is
constant where tjob /tsingle is the number of measurements per job.
kS

mon

tjob

= Ssingle ·

(1)

tsingle

On an STS server the monitoring data and the according metadata are stored (SST S ) as
long as the job is running. Afterwards the data is moved to an LTS server. Assuming
the worst case scenario that all jobs start and stop at the same time, the storage capability
depends on the amount of monitoring data and metadata and on the number of jobs (njobs )
the STS server has to handle:
SST S = njobs · (kS

mon

+ kS

meta )

(2)

Each STS server sends its data to an LTS server. Thus the data stored on an LTS server
depend on the number of STS servers copying data to it (nST S ), the data stored on one
STS server (equation 2), the time interval the data is stored on an STS server (which is the
runtime of a job) and the time the data should be hold on the LTS servers14 (thold ) which
is defined by the configuration of the LTS server:
SLT S = nST S · njobs · (kS

mon

+ kS

meta )

·

thold
tjob

(3)

The amount of metadata, stored on a MDS server can be calculated similar to the metadata
stored on an LTS server. Instead of monitoring data and metadata only metadata have to
be considered but the information of all STS servers (nall ST S ) is stored.
SM DS = nall

ST S

· njobs · (kS

meta )

·

thold
tjob

(4)

Before we start to interpret equation 2, 3 and 4 the number of STS servers per MDS server
is replaced with nST S = nall ST S /nall LT S where nall LT S is the number of all LTS
servers. Also the amount of metadata is replaced with its fraction to the monitoring data
kmon meta (kS meta = kS mon · kmon meta ).
SST S = njobs · (kS
SLT S =

nall
nall

SM DS = nall

ST S

mon

(1 + kmon

meta ))

(5)

· njobs · (kS

mon

+ (1 + kmon

meta ))

· njobs · (kS

mon

· kmon

·

LT S

ST S

meta )

thold
tjob

·

thold
tjob

(6)

(7)

13 We assume that the measurements are done in constant time intervals. This simplifies the considerations.
For more complex interval distribution it is possible to use the minimum or mean time between measurements.
14 After some time (weeks or month) the monitoring information is considered as outdated and is removed
automatically from the LTS servers
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By considering that the amount of monitoring data is much larger then the metadata
(kS mon  kmon meta ) and by combining constants (thold /tjob = k1 ) we get to the
following approximations:
SST S ≈ njobs · kS
SLT S ≈

nall
nall

ST S

mon

(8)

· SST S · k1

(9)

LT S

SM DS ≈ nall

ST S

· SST S · kmon

meta

· k1

(10)

These formulas show how storage capacity relates to different aspects. In (8) we see that
the needed capacity is proportional to the number of jobs which send monitoring data to
an STS server.
The amount of data on an LTS server is proportional to the needed storage on an STS
server15 and can be lowered by increasing the number of LTS servers.
In opposite to the servers in the other layers, the needed capacity of the MDS server can
not be decreased by installing additional servers (according to (10)). An important impact
has kmon meta . It gives the fraction of metadata to monitoring data and is quite small
(about 0.01 to 0.001). This gives a clear limitation because an MDS server has to be able
to store all metadata. On other hand we expect that we can handle this limit and do not
need to come up with an architecture overcoming this issue.

4.2

Network Capacity for Storing Monitoring Data

In this section we analyse the network capacities needed. Depending on how the network
is used we have to consider factors which reflect this. If packages of reasonable size are
transferred we expect nearly the maximum network speed. If small packages are used we
have to consider a slowdown of kN slow . This is the case for the input network capacity
of the STS servers (NST S in ) where k2 is a combination of other constant values:
NST S

in

= kN

slow

·

njobs
· (kS
tjob

mon

+ kS

meta )

= kN

slow

· k2

(11)

For the output of an STS server the data is repacked to avoid a slow down of the network.
The amount of data to be transferred is the same as for the input.
NST S

out

=

njobs
· (kS
tjob

mon

+ kS

meta )

= k2

An LTS server receives data of multiple STS servers (where nall
number of STS servers sending data to one LTS server)
NLT S

in

=

nall
nall

ST S
LT S

· NST S

out

=

nall
nall

ST S

· k2

(12)
ST S /nall LT S

is the

(13)

LT S

15 The factor k1 depends on how long the information is stored and can be expected in the range from 10 to
1000.
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and sends the metadata to each MDS server.
NLT S

out

= nall

M DS

·

nall
nall

ST S

· k2 ·

LT S

kmon meta
1 − kmon meta

(14)

Based on the fact that kmon meta  1 and kmon meta > 0 (metadata is small in comparison to monitoring data) we get to a approximation:
NLT S

out

≈ nall

M DS

·

nall
nall

ST S

· k2 · kmon

(15)

meta

LT S

A MDS server (NM DS in ) gets input from all LTS servers. For easier interpretation we
used the same relations like for (15).
NM DS

in

= nall

ST S

kmon meta
≈ nall
1 − kmon meta

· k2 ·

ST S

· k2 · kmon

meta

(16)

Equations (11) and (12) show us that the network load on the STS server is bound by
the resource to monitor (k2 ) and that input is the more limiting factor. This aspect is
represented by kN slow .
Additional LTS server lower the network demands per server of this layer. This is shown
by (13) and (15).
For the MDS server we see similar limitations like for the required storage capacity. We
have the factor kmon meta which reduces the transfer rate, because we only transfer metadata but the network utilisation raises with the overall amount of data delivered through
STS servers. Thus, this aspect does not scale.

4.3

Network Capacity for Accessing Monitoring Data

Before the monitoring data can be read they have to be found. Therefore the MDS server
is requested by the user to find relevant job monitoring data. Afterwards the data are read
from the LTS servers.
The search requests are partitioned over all MDS servers and occur every tsearch . The
requests consist of kS search data which is about the amount of metadata. The answer is
a list of nf ound jobs found represented by their metadata kS meta . With these parameters
the resulting network load on the MDS server NM DS access can be calculated:
NM DS

access

=

NM DS

access

≈

kS

search

nall
kmon

+ nf ound · kS
M DS · tsearch

meta

· kS mon · (nf ound + 1)
kS mon meta
=
· k3
nall M DS · tsearch
nall M DS

meta

Where k3 is defined as k3 =

kS

mon ·(nf ound +1)

tsearch
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.

(17)

(18)

On the LTS server the monitoring data kS mon and the metadata kS meta are requested.
This happens every tsearch for nf ound jobs. Assuming that these data are equally distributed over all LTS servers, the network load on all LTS servers (NLT S access ) is equal.
NLT S

access

=

(kS

+ kS meta ) · nf ound
nall LT S · tsearch

mon

(19)

Considering that kS mon  kmon meta and that each search delivers a huge amount of
found jobs (nf ound  1) we can approximate the network load to:
NLT S

access

≈

1
nall

· k3

(20)

LT S

Additional MDS or LTS servers reduce the load per server (according to (18) and (20)).
The factor kS mon meta in (18) which is not present in (20) shows that the number of
needed MDS servers is lower than the amount of LTS servers.

5

Conclusions and Outlook

We have shown a concept which handles job centric monitoring data in a distributed infrastructure with an uniform access layer. It distinguishes between monitoring data and
their metadata. The concept and the idea to take different network infrastructures into
account (within a site and between sites) by organising the servers in different layers is
implemented by SLAte.
Handling monitoring data in a distributed way allows scalability in terms of storing capacity and network bandwidth by increasing the number of STS and LTS servers.
Implementing an uniform view to all monitoring data by using MDS servers which hold
all metadata tends to bottlenecks. This is due to the fact that metadata of all monitored jobs
are stored on each MDS server. But the amount of meta data per job is significantly lower
in comparison to the monitoring data. This allows us to drive even huge installations.
A possible strategy to overcome the limitations of the MDS is a distributed search strategy.
Therefore a component is needed which delegates a search request to all LTS servers and
combines the results of the search. Such a component could replace the MDS servers
without the need to change LTS and STS. The disadvantage of this strategy is an increased
response time caused by the additional steps in the request handling and by the time to
wait for the slowest LTS server.
A further topic of our scientific research is the visualisation and analysis of job centric
monitoring data. Currently, we use AMon to e.g., display single jobs or to compare jobs
by colour coded bars. To support the users in the monitoring our ongoing work is on the
detection of abnormal job behaviour by an automatic analysis and comparison of multiple
jobs.
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Abstract: Parallel storage systems distribute data onto several devices. This
allows high access bandwidth that is needed for parallel computing systems.
It also improves the storage reliability, provided erasure-tolerant coding is
applied and the coding is fast enough.
In this paper we assume storage systems that apply data distribution and
coding in a combined way. We describe, how coding can be done parallel on
multicore and GPU systems in order to keep track with the high storage access
bandwidth. A framework is introduced that calculates coding equations from
parameters and translates them into OpenMP- and OpenCL-based coding
modules. These modules do the encoding for data that is written to the
storage system, and do the decoding in case of failures of storage devices. We
report on the performance of the coding modules and identify factors that
influence the coding performance.

1

Introduction

Parallel and distributed storage systems are susceptible against faults due to their
higher number of storage devices that all can fail or can become unaccessible temporarily. Thus, a combination with fault-tolerant coding, particularly erasuretolerant coding is often applied. Codes are applied to calculate redundant data
that is distributed in addition to the original data onto several failure-independent
devices. That redundant data serves for the recalculation of ’erased’ data that can
not be read when devices fail or get disconnected.
There is a number of simple solutions, e.g. duplication of every data unit in a
distributed system to another storage node. This introduces a high overhead in
terms of storage capacity and a high write access load. Another simple solution
is a parity code across all units that are distributed. The parity data is a kind
of shared redundancy and can be applied to recalculate any data pice in case of a
single failure. Erasure-tolerant codes are a generalization of the shared redundancy
principle and are capable to tolerate a higher number of failures. Generally, codes
base on a distribution of original data across k devices and a number of redundant data blocks that are placed on m additional devices (see Figure 1). It must
be known which devices failed in order to decode the original data successfully.

63

This assumption is typically fulfilled within storage systems and differentiates the
applied codes from general error-correction codes, e.g. codes for channel coding.
k : original data

m : redundant data

different
blocks
devices:
independent disks
or storage servers

Figure 1: Data block distribution and redundancy used in parallel and distributed storage
systems.

Some erasure-tolerant codes are optimal in terms of tolerated failures and storage
overhead by allowing to tolerate every combination of up to m failed devices among
these k+m devices in total. The coding community investigated much research effort to find codes that show this optimal property for a large range of parameters
k and m. Another criterion is the number of operations for encoding and decoding
that should be as low as possible.
We already introduced an equation-oriented approach to erasure-tolerant coding in
[SP08] that applies the Cauchy Reed/Solomon code arithmetics. Equations that
calculate redundant data units by XORing original data units in an appropriate
way define the functionality of the storage system. Initially, we provided these
equations in data files in order to parameterize the en- and decoder of the storage
system. The contribution of this paper is a proof of the concept that equations
can be translated into programming language code directly. This code is enriched
with expressions that control parallel processing, either in terms of data-parallel
OpenCL kernel code, or in terms of OpenMP directives. These expressions are
generated automatically.
The paper is organized as follows. Related work is surveyed in Section 2. The
principle of equation-oriented en- end decoding is explained in Section 3 and in
Section 4 we describe the translation to OpenCL and OpenMP code. A performance evaluation of our implementation can be found in Section 5. We conclude
with a summary.

2

Related Work

Parallel storage systems that employ several storage devices and coding for fault
tolerance first have been introduced with RAID systems [KGP89] in the context
of several host-attached disks. This general idea later got adopted to networked
storage. Later a variety of different codes were explored and applied for different
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types of systems, e.g. networked storage, distributed memory systems or memories
for sensor networks.
The Reed/Solomon code [IR60] (R/S) is a very flexible code that allows to construct
coding systems for different distribution factors (k) and different amount of redundant data (m). R/S provides specific coding and decoding rules for any k and m,
following a linear equation system approach. Originally, R/S requires Galois Field
arithmetics and therefore needs more instructions and processing time on general
purpose processors, compared to XOR-based codes that can directly use the processors XOR instruction. An XOR-based variant of R/S was introduced by Blomer
et al. [BKK+ 95] and got later known as the so called Cauchy-Reed/Solomon code
(CRS). This code divides each of the k+m storage resources into ω different units
(ω is chosen such that 2ω > k + m holds) that are individually referenced by XORbased calculations. In our previous work on the NetRAID [Sob03, SP06] system
an equation-based description of encoding and decoding was developed and allows
a flexible use of different codes.
Equation-based coding strongly relates to the matrix-based coding technique that
is supported by the jerasure library for erasure-tolerant codes [Pla07]. A binary
code generator matrix selects Bits of the original data word to be XORed to the
redundant Bits. Optimizations of the encoding algorithms and the creation of
decoding algorithms are a result of matrix operations. The main objective is to find
efficient codes with optimal failure-correction capabilities and minimal computation
cost. In our tools we apply matrix-based techniques as well, but provide a textual
description of coding algorithms that consists of equations over different Bits.
In an environment with parallel processes and parallel storage devices, it is necessary to exploit parallelism as well for storage coding to reach reasonable high
coding throughput that keeps track with the desired high speed of the storage system. To use multi core processors is obvious. In addition, R/S and CRS have been
offloaded to FPGA [HKS+ 02],[HSM08], GPU using NVidia CUDA [CSWB08] and
other hardware [SPB10]. In [CSWB08] a GPU was evaluated for encoding a k=3,
m=3 R/S code. It could be shown that the GPU’s encoding rate is higher than
the RAID level 0 aggregated write rate to the disks and coding keeps track with
the pure disk system performance. The wide availability of multicore processors
and OpenMP (Open Multi Processor) motivated further steps to run the coder as
a multithreaded system.
Besides data parallelism as a straightforward way, further functional parallelism
can be exploited in storage system coding. The functional parallelism is represented by the different equations for different redundant data units. For CRS, a
number of ω · m different redundant units can be calculated independently using
individual XOR calculations which allows equation-based functional parallelism. A
comparison between equation-oriented coding and data-parallel coding in [Sob10]
revealed that equation-parallel coding improves the locality of data access for input and output data. Nevertheless, equation-oriented parallelism does not always
produce an evenly balanced workload and requires a special choice of parameters
to create evenly distributed encode equations.
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3

Coding by Equations

The concept to describe encoding and decoding by XOR equations has been introduced in [SP08]. The equations are provided by a tool that includes all the CRS
arithmetics and delivers the equation set for a storage system.
The naming of the units and the placement of the units on the storage resources
is defined as follows. We place units 0, 1, . . . ω-1 consecutively on the first original
storage device, units ω to 2 · ω-1 on the second device and so on. Each unit is
denoted by the character ’u’ and a number, e.g. u0 for the first unit in the system.
The code calculations have to reference these units properly in the XOR equations.
For the example with k = 5 and m = 2, the number of equations is 6. There is
an individual equation for each of the 6 units. These 6 units are placed on two
redundant storage devices (see Listing 1).
u15
u16
u17
u18
u19
u20

=
=
=
=
=
=

XOR(u2,u3,u4,u5,u7,u9,u11,u12)
XOR(u0,u2,u3,u7,u8,u9,u10,u11,u13)
XOR(u1,u3,u4,u6,u8,u10,u11,u14)
XOR(u0,u2,u4,u6,u7,u8,u11,u12,u13)
XOR(u0,u1,u2,u4,u5,u6,u9,u11,u14)
XOR(u1,u2,u3,u5,u6,u7,u10,u12)

Listing 1: Example for a coding scheme (k = 5, m = 2, ω = 3).

The equations above allow to calculate every redundant unit independently from
the other ones. Such a coding naively supports parallel processing, but contains
redundant calculations, e.g. XOR(u2, u3) is calculated 3 times. We call this the
direct coding style. Another style of coding is called the iterative coding style that
exploits previously calculated elements when possible. In that way, redundant
calculations can be eliminated, e.g. XOR(u2, u3) is stored in a temporary unit
t0 and then referenced 3 times. Replacing all common subexpressions reduces
significantly the number of XOR operations. For the k = 5, m = 2 system a
reduction from 45 to 33 XOR operations occurred. For this example, the equations
are given in Listing 2 with temporary units denoted with ’t’ and their number.
The iterative equations can be formed from the equations given in the direct style
using an automated preprocessing step.
Our approach is to translate the equations in a further processing step directly to
OpenCL kernel code, or alternatively to OpenMP code. Both variants use extension
of the C programming language. The generated code can be compiled to storage
system components during system runtime. Particularly, at the time when a new
failure situation is detected, the framework calculates new decoding equations to
recalculate the missing data units from the other ones that are still available. A
new decoder code can be generated from the decoding equations, translated to C
code with parallel OpenCL or OpenMP extensions and then compiled to runtime
components of the system.
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u15 = XOR(t1,t3,t4)
u16 = XOR(t4,t6,t7)
u17 = XOR(u3,u4,u8,t6,t9)
u18 = XOR(u2,u4,u6,u7,t3,t7)
u19 = XOR(u0,u2,u9,u11,t1,t9)
u20 = XOR(u5,u7,u10,u12,t0,t8)
t0 = XOR(u2,u3)
t1 = XOR(u4,u5)
t2 = XOR(u7,u9)
t3 = XOR(u11,u12)
t4 = XOR(t0,t2)
t5 = XOR(u0,u8)
t6 = XOR(u10,u11)
t7 = XOR(u13,t5)
t8 = XOR(u1,u6)
t9 = XOR(u14,t8)

Listing 2: Coding scheme (k = 5, m = 2, ω = 3)

4

Translation to parallel code

Our tool that generates the equations is capable to generate OpenCL kernel code
and OpenMP program code as well. To do that, the user solely has to specify a
few optional parameters, e.g. the file for code output and the unit length that is
needed for addressing within the data arrays. This can be seen in the following
command line of the tool:

./cauchyrs -k=5 -m=2 --ocl_encoder --ocl_file=crs5+2.cl
--ocl_unit_len=2048 --ocl_encstyle=iterative

The OpenCL code, generated from a CRS code with k = 5, m = 2 is listed in
Listing 3. The unit numbers got translated into index values in order to address
the data that relate to the unit. For instance u0 got translated to n[0 + i] , u4 to
n[8192 + i] and u15 to r[0 + i] by comparing the OpenCL code with the equations
given in Listing 2. The constant offset in the index is calculated from the unit
number and the length of the units, e.g the 5th unit with the index 4 points
to 4 × 2048, when 2048 is the unit length. The redundant units with numbers
n : k×ω ≤ n < (k+m)×ω are translated into elements within the r array (r denotes
redundant data). The constant part is derived by ((n − k) × ω) × unitlength. Every
index contains a variable part i that addresses each individual byte in the unit. The
XOR (operator symbol ˆ) causes that corresponding bytes of the different units in
the C statements are XORed bitwise. Finally, a XOR operation on corresponding
bits within the units takes place. A processing along different i values is done by
the GPU that invokes the kernel code when the function
clEnqueueNDRangeKernel(...,ckKernel,1,NULL,&GlobalSize,&LocalSize,...)
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// Parameters: k=5, m=2, w=3, OCL_UNIT_LEN=2048
__kernel void crs(__global const char *n, __global char *r)
{
unsigned int i = get_global_id(0);
char t21 = n[4096+i]ˆ n[6144+i];
char t22 = n[8192+i]ˆ n[10240+i];
char t23 = n[14336+i]ˆ n[18432+i];
char t24 = n[22528+i]ˆ n[24576+i];
char t25 = t21ˆ t23;
char t26 = n[0+i]ˆ n[16384+i];
char t27 = n[20480+i]ˆ n[22528+i];
char t28 = n[26624+i]ˆ t26;
char t29 = n[2048+i]ˆ n[12288+i];
char t30 = n[28672+i]ˆ t29;
r[0+i] = t22ˆ t24ˆ t25;
r[2048+i] = t25ˆ t27ˆ t28;
r[4096+i] = n[6144+i]ˆ n[8192+i]ˆ n[16384+i]ˆ t27ˆ t30;
r[6144+i] = n[4096+i]ˆ n[8192+i]ˆ n[12288+i]ˆ n[14336+i]ˆ t24ˆ t28;
r[8192+i] = n[0+i]ˆ n[4096+i]ˆ n[18432+i]ˆ n[22528+i]ˆ t22ˆ t30;
r[10240+i] = n[10240+i]ˆ n[14336+i]ˆ n[20480+i]ˆ n[24576+i]ˆ t21ˆ t29;
}
// another kernel that works with a word len of 16 bytes
// and reaches slightly better performance
__kernel void crs16(__global const char16 *n, __global char16 *r)

Listing 3: Automatically generated OpenCL kernel.

is called by the host program. A number of LocalSize threads are started on the
GPU multiprocessors and are supported by the SIMD-like data parallel execution
technique. The GPUs used, allowed to start 512 threads (NVidia Quadro FX880M)
and 1024 threads (NVidia Quadro 600). The parameter GlobalSize can express
a higher thread number, that are run in a batch mode in groups of LocalSize
threads.
In the same style like the OpenCL code generation we support OpenMP (Open
Multi Processor language) programs for coding. OpenMP allows to create multithreaded processes from a sequential code by adding directives to the program.
Typically, the workload of for-loops is distributed to several threads. OpenMP
threads run on a shared memory and do not need to transfer any data before and
after the multithreaded execution.
In the example, a C-program is written to the file omp5+2.c.
./cauchyrs -k=5 -m=2 --omp_encoder --omp_file=omp5+2.c
--omp_unit_len=2048 --omp_encstyle=iterative

The C program (see Listing 4) contains array index values instead of unit numbers.
For OpenCL we generated macro code for the index. This allows to read the
code like equations and find the unit numbers. The C preprocessor replaces the
macro symbols with the macro expressions. At compile time, the constant part
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of each index is calculated. The variable part i of an index is controlled by the
for-loop during the runtime of the encoder. Where a common C program would
run all the iterations from i=0 to i=unitlength-1, OpenMP delegates the loop
to several threads that cooperatively run different index ranges. The OpenMP
directive (#pragma omp ...) is generated automatically in the same way as the
program code.
Variables that are in local use for each iteration have to be declared as private. For
our application this applies to the character variables for the temporary units.
// Parameters: k=5, m=2, w=3, OCL_UNIT_LEN=2048
#define UNIT_LEN 2048
#define RUNIT(a) a*UNIT_LEN+i
#define OUNIT(a) a*UNIT_LEN+i
void calc(const char *n, char *r)
{
int i;
char t21, t22, t23, t24, t25, t26, t27, t28, t29, t30;
#pragma omp parallel for private(t21, t22, t23, t24, t25, t26, t27,
t28, t29, t30)
for (i = 0; i < UNIT_LEN; i++)
{
t21 = n[OUNIT(2)]ˆ n[OUNIT(3)];
t22 = n[OUNIT(4)]ˆ n[OUNIT(5)];
t23 = n[OUNIT(7)]ˆ n[OUNIT(9)];
t24 = n[OUNIT(11)]ˆ n[OUNIT(12)];
t25 = t21ˆ t23;
t26 = n[OUNIT(0)]ˆ n[OUNIT(8)];
t27 = n[OUNIT(10)]ˆ n[OUNIT(11)];
t28 = n[OUNIT(13)]ˆ t26;
t29 = n[OUNIT(1)]ˆ n[OUNIT(6)];
t30 = n[OUNIT(14)]ˆ t29;
r[RUNIT(0)] = t22ˆ t24ˆ t25;
r[RUNIT(1)] = t25ˆ t27ˆ t28;
r[RUNIT(2)] = n[OUNIT(3)]ˆ n[OUNIT(4)]ˆ
r[RUNIT(3)] = n[OUNIT(2)]ˆ n[OUNIT(4)]ˆ
t24ˆ t28;
r[RUNIT(4)] = n[OUNIT(0)]ˆ n[OUNIT(2)]ˆ
t22ˆ t30;
r[RUNIT(5)] = n[OUNIT(5)]ˆ n[OUNIT(7)]ˆ
n[OUNIT(12)]ˆ t21ˆ t29;

n[OUNIT(8)]ˆ t27ˆ t30;
n[OUNIT(6)]ˆ n[OUNIT(7)]ˆ
n[OUNIT(9)]ˆ n[OUNIT(11)]ˆ
n[OUNIT(10)]ˆ

}
}

Listing 4: Automatically generated OpenMP program.

69

5

Performance Evaluation

OpenCL always uses ’just in time’ compilation of the GPU code. This means that
during the operation of the storage system processes a new kernel code can be
compiled and executed. Typically, when the storage system processes are started,
the encoding algorithm is compiled into the run time components once. Later on,
for encoding the data is transferred to the GPU, the kernel is invoked and the data
is moved back to the host memory. An OpenCL process runs through the following
phases:
(1) platform exploration and connecting to the GPU, (2) buffer management i.e.
allocating GPU memory, (3) kernel compilation, (4) input data transfer, (6) kernel
invocation and (7) result data transfer. We measured the time of these phases by
a host program (see Listing 5).
OpenCL K=3 M=2 w=3 UNIT_LEN=7168 wordlen=16
0.088277 seconds for platform exploration
0.000014 seconds for buffer management
0.189414 seconds for kernel compilation
0.000048 seconds for data transfer
0.000573 seconds for kernel execution and result return
Data rate incl. transfer: 99.058733 MiB/s
Data rate w/o. transfer: 107.341098 MiB/s

Listing 5: Example for an OpenCL kernel execution and the measured times.

The times measured for OpenCL phases of different runs are depicted in Figure
2 for a small system (code parameters k = 1, m = 1, ω = 1, unitlen= 16 byte)
that moves 1 × 16 Byte to the GPU, copies the 16 Bytes to the array of redundant
bytes and moves 1× 16 Byte back to he host memory. The comparison for a
system with a higher distribution factor, more redundancy and a larger block size
is given in Figure 3 (code parameters k = 4, m = 2, ω=3, unitlen= 32kByte).
This coding scenario transfers 4 × 3 × 32kiB = 384kiB to the GPU memory and
2 × 3 × 32kiB = 192kiB The kernel executes 33 XOR operations for every 12
Bytes input and 8 Bytes output data. These are 1081344 Byte XOR operations in
total. Both measurements were taken on a NVidia Quadro FX880M. The individual
times for specific phases show that a bigger equation system causes a longer kernel
compilation time. The other time values are dependent from the size of processed
data.
A direct comparison of sequential processing, OpenMP processing with 4 threads
and OpenCL processing on two different GPUs (GPU-1: NVidia Quadro FX 880M,
GPU-2: NVidia Quadro 600) is given by the data throughput rates in Table 1. The
execution times for sequential and OpenMP processing were measured on two different processors (CPU-1: Intel Core i5 M520, 2.4 GHz, CPU-2: AMD Phenom II
X4, 840, 3.2 GHz). We calculated the redundancy for a k = 4, m = 2, ω = 3 code
with a unit length of 32 kiB and 64 kiB. The values are average times taken from
10 runs. The measurements for the direct encoding style were done with equations

70

0.01

platform exploration
kernel compilation

0.5

buffer management
data transfer in
execution and resuts return

0.4
0.001
0.3

0.1
0

1

2

3

4

5
run id

6

7

8

time in seconds

time in seconds

0.2

0.0001

1e−05

1

2

3

4

5
run id

6

7

8

Figure 2: Minimal Code: Time consumption of phases for OpenCL processing on a GPU.
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Figure 3: Bigger Code: Time consumption of phases for OpenCL processing on a GPU.

that still contained redundant calculations and are clearly disadvantageous for sequential processing.
OpenMP shows a moderate performance improvement. CPU-1 is a dual core processor that supports 4 threads. The measured speedup on that dual core system
is 1.6 and 1.8. CPU-2 is a real 4-core system and the speedup factor is approximately 4 on that system. Besides of the different speedup, both CPUs reach nearly
the same absolute performance when OpenMP processing is applied. This can be
explained with the bigger cache of CPU-1 that improves the performance of each
thread for this data-intense coding application.
The GPU performance is significantly better than sequential processing on the
CPU, and better than multithreaded execution on the CPUs as well. However, it
does not reach the theoretical performance of the GPU by far. This is caused by
the data transfer between the host memory and the GPU memory.
When doing coding with a higher distribution factor and more redundant devices,
the computational cost increases. Accordingly, the ratio between transferred data
and computations is moved in direction of a bigger computational part. For sequential processing the data rates sink due to the higher computation cost. For GPU
computing the disadvantageous cost of data transfer is assumed to diminish with
increasing distribution and redundancy factors, due to the higher computational
load that can be coped with by the highly multithreaded architecture.
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CPU-1

CPU-2

unit
length

encoding
style

sequential

OpenMP

sequential

OpenMP

32
kiB

direct

124.3

44.9

iterative

168.9

direct

111.3

iterative

252.6

189.7
(× 1.5)
269.8
(× 1.6)
181.2
(× 1.6)
464.1
(× 1.8)

179.3
(× 4)
256.1
(× 3.5)
181.4
(× 3.3)
257.3
(× 3.6)

64
kiB

72.0
54.6
70.7

GPU-1

GPU-2

OpenCL

224.4

299.9

222.2

407.1

273.2

318.6

263.6

410.3

Table 1: Data throughput of encoding on different platforms in MiB/s.

6

Summary

OpenCL and OpenMP are appropriate platforms to implement software-based
erasure-tolerant coding for storage systems. Because the erasure-tolerant codes
strictly follow mathematical principles, particularly linear equation systems in case
of the Cauchy Reed/Solomon code, the kernels of the coding programs can be generated in an automated way. We showed that an equation-oriented description of
the codes can be easily translated to OpenCL and to OpenMP code. Fortunately,
all the expressions to control parallel execution could be generated automatically
as well.
OpenCL supports just in time compilation of GPU code which can be applied for a
storage system to exchange coding modules during runtime. This is needed to insert new decoding algorithms in case of failures. The decoding algorithm adapts to
the specific failure situation without requiring to run through control flow instructions. Because OpenCL is capable to run code on several platforms, especially on
a multicore CPU device as well, it is a preferable platform compared to OpenMP.
The performance evaluation revealed a moderate speedup for GPU processing using
OpenCL and for multicore processing using OpenMP. We expect that GPU computing using OpenCL can reach to I/O bound (transfer bandwidth to and from
GPU via the system interface) when all optimizations are applied.
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Fooling the masses with performance results:
Old classics and some new ideas
G. Wellein and G. Hager
Department for Computer Science and Erlangen Regional Computing Center
Friedrich-Alexander-Universität Erlangen-Nürnberg
In 1991, David H. Bailey published his insightful "Twelve Ways to Fool the
Masses When Giving Performance Results on Parallel Computers." In that
humorous article, Bailey pinpointed typical “evade and disguise” techniques for
presenting mediocre performance results in the best possible light. At that time,
the supercomputing landscape was governed by the "chicken vs. oxen" debate:
Could strong vector CPUs survive against the new massively parallel systems? In
the past two decades, hybrid, hierarchical systems, multi-core processors,
accelerator technology, and the dominating presence of commodity hardware
have reshaped the landscape of High Performance Computing. It’s also not so
much oxen vs. chickens anymore; billions of ants have entered the battlefield.
This talk gives an update of the "Twelve Ways." Old classics are presented
alongside new "stunts" that reflect today's technological boundary conditions.
DISCLAIMER: Although these musings are certainly inspired by experience with
many publications and talks in HPC, I wish to point out that (i) no offense is
intended, (ii) I am not immune to the inherent temptations myself and (iii) this all
still just meant to be fun.
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I/O-efficient approximation of graph diameters by parallel
cluster growing – a first experimental study. ∗
Deepak Ajwani†

Andreas Beckmann‡

Ulrich Meyer‡

David Veith‡

Abstract: A fundamental step in the analysis of a massive graph is to compute its diameter. In the RAM model, the diameter of a connected undirected unweighted graph
can be efficiently 2-approximated using a Breadth-First Search (BFS) traversal from an
arbitrary node. However, if the graph is stored on disk, even an external memory BFS
traversal is prohibitive, owing to the large number of I/Os it incurs. Meyer [Mey08]
proposed a parametrized algorithm to compute an approximation of graph diameter
with fewer I/Os than that required for exact BFS traversal of the graph. The approach
is based on growing clusters around randomly chosen vertices ‘in parallel’ until their
fringes meet. We present an implementation of this algorithm and compare it with
some simple heuristics and external-memory BFS in order to determine the trade-off
between the approximation ratio and running-time achievable in practice. Our experiments show that with carefully chosen parameters, the new approach is indeed capable
to produce surprisingly good diameter approximations in shorter time. We also confirm experimentally, that there are graph-classes where the parametrized approach runs
into bad approximation ratios just as the theoretical analysis in [Mey08] suggests.

1

Introduction

Massive graphs arise naturally in many applications. Social network graphs or the WWW
graph have implicitly become part of our daily life. A whole branch of computer science deals with network analysis [BE05]. A fundamental step in the analysis of a massive graph is to compute its diameter: In this paper, we consider connected undirected
unweighted large sparse graphs G(V, E) where n = |V | and m = |E|. The distance
d(u, v) between two nodes u, v ∈ V is the number of edges in the shortest path connecting u and v. The eccentricity of a node v is defined as ecc(v) = maxu d(v, u).
Finally, D = maxu,v d(u, v) = maxv ecc(v) is called the diameter of G. We are particularly interested in the case when G is sparse (m = O(n)) but nevertheless too big to fit
into the main memory of a single computing device. In that setting the typical strategies
are: (i) to distribute the data over many computers and apply parallel algorithms (e. g.,
see [BM08, MEJ+ 09]) and/or (ii) store the data on secondary memory like hard disks or
flash memory. In this paper we will concentrate on practically feasible diameter approximation algorithms for the latter (external memory) approach.
∗ Partially

supported by the DFG grant ME 3250/1-3, and by MADALGO – Center for Massive Data Algorithmics, a Center of the Danish National Research Foundation.
† Centre for Unified Computing, University College Cork, Cork, Ireland
‡ Institut für Informatik, Goethe-Universität Frankfurt am Main, Germany
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External memory model: The huge difference in time between accessing an element
from the main memory and fetching an element from the disk is nicely captured by the external memory (EM) model (sometimes also called the I/O model), which was introduced
by Aggarwal and Vitter [AV88]. It assumes a two level memory hierarchy. The internal
memory is fast, but has a limited size of M elements (nodes/edges). In addition, there
is an external memory which can only be accessed using I/Os that move B contiguous
elements between internal and external memory. At any particular time, the computation
can only use the data already present in the internal memory. The measure of performance
of an algorithm is the number of I/Os it performs – the less I/Os the algorithm requires,
the better it is. The number of I/Os required to scan n contiguously stored elements in
the external memory is scan(n) = O(n/B) and the number of I/Os required for sortn
logM/B n/B). For realistic values of B, M and n,
ing n elements is sort(n) = O( B
scan(n) < sort(n)  n and the goal of designing external memory algorithms is often
to reduce the I/O complexity from O(n) to O(sort(n)). Further discussions on realistic
models for computing on large data can be found in a recent survey article by Ajwani and
Meyerhenke [AM10].
Outline: Section 2 presents an overview of various algorithms and heuristics designed
in recent years to compute the exact or approximate diameter including the approaches
implemented in this project. Section 3 provides some implementation details. The experimental results are detailed in Section 4 and we conclude in Section 5.

2

Related Work

The problem of computing the diameter of large graphs, particularly for complex networks, has received considerable attention lately, both from an algorithmic and empirical
point of view. For the exact computation of diameters in unweighted undirected graphs,
breadth-first search (BFS) can be executed from all nodes of the graph and the longest
height of a BFS tree is reported as the diameter. Doing so naively requires O(n2 +mn) operations. However, the method can be improved by logarithmic factors (e. g., [Cha06]) in
the standard RAM model with logarithmic word size. There are also algebraic approaches
for computing all pairs breadth-first search (AP-BFS) based on matrix-multiplication based
algorithm (e. g., [Sei95]). But the exact diameter computation based on either combinatorial or algebraic approaches remains computationally expensive and impractical for massive sparse graphs. Even the recent result by Peres et al. [PSSZ10] who gave an O(n2 )
algorithm for computing all-pair shortest path with high probability is infeasible for such
graphs.
Internal-Memory Small-Factor Approximations
As the exact computation of diameters for massive sparse graphs seems impractical, approximation algorithms and heuristics have received attention lately. In the following we
review some strategies that rely on the fact that a rather small number of BFS computations
can easily be afforded as long as the input graph fits into internal memory.
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The trivial bounds: It is folklore that already a single BFS run rooted at an arbitrary
source r yields trivial lower and upper bounds on the diameter: ecc(r) ≤ D ≤ 2 · ecc(r).
Obviously, the choice of r determines which of these bounds is tight (if any). The approximation can be improved by performing k BFS explorations from k carefully chosen
starting points [BFLO06]: in that case the additive error drops to O(n/k) at the cost of
increased running time (for k BFS runs).
The double sweep heuristic: In practice the trivial lower bound based on a BFS run with
some random source r can frequently be improved significantly by just one additional BFS
run from some source v 0 satisfying d(r, v 0 ) = ecc(r) and reporting the bound d(v 0 , v 00 ) =
ecc(v 0 ) for some node v 00 with maximal depth in the BFS tree for source v 0 . This technique
is also called the double sweep method (e. g., see [CDHP01, MLH09]). On certain graph
classes including trees the double sweep method even guarantees to yield a tight lower
bound on the diameter [CDHP01]. On general graphs, the double sweep lower bound
will at least not be worse than the trivial one. In addition, the double sweep method
can be iterated for different sources but then previously applied sources for the respective
second BFS runs should not be reused. The double sweep lower bound can also be used to
yield improved upper bounds on the diameter of these BFS trees since it is able to derive
the exact diameter of a tree (and hence also of a BFS tree) as mentioned above. Again
iterating over several carefully chosen BFS trees may strengthen the upper bound even
further. Observe, however, that there are graph classes (like rings) where any BFS tree
of those graphs has a larger diameter than the respective original graph (up to a factor of
two).
The fringe heuristic: As long as the input graph fits into main memory, the name of the
game is to find matching upper and lower bounds for many graph classes while investing as
few BFS traversals as possible. To the best of our knowledge, the most efficient approach
of this kind is the fringe heuristic by Crescenzi et al. [CGI+ 10]. For some vertex u, the
fringe of u, denoted F (u), is set of all vertices v ∈ V such that d(u, v) = ecc(u). The
fringe heuristic uses the double sweep method to find a lower bound on the diameter and
computes an upper bound on the diameter as follows:
1. Let r, v 0 , and v 00 be the vertices identified by double sweep method.
2. Find the vertex u that is halfway along the path connecting v 0 and v 00 inside the BFStree rooted at v 0 .
3. Compute the BFS tree for source u and its eccentricity ecc(u).
4. If |F (u)| > 1, find the BFS trees for all sources z ∈ F (u), and compute B(u) =
maxz∈F (u) ecc(z):
– If B(u) = 2 · ecc(u) − 1, return 2 · ecc(u) − 1.
– If B(u) < 2 · ecc(u) − 1, return 2 · ecc(u) − 2.
5. Return the diameter of the BFS tree rooted at u.
It is shown in [CGI+ 10] that the fringe algorithm correctly computes an upper bound on
the diameter using at most |F (u)| + 3 BFS traversals. While |F (u)| = Ω(|V |) in the worst
case, Crescenzi et al. demonstrate that |F (u)| is often rather small (less than 20) for real
world graphs. Additionally, for nearly all tested cases in [CGI+ 10] the fringe heuristic
produced matching lower and upper bounds.
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External-Memory Approaches
There has been a significant number of publications on external-memory graph algorithms; see [MSSE03, Vit06] for recent overviews. Exact computation of the diameter on unweighted undirected graphs (via All-Pairs Shortest-Paths, APSP) has been addressed in [AMT04, CR05]: both approaches require Θ(n · sort(n)) I/Os for sparse
graphs. Taking into account that current machines easily feature several gigabytes of
RAM, in the external-memory setting where n > M  B, an algorithm spending
Θ(n · n/B) = Ω(n2 /B) I/Os is practically useless.
Small-factor approximations: Chowdhury and Ramachandran [CR05] also gave an algorithm for computing approximate all-pairs shortest-paths with additive error. However,
their approach only takes less I/O than exact EM APSP when m ≥ n log n, which is not
the sparse graph case we are interested in, and even then the I/O volume is huge.
Of course, the simple BFS-based RAM approximation approaches discussed above can be
implemented in external-memory
using EM BFS. However, even for the trivial 2-approxi√
mation this takes Ω(n/ B) I/Os in the worst-case [MM02]. What this means in practice
will be discussed in Section 4.
Parametrized approximations: In the following, we review a recent parametrized approach by Meyer [Mey08] to trade approximation quality with sub-BFS I/O time, which
we will also experimentally evaluate in Section 4. The problem of computing an approximate diameter of the input graph G (with n nodes and m edges) is reduced to that of
computing exact shortest paths on a weighted graph G0 with O(n/k) nodes and O(m)
edges. Graph G0 is computed using a static external memory BFS [MM02] like preprocessing as follows: We first choose each node to be a master node with a probability 1/k.
Additionally, we select every k-th node in the Euler-tour traversal around an arbitrary spanning tree of G, to also be a master node. Thereafter, we grow the clusters “in parallel”. In
each round, each master node tries to capture all unvisited neighbors of the current cluster.
This is done by first sorting the nodes at the fringes of the clusters and then scanning the
adjacency-lists of the nodes in the yet unexplored graph. Ties are broken arbitrarily.
Let C(u) be the cluster containing u. An edge {u, v} ∈ G results in an edge {C(u), C(v)} ∈
G0 if C(u) 6= C(v). The weight of the created edge {C(u), C(v)} is dc (u) + 1 + dc (v),
where dc (u) is the distance of u from its cluster center. We remove the parallel edges by
keeping only the lightest edge between C(u) and C(v). We run single source shortest path
(SSSP) from an arbitrary node s in G0 and output the maximum distance from s to any
other node in G0 . Note that this is a constant-factor approximation to the weighted diameter of G0 .√Meyer [Mey08] showed that the expected weighted diameter of G0 satisfies
DG0 = O( k · DG ).
Since each k-th node on the Euler tour is a master node, each node u ∈ G is at most distance k away from a master node and the clusters are grown for at most k rounds. As each
cluster growing round requires O(scan(m)) I/Os to scan the adjacency lists of unexplored
graph and each node appears only once as a fringe node of some cluster leading to a total
of O(sort(n)) I/Os, the total complexity of computing G0 is O(k · scan(n + m) + sort(n +
m)+ST (n, m)) I/Os, where ST (n, m) is the I/O complexity of computing a spanning tree
of an n node and m edge undirected graph: O(sort(n + m)) I/Os randomized [ABW02]
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and O(sort(n) log log n·B
m ) I/Os with a deterministic spanning tree algorithm [ABT04].
Computing single source shortest path on a graph with O(n/k) nodes and O(m) edges
with
p the ratio between maximum and minimum edge weight being k requires
O( n·m
+ m) + ST (n, m)) I/Os [MZ03]. The total I/O complexity for
k·B log2 k + sort(n
p
this algorithm is thus O( ( n·m
k·B log2 k +k ·scan(n+m)+sort(n+m)+ST (n, m)) I/Os.
Spanning tree heuristics: While the parametrized approximation discussed above still
offers some (expected) approximation guarantees one might also go to the extreme: omit
any kind of guarantee and just rely on an I/O-efficient heuristic. While (at least in theory)
BFS computations on sparse graphs tend to spend much more I/O than spanning tree computations it is natural to ask if one could use a spanning tree rather than a BFS traversal for
approximating the diameter. Unfortunately, the diameter of a spanning tree can be very far
from the diameter of the graph. For instance, consider a cycle graph u1 . . . un−1 of n − 1
nodes and edges and a special node s with edges to all nodes of the cycle. The diameter
of a spanning tree {s, u1 }, {u1 , u2 }, . . . , {un−1 , un } is n − 1 while the diameter of the
original graph is 2. Unfortunately, even the diameter of a random spanning tree can be
very far away from the diameter of the graph. For instance, Rényi and Szekeres [RS67]
showed
√ that the expected diameter of a random spanning tree in the complete graph Kn is
O( n).
A simpler way to use randomization in this context is to consider the minimum spanning
tree in the original graph with edge weights assigned independently and uniformly from
the range (0, 1]. However, even the diameter of such a spanning tree can be quite large
compared to the diameter of the graph. Nevertheless, our heuristic based on initial work
by Brudaru [Bru07] takes this spanning tree as the base case and iteratively refines it to
approximate a BFS tree rooted at some arbitrary node s. Let Ti be the spanning tree after the i-th iteration (minimum spanning tree with random weights being T0 ) and hi (u)
be the distance of node u from s in Ti . Each iteration consists of carefully selecting the
edges for Ti+1 such that for each node u, hi+1 (u) ≤ hi (u) and for at least one node v,
hi+1 (v) < hi (v), thus, eventually the sequence T0 , T1 , . . . , Ti converges to a BFS tree
with root s.
An iteration consists of scanning the list of edges of the original graph and for each node
u, selecting the edge {v, u} such that hi (v) is minimum. This is done independently for
all nodes. Note that although some neighbors of u may have found a shorter path to s in
the course of this iteration, this is completely ignored as using this information naively
may require random I/Os.

3

Implementation details

For our experimental study we implemented or modified three approaches: (i) we modified the external memory BFS [ADM06] to use double sweep lower bound, (ii) we reimplemented the spanning tree heuristics from Section 2, and (iii) we engineered a simplified version of the parametrized approximation algorithm from Section 2. Our C++ code
uses the external memory library STXXL [DKS08] ver. 1.3.1 for algorithms like sorting
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and data structures like priority queues. An additional benefit of using STXXL is the
streaming interface of various algorithms that allows us to make extensive use of pipelining to save a factor of 2–3 in the total I/O volume.
Implementation of the parametrized approximation: The data structures and graph
generators used in our code are similar to those of BFS implementation of Ajwani et
al. [ADM06]. This was done to ensure better comparison with the external memory BFS
implementations. Also, we use their pipelined randomized clustering implementation in
our approach to compute the clustering of the input graph.
Notwithstanding the theoretical description of the parametrized approximation approach
in [Mey08] and Section 2 we omitted to choose extra masters deterministically and only
rely on the randomly chosen master vertices. We then create a condensed graph based on
this clustering using a constant number of sorting and scanning rounds. If the condensed
graph fits internally, we use an internal memory SSSP sub-routine that we implemented
using STL. Otherwise, we use our adaptation of the semi-external memory SSSP subroutine by Meyer and Osipov [MO09], SE SSSP for short, to compute the diameter of
the weighted condensed graph. Note that this code requires at least one bit per vertex of
the condensed graph in internal memory and also drops strict performance guarantees for
non-random edge weights, which occur in our application. We refer to our implementation
of the parameterized approximation algorithm as PAR APPROX.
Both SSSP-subroutines (internal or semi-external) apply the double sweep lower bound
ideas [MLH09] to find a source which guarantees reasonable values for the resulting diameter.
Implementation of the spanning tree heuristics: In her original work [Bru07], Brudaru
implemented these heuristics in internal memory using the LEDA library and also created
an external memory prototype. We re-implemented the heuristics to maximally utilize the
pipelining and other features offered by STXXL.

4

Experimental results

The goal of our experiments is (i) to determine the trade-off between approximation quality
and running time (dominated by I/Os) and (ii) to ascertain if the diameter for massive
sparse graphs can be computed in a reasonable time (e. g. overnight running on a standard
desktop PC). Our hope is that the insights learned during these experiments will assist a
practitioner to determine the right technique for computing the diameter of a given graph.
Graph classes: We chose three different graph classes: one real-world
√ graph with logarithmic diameter and two synthetic graph classes with diameter Θ( n) and Θ(n). The
real-world graph sk-2005 has around 50 million vertices, about 1.8 billion edges and is
based on a web-crawl. It was selected for better comparison with DSLB UP BOUND of
Crescenzi et al. [CGI+ 10] and because it has a known diameter of 40.
The synthetic x-level graphs are similar to the B-level random graphs in [ADM06]. The
graph consists of x levels, each having nx vertices (except for level 0 which contains only
one vertex). The edges are randomly distributed between consecutive levels, such that
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these x levels approximate the
from the source vertex
√
√ BFS levels if BFS were performed
in level 0. We selected x = n and x = Θ(n) to generate n and Θ(n)-level graphs with
228 vertices and around
√ 1 billion edges for our experiments. The generated graphs have
1,127,310,556 edges ( n-level graph) and 903,876,452 (Θ(n)-level graph).
To elicit the worst-case approximation ratio from the PAR APPROX approach, we also
generated another graph from a class with three parameters: k1 , k2 and k3 satisfying
n = k3 · (k1 + k2 ). It consists of a list of length k3 . There are k3 node-disjoint lists
of length k1 incident on each vertex of the original list (of size k3 ). Each of the k3 lists
have a fan-out of k2 at the other end. The main idea behind this graph class is as follows:
for appropriately chosen kj values, there are most masters of PAR APPROX in the fans
and only few masters in the lists so that many clusters meet with large edge weights at the
original list of length k3 , thus blowing up the weighted diameter of the condensed graph
significantly.
We randomize the layout of the synthetic graphs on the disk to ensure that the disk layout
does not reveal any additional information that is exploitable. However, we use the ordering provided with sk-2005 graph for fair comparison with results reported in the literature.
Configuration: We performed our experiments on two different architectures.
(i) To determine the behavior of different techniques in an external memory setting, we
used a machine with an Intel dual core E6750 processor @ 2.66 GHz, 4 GB internal memory (around 3.5 GB free), 4 hard-disks with 500 GB each as external memory for STXXL,
and a separate disk for the operating system, application and storing data, logfiles etc. The
operation system was Debian GNU/Linux amd64 ‘wheezy’ (testing) with kernel 3.0. The
programs were compiled with GCC 4.4 in C++0x mode using optimization level 3.
(ii) For running the heuristics of Crescenzi et al. [CGI+ 10] in internal memory, we used a
machine (part of the HPC cluster at Goethe University) with 4 quad-core AMD OpteronTM
processor 8384 @ 2.7 GHz (only one core was used) and 64 GB internal memory. Note
that the purpose of these experiments is to determine the quality of approximation with
their approach and to ascertain if it can be matched in an external memory setting. The
running time of an approach on this machine is no indication of the running time in an
external memory setting.
Selecting the correct number of master vertices for PAR APPROX: Theoretically, as
we increase the number of master vertices, the maximum distance d between them should
decrease. This should help to reduce the running time of the clustering phase and improve
the approximation quality (as the condensed graph better captures the structure of the original graph and the factor 2 · d added to the calculated diameter is low). The penalty paid
for this is the increased I/O time for external memory SSSP. Varying the number of master
vertices gives a trade-off between approximation ratio and the running time.
However, most worst-case efficient external memory SSSP approaches are impractically
sophisticated. As such, we have to rely on internal and semi-external memory SSSP
(SE SSSP). This imposes additional constraints on the maximum number of master vertices as for using the internal memory SSSP, the condensed graph should fit internally,
while for using SE SSSP the number of master vertices should be less than the main memory size in bits.
When using the internal memory SSSP, we would like to choose the largest number of

81

master nodes such that the condensed graph fits internally. However, identifying this number is a non-trivial task because the graph density of the condensed graph depends on the
structure of the input graph. The condensed graph of a random graph is significantly more
dense than the one for a list graph. Therefore, we would like to select the number of master
vertices based on the structure of the graph – fewer master vertices for random graphs than
for Θ(n)-level graphs. However, selecting the number of master vertices on the basis of
graph type requires a priori information about the graph class, which runs contrary to our
objective of analyzing a given graph by determining its diameter.
√
Thus, we have two alternatives: We can either start with a small (e. g., O( M )) number
of master vertices such that the condensed graph is guaranteed to fit internally. Thereafter,
we can adaptively compute the correct number of master vertices by increasing the number
if the running time for the clustering is too high (and aborting and redoing the run with
the new number) or by decreasing the number if the resultant condensed graph does not fit
internally.
The other alternative is to choose a large number of master vertices and use SE SSSP on
the condensed graph. This is almost always faster than EM BFS DSLB. We can then reduce the number of master vertices to get a trade-off between approximation quality and
runtime. We have used both of these alternatives in our experimental study.
Results: First we present the results of three different approaches: External memory BFS
with double sweep lower bound (EM BFS DSLB), the spanning tree heuristic (SPAN) and
the fringe approach from Crescenzi et al. with dslb method [CGI+ 10] (DSLB UP BOUND).
The external BFS and the internal DSLB UP BOUND showed similar results. For sk-2005
we got a lower bound of 39 instead of 40. With a second experiment with a different carefully chosen source we have found the lower bound of 40, too.
For DSLB UP BOUND, we used ten iterations in one experiment. The other applications
we executed with only one iteration.
The results of the SPAN heuristic were not that close to the real diameter and have a
taller spread. The numbers in Table 1 are the resulting heights of the trees multiplied
with factor of two as an upper bound. We do not report the detailed running times of
√ sk-2005
n-level graph
Θ(n)-level graph
worst case for PAR APPROX

EM BFS DSLB
39
16,385
67,108,864
2,440,341

SPAN
60
46,262
86,488,096
3982472

DSLB UP BOUND
40
16,385
67,108,864
2,440,341

Table 1: Diameters approximated by various approaches. Exact diameters are marked in boldface.

DSLB UP BOUND, since it was only executed on the big 64 GB internal memory machine and was merely used to get hold of the exact diameters. As can be√
seen in Table 2, the
SPAN heuristic was often slower than EM BFS DSLB. Only for the n-level graph we
obtained a better running time behavior. In correspondence with the results in [ADM06],
graphs sk-2005 (with a low diameter)√and Θ(n)-level (which is similar to a single chain)
are easier for external BFS than the n-level graph (which shares some characteristics
with grid graphs).
Results for the PAR APPROX implementation: To learn more about the behavior of
our new approach we ran a couple of different test scenarios. In Table 3 we report on the
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√ sk-2005
n-level graph
Θ(n)-level graph
worst case for PAR APPROX

EM BFS DSLB
5.27
10.64
4.75
1.66

SPAN
7.65
7.74
4.81
3.34

Table 2: Running times (in hours) for EM BFS DSLB and SPAN.

results when the condensed graph G0 fits into internal memory. The running times are
dominated by the clustering. The internal-memory SSSP for G0 usually took only a few
seconds.
As for sk-2005, PAR APPROX was up to 10 times faster than EM BFS DSLB and SPAN.
Interestingly, the best approximation guarantee (42 vs. 40 exact) was obtained for small
numbers of master nodes. Running time and approximation deteriorate with more masters. We verified this phenomenon on the machine with 64 GB internal memory and more
samples. When between ten and twenty percent of the original graph nodes are chosen
as master vertices for sk-2005, there is a point where the approximation bound improves
again. We saw this behavior more or less pronounced for other real world graphs tested
in [CGI+ 10], too.
√
The results for the Θ( n)-level graph showed just the opposite trend: best running times
(up to 12 times faster than EM BFS DSLB) and approximation bounds (only 0.14 % away
from the exact diameter but nearly three times better than SPAN) were obtained for the
largest possible number of masters.
While for graphs with smaller diameter like sk-2005 a small number of master vertices
like 214 produces good running times, for the Θ(n)-level graph applying too few master
nodes would be dangerous: with a diameter of over 900 millions and only 214 master
nodes, more than 50,000 phases of the parallel cluster growing would be needed. The
estimated time for this clustering is around a month. Fortunately, the condensed graph G0
from Θ(n)-level graph is rather small even for a high number of master vertices: G0 fits
into internal memory on a 4 GB machine until 225 master vertices. While the approximation guarantee is still within 1 %, the running time gain for 224 masters is only a factor of
four.
Expectedly bad approximations bounds could be identified for our worst-case graph, especially with parameters k1 = 10 and k2 = 100 for n = 228 , resulting in a diameter of
about 2.44 million for n = 228 . With 220 master nodes, the PAR APPROX overestimated
the real diameter by more than a factor of five.
As can be seen in Table 3 for high √
diameter graph classes we need – and can afford –
a lot of master vertices, but for Θ( n)-level inputs or Θ(n)-level inputs the resulting
condensed graphs are too dense to be used in internal memory. Hence, we tested the
behavior of PAR APPROX for three different numbers of master vertices with SE SSSP.
The results in Table 4 show that also with SE SSSP as a subroutine PAR APPROX is
faster than EM BFS DSLB but not very much. Nevertheless, what is also important, the
resulting diameters are still very close to the real diameters.
PAR APPROX vs. SPAN vs. EM BFS DSLB: If the quality of the diameter approximation is most important then EM BFS DSLB could be the first choice.
√ EM BFS DSLB
produced reasonable results for all three graph classes sk-2005, Θ( n)-level, and Θ(n)

83

masters
sk-2005
computed approx. diameter
approximation ratio
time [h]
√ d
n-level
computed approx. diameter
approximation ratio
time [h]
d
Θ(n)-level
diameter
approx. ratio
time [h]
d
worst case
computed approx. diameter
approximation ratio
time [h]
d

∼ 28 ∼ 210 ∼ 212 ∼ 214
42
1.05
0.46
12

51
1.28
0.51
13

68
1.70
0.62
17

∼ 216

∼ 218

∼ 220

∼ 222

106
2.65
0.73
17

113
2.83
0.76
22

98
2.45
0.78
18

119
2.98
0.77
16

16,409
1.0015
0.87
13

16,408
1.0014
0.85
12

79
1.98
0.68
17

16,836 16,519 16,413
1.0275 1.0082 1.0017
4.29
1.30
0.87
156
35
15

∼ 224

67,118,479 67,128,342 67,233,297 67,717,702
1.00014
1.00029
1.00185
1.00907
41.60
12.33
3.68
1.26
3444
814
233
60
3,643,615 6,729,783 13,461,919 11,265,297 4,399,657
1.49
2.76
5.52
4.62
1.80
5.12
1.87
0.92
0.73
0.58
449
144
50
28
22

Table 3: Results of PAR APPROX for different numbers of master vertices, when the condensed
graph fits into internal memory. d is the maximum distance between two master vertices.
masters
sk-2005
computed approx. diameter
approximation ratio
time [h]
d
vertices in G0
0
√edges in G
n-level graph
computed approx. diameter
approximation ratio
time [h]
d
vertices in G0
edges in G0
Θ(n)-level graph
computed approx. diameter
approximation ratio
time [h]
d
vertices in G0
edges in G0

∼ 222

∼ 224

∼ 226

119
2.98
1.09 (0.32)
16
4,193,085
58,008,681

90
2.25
2.78 (1.73)
13
16,774,091
298,868,555

16,407
1.0013
6.96 (5.51)
10
4,195,701
702,067,655

16,403
1.0011
8.38 (6.80)
8
16,774,408
858,741,691

16,401
1.0010
9.41 (7.72)
7
67,105,247
924,712,355

67,233,297
1.00185
3.94 (0.06)
233
4,195,701
4,305,371

67,717,702
1.00907
1.6 (0.29)
60
16,774,408
21,392,325

67,515,826
1.00606
2.47 (1.68)
16
67,105,247
155,525,706

Table 4: Results of PAR APPROX with semi-external SSSP. The running times for SE SSSP (times
for clustering with BFS Phase I, sending weights to edges, 2 x SSSP) are reported in brackets.

level. It would have done so for the (k1 , k2 , k3 ) worst-case graph too, since that graph is
just a tree. But if the running time is also important then rather PAR APPROX should be
chosen. It is faster than EM BFS DSLB in each tested case (sometimes more than a factor
of ten) and its diameter approximation for each graph class was typically rather close – except for the carefully constructed worst-case graph. The spanning tree heuristic, however,
could not convince in this test.
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5

Conclusion

Our experiments have shown that the parametrized diameter approximation method is in
fact faster than plain external-memory BFS and typically produces much better approximation bounds than the theory predicts. Nevertheless, it turns out that it is currently not suited
as a section guide between different BFS approaches: as soon as the condensed graph does
not fit into main memory, the overhead to run the semi-external memory SSSP is not worth
the subsequent savings of a carefully chosen BFS approach. In fact, this is mostly a problem of the current interface in our SE SSSP implementation, which causes some extra
sorting steps for data conversion. For the future we plan to improve the SE SSSP code in
order to avoid these losses.
We are also interested in more sophisticated methods to condense the input graph. Currently, more master vertices speed-up the reduction time but result in a condensed graph
that typically does not fit into main-memory, thus causing more I/O for the subsequent
SSSP. Hierarchical clustering seems to be the natural choice but as the condensed graphs
become weighted already after the first round, the parallel cluster growing of the next
rounds needs to appropriately handle these weights, too. Currently, this step relies on the
fact that the edges are unweighted.
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Flexible Scheduling and Thread Allocation
for Synchronous Parallel Tasks
Christoph W. Kessler and Erik Hansson
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Abstract: We describe a task model and dynamic scheduling and resource allocation
mechanism for synchronous parallel tasks to be executed on SPMD-programmed synchronous shared-memory MIMD parallel architectures with uniform, unit-time memory access and strict memory consistency, also known in the literature as PRAMs
(Parallel Random Access Machines).
Our task model provides a two-tier programming model for PRAMs that flexibly
combines SPMD and fork-join parallelism within the same application. It offers flexibility by dynamic scheduling and late resource binding while preserving the PRAM
execution properties within each task, the only limitation being that the maximum
number of threads that can be assigned to a task is limited to what the underlying
architecture provides. In particular, our approach opens for automatic performance
tuning at run-time by controlling the thread allocation for tasks based on run-time
predictions.
By a prototype implementation of a synchronous parallel task API in the SPMDbased PRAM language Fork and experimental evaluation with example programs on
the SBPRAM simulator, we show that a realization of the task model on a SPMDprogrammable PRAM machine is feasible with moderate runtime overhead per task.

1

Introduction

During the recent years, computer architectures available on the consumer market have
switched from single-core architectures to multi-cores, and it is reasonable to assume that
we enter the many-core era in the near future. The reason for this change is that hardware
manufacturers try to keep up with the demand of more computation power and at the
same time consume less energy. As a consequence, speed-up of legacy, single-threaded
computer programs does not come for free any more but requires rewriting to leverage
many cores. Even worse is that, even where providing a shared memory abstraction, these
new architectures mainly follow NUMA and SMP designs that lack features that could
ease parallel programming, such as strong memory consistency or deterministic execution.
To ease the burden for both application programmers and compiler engineers, some architecture projects [PBB+ 02, For10, WV08] are working towards supporting more powerful,
deterministic parallel programming models such as the PRAM model [FW78, KKT01].
The PRAM model is often considered as only a theoretical programming model, but already in the 1990s it has been realized in hardware, albeit not on a single chip, e.g. the SBPRAM [PBB+ 02, KKT01]. In a current project by VTT Oulu (Finland) a new architecture

87

called Replica is being developed. It supports both PRAM and NUMA mode, and features
massively hardware-multithreaded configurable very long instruction word (VLIW) processor cores with chained functional units and a powerful 2D mesh on-chip combining
network providing uniform access to on-chip distributed shared memory. Replica will be
realized in hardware and is the successor of the Total Eclipse architecture [For10].
PRAMs are instruction-level synchronous MIMD parallel architectures with shared memory and are traditionally programmed in the SPMD execution style using PRAM languages
such as Fork [KKT01, KS97a], e [For04] etc. that map the naturally available tight synchronization of the underlying hardware to the expression and statement level, allowing to
reduce explicit synchronization in the code while maintaining deterministic parallel execution.1 While following the SPMD style across the whole machine gives full control over
the assignment of computation to execution resources, it becomes cumbersome for more
irregular application scenarios that require adaptive resource allocation strategies.
In this work, we show how a flexible MIMD task model allowing multithreaded PRAM
tasks, can be realized on top of a SPMD programmed PRAM platform. The data-driven,
dynamic scheduling principle of our task model is inspired by current single-threaded task
programming models such as StarPU and StarSs. Our work is part of a pre-study for
some features of the Replica architecture’s runtime system. As the Replica simulator and
software toolchain is not completely finished yet, we use the similar SBPRAM simulator
and Fork toolchain [KKT01] for the prototype implementation and evaluation.

2

Principle

We are given a PRAM with p hardware threads and with a low-level programming model
based on SPMD execution style, i.e., all p threads execute main from the beginning
and the hardware itself does not provide for dynamic creation and deletion of additional
threads2 . Hence, a software layer on top of a low-level programming environment will
be responsible for providing a task-based programming model. In the following, we propose a task-based programming model with non-preemptive dynamic scheduling, where
the tasks can be serial or PRAM-style synchronous parallel computations and thus might
require one or several threads of the underlying PRAM machine for execution.
Thread pool A program that uses synchronous parallel tasks or asynchronous sequential
tasks (or both) should in the beginning have a single thread initialize the task system by
calling init tasksystem(); and then send a subset of the available hardware threads
as worker threads into a central shared thread pool TP, where they wait for work. A thread
joins the thread pool by calling join threadpool(). If no tasks have been created
yet at this time, at least one thread should continue execution to create work for the others,
and may still join the thread pool later, thereby becoming an additional worker thread.
1 The strict memory consistency model of PRAMs is the strongest possible shared memory consistency model,
it is even stronger than sequential consistency.
2 In the following, thread means hardware thread (also known as virtual processor) unless otherwise stated.
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typedef struct vector {
int vid;
// unique ID for debugging purposes
int state;
// 0 = data not ready, 1 = data valid
void *pdata; // address of the wrapped payload data array
int n_elems; // number of elements
int type;
// element type field, refers to type table
struct sptaskdescriptor *consumers[MAXCONSUMERSPERVECTOR];
int n_consumers; // number of registered consumer tasks
} Vector;

Figure 1: Implementation of the Vector container in the C-based PRAM language Fork.
The program terminates successfully (by each thread calling exit(0)) if all p worker
threads are waiting idle in the thread pool and there is no task left in the task queue (see
below). A global counter holding the current number of threads waiting idle in TP can
easily be maintained using atomic prefix-add operations.
Containers A container is a wrapper data structure that encapsulates aggregate user data
such as an array together with metadata such as information about its size, type and state
(invalid/ready), and manages memory access information such as where its most recent
contents is currently located if there are multiple kinds of memory in the system. In particular, containers can, on such systems, provide consistent access to data on request (i.e.,
a call to the container’s flush operation) by enforcing a write-back to the default memory
location. On a PRAM this latter feature is actually not required, while it can be useful on
a NUMA system as it provides an object-based distributed shared memory.
The most common container, and the only one that we support by now, is Vector, inspired by the corresponding container type in the C++ STL. For the C-based PRAM language Fork, our Vector is internally defined as shown in Figure 1. However, following
a modular design style, the application programmer (API user) should not access these
fields directly but use predefined access functions and macros instead, some of which will
be described in the following.
In C++, Vector is generic in the element data type. In the C-based Fork language, we
have to represent the element type explicitly using a type field. The consumers are
those task instances (see later) that take this operand container with access mode ”in”.
The function Vector *new Vector(void *array, int length, int type
); allocates a new Vector container for array of length elements. The payload data
array is not copied, only a pointer to it is stored in the container. Hence, it is possible
that multiple containers point to the same payload data. This is a way to avoid unnecessary
copying; it is the programmer’s responsibility that this sharing of payload data does not
lead to data races. An example will be given at the end of this section.
The state of a vector v can be set as follows. A task is blocked until all its argument
containers are in ready state. Tasks waiting for an argument container to become valid
are registered in the container so they can be notified. setREADY(v) sets v to state
valid; this operation is used for containers holding input data to a task-based computation.
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typedef struct sptaskdescriptor {
int tid; // Rank in Frozen Queue FQ
void (* func)( int argc, Vector **argv, Vector *ret );
sync void (* sfunc)( sh int argc, sh Vector **argv, sh Vector *ret );
int argc; // number of arguments
Vector **args; // dynam. allocated shared array of argument containers
Vector *retvalue; // container that holds the return value
int minnthreads, maxnthreads; // lower and upper bound for #threads
int *shmem; // pointer to shmem, initially 0
int shmemsize;
int nthreads; // actual number of threads running this task as a group
} sptask;

Figure 2: Data structure for a SP-task descriptor in C/Fork. One such entry exists for each
task in the global shared heap memory.
setREADYandpromote(v) additionally notifies the consumer tasks that depend on v,
and promotes these to READY state where v was the last awaited argument.
Tasks can also return data in a container, which usually is then used as input to subsequent,
data-dependent tasks. Also in this case, the consumers will be notified and promoted to
READY state as applicable. Depending on the type of return data, one of the following
three versions of YIELD should be used:
• YIELD VALUE(ret,type,value) copies scalar base-type data to (the first
element of) a (pre-allocated) payload array in a (pre-allocated) Vector ret.
• YIELD PTR(ret,ptr) replaces the payload array field in the Vector ret by
the new array pointed to by ptr.
• YIELD VOID(ret) is a variant of YIELD with no assigned return value. This is
useful for in-place updates of the payload array; we will later see an example of this.
SP-functions and SP-tasks Synchronous parallel functions (SP-functions) are executed
by the calling group of hardware threads in lock-step mode, hence the execution will be
deterministic (assuming that the resolution of possible concurrent write access conflicts is
deterministic, too).
We define synchronous parallel tasks (SP-tasks) as instantiations (invocations) of such
synchronous parallel functions by a group of threads. The special case of invocations
of SP-tasks by a single-thread group is the ordinary sequential task model known from
classical scheduling theory. SP-tasks are a special case of malleable tasks, which can be
executed by an arbitrary number of threads but are internally not necessarily synchronous.
Tasks are, at runtime, represented by a task descriptor, a data structure defined in Figure 2,
which contains the key parameters of a task, such as the SP-function to be called, the
argument vector and return value, minimum and maximum specified thread allocation (or
default values if unspecified), and also some non-public administrative entries such as the
task state. The shmemsize field holds the size of the shared memory block shmem to be
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allocated to the task before execution; it must be 0 for an asynchronous task and > 0 for a
synchronous task to accommodate its group stack and heap.
These task properties are set upon creation (see below) or derived automatically; it is
not intended to change them during execution (e.g., no reallocation of its shared memory
segment while the task is running). In future work we may add some get functions or
macros to allow for querying of certain task properties.
Creating new tasks and SP-tasks At the run-time system programming level, task descriptors for asynchronous and synchronous tasks are created explicitly by the constructors
sptask *new_task ( void (*foo)(int, Vector **, Vector *),
int argc, Vector **args, Vector *ret );
sptask *new_stask ( sync void (*foo)(sh int, sh Vector **, sh Vector *),
int argc, Vector **args, Vector *ret,
int minp, int maxp, int shmemsize );

which take a function name and its arguments. The static type checking of synchronicity
and sharity in Fork requires different constructors for synchronous and asynchronous tasks.
minp and maxp specify the minimum and maximum number of threads to be used for this
task. The implementation enforces at runtime that the value for minp is at least 1, and
that of maxp is automatically truncated to the maximum available number of workers if it
is too large. Hence, it is safe (but possibly not most efficient) to oversize maxp.
A task (synchronous or asynchronous) t can be spawned explicitly by a spawn operation:
spawn task(t) creates a task descriptor with the parameters given by t and enqueues
it to a central scheduler for execution concurrently with the continuation of the spawning
thread; control returns thus immediately to the spawning thread.
Lifecycle, scheduling and synchronization of tasks During its lifecycle, a task’s state
changes from new to ready to running to terminated. When spawned, created tasks receive
a unique task ID (tid field) and are sent to a frozen queue FQ of tasks that are not yet
data ready. Once all its input arguments (containers) are in ready state, a task is promoted
to ready state and enqueued in a central shared task queue TQ, from where idle worker
threads fetch new work for execution. All synchronization between SP-tasks is data driven.
From the task queue TQ, idle threads fetch their next task for execution. An asynchronous
task will be assigned to exactly one thread. For synchronous tasks, at least minnthreads
and at most maxnthreads idle threads will be collected, barrier-synchronized and assigned as a synchronous group to the execution of the task’s SP-function. Once the task
terminates, the task status will be changed to TERMINATED.
For now, we implemented for SP-tasks the thread assignment policy FIFO-FLEX, i.e., the
oldest task waiting in TQ will be assigned threads first, and dispatched as soon as at least
minnthreads have been assigned; as multiple threads can become idle (almost) simultaneously, it is possible that, implementation defined, more threads, up to maxnthreads
in total, could be allocated when the task starts execution. Further available threads will
be reassigned to the next task(s). The current implementation is blocking, i.e., only one
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#include <fork.h>
#include "forktasks.h"
#define N_A 2048 // (max) array size
sh int A[N_A];
sh Vector *s, *r;
// ... some minor details omitted
void main( void )
{
... // read / initialize array A
if ($==0)
init_tasksystem();
barrier;
if ($==0) {
sptask *t;
s = new_Vector( A, N_A );
r = new_Vector( A, N_A ); // in-place
t = new_stask( msort, 1, &s, r, 1, 1, 1000 );
setREADY( s );
spawn_task( t ); // spawn the initial task (msort)
}
barrier;
join_threadpool();
// once all work has been done, the workers return here
}

Figure 3: Mergesort example, the main program. The hardware thread (PRAM processor)
with rank 0 initializes the task system and creates two vector containers s and r that both
share the same payload array A of size N A, for in-place sorting by the SP-task msort
that takes s as input operand and r as output operand. After this task has been spawned,
all hardware threads join the thread pool where they are assigned work. The code for the
SP-tasks msort and merge can be found in Figures 4 and 5, respectively.
task can be assigned and dispatched at a time. In future extensions of this work, additional
thread assignment policies such as smallest-task first or best-fit could be tried. Adaptive
thread allocation as in [EKC06, KL08] could be tried as well.
Example Figures 3, 4 and 5 show an implementation of recursive parallel mergesort
with explicitly parallel tasks. For mergesort there are two types of tasks required: msort,
recursive mergesort tasks that form the divide step in the recursion tree, which create new
subtasks with their containers in each instance (see Figure 4), and merge, the tasks forming the combine step, merging two subsolutions into one (see Figure 5). The instances of
these tasks are connected by data flow edges via container objects. See the figure captions
for further explanation of the code. The values used in the new stask() calls for minp
(1) and maxp (1) are motivated by the fact that msort tasks themselves do not perform
much work but unfold the tree of merge tasks where almost all of the computational work
is done. A merge task of size n with a (not work-optimal) fully parallel implementation
can use up to M (n) = n threads. In fact, this value M is a performance tuning parameter.
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sync void msort ( sh int argc, sh Vector **argp, sh Vector *ret )
// invariant: the Vector’s are allocated by caller
{
seq {
Vector src = (Vector *)argp[0]; // container passed in
int *arr = ((int *)(src->pdata)); // payload array
int n = src->n_elems;
if (n<=1) {
// may call qsort(arr,n) here if threshold > 1
YIELD_VOID( ret ); // return data in place
}
else {
argp[0]
sptask *t1, *t2, *t3;
Vector **s = (Vector**)shmalloc(2*sizeof(Vector*)); msort
s[0]
s[1]
Vector **r = (Vector**)shmalloc(2*sizeof(Vector*));
s[0] = new_Vector( arr, n/2 );
s[1] = new_Vector( &(arr[n/2]), n-n/2 );
msort
msort
r[0] = new_Vector( arr, n/2 );
r[1] = new_Vector( &(arr[n/2]), n-n/2 );
r[0]
r[1]
t1 = new_stask( msort, 1, s, r[0], 1, 1, 1000 );
t2 = new_stask( msort, 1, s+1, r[1], 1, 1, 1000 );
setREADY( s[0] );
merge
setREADY( s[1] );
spawn_task( t1 );
ret
spawn_task( t2 );
// synchronization on r1 and r2 is automatic by scheduler
t3 = new_stask( merge, 2, r, ret, 1, M(n), 1000 );
spawn_task( t3 ); // delegates the writing of ret
}}}

Figure 4: Mergesort example (cont.), code for the msort (mergesort) tasks. A msort
task takes 1 argument, passed in argp[0]: the vector to be sorted. It returns the sorted
vector in ret, with the same payload data for in-place sorting. In the else branch, a new
level of the task graph is unfolded. Fresh vector container objects (s[0], s[1], r[0],
r[1]) are dynamically allocated for all intermediate operands of created subtasks, see
the illustration, while the payload array space can be reused, thus avoiding copying and
memory management. The data flow dependencies between the msort subtasks t1, t2
and the merge subtask t3 are given explicitly by the container references.

3

Implementation Details

A prototype of a runtime system and API has been implemented in Fork for the SBPRAM,
for which we use the cycle-accurate instruction-level simulator pramsim.
Our implementation uses for the general case (mixed-mode parallelism, i.e. allowing both
synchronous parallel and asynchronous sequential tasks to occur in the same application)
two central, blocking, shared task queues as main data structure for the frozen queue
and for the ready queue, respectively, which are implemented as bounded buffers of size
O(maxT ) where maxT is the maximum number of tasks that could be active simultaneously; this parameter can be adapted if necessary. The queue implementations make
extensive use of the SBPRAM’s nonblocking, constant-time multiprefix-add operations.

93

sync void merge ( sh int argc, sh Vector **argp, sh Vector *ret )
// invariant: the Vector’s are allocated by caller
{
sh Vector *s1 = (Vector *)argp[0], *s2 = (Vector *)argp[1];
sh int *arr1 = (int *)(s1->pdata), *arr2 = (int *)(s2->pdata);
sh int n1 = s1->n_elems,
n2 = s2->n_elems;
/* ... merge arr1 and arr2 in place, code omitted */
seq
YIELD_VOID( ret ); // as ret also points to arr1
}

Figure 5: Mergesort example (cont.), code for the merge tasks. Merge tasks take two
input parameters, namely two vector containers passed in argp, pointing to two adjacent
subarrays in an array where they are to be merged in-place. The result vector container
points to the first subarray head (arr1). Once the subarrays have been merged, the ret
vector container is advanced to ready state by YIELD VOID.
Each new synchronous parallel task is, upon dispatch, allocated a new shared stack segment from global shared heap memory, which it keeps during its lifetime and releases
upon termination. The code for startup and finalization of parallel tasks is (as already for
ordinary Fork programs) written in SBPRAM assembler because some hardware thread
(PRAM processor) registers for addressing the new shared stack segment must be saved
and set up resp. restored properly.
For mixed-mode parallel applications, dispatch of data-ready tasks is, in the current prototype, serialized because the implementation needs to make sure that lower and upper
bounds for allocating available threads to all ready tasks in the FIFO-FLEX scheduler are
properly addressed as stated by each individual parallel task. Simpler (non-individual)
task allocation policies or less fair dispatch schemes might allow for a more efficient, nonserializing implementation, which is a subject for future extension.
For programs that use asynchronous tasks only, we have an alternative implementation
with lower overhead and a completely parallel (and non-blocking) task queue.

4

Experimental Evaluation

Sequential tasks only We use Fibonacci (the computation of the N th Fibonacci number
by the well-known recursive algorithm) as a very simple example that contains almost no
computation, hence it reflects very well the overhead that is incurred by the task management system. Table 1 (left) shows runtime results taken on the SBPRAM simulator (given
in thousand SBPRAM clock cycles) for N = 17 with different numbers of SBPRAM
processors and for the two implementations of the shared task queue data structures: (i)
blocking get task and nonblocking insert, and (ii) completely non-blocking. Fib(17) recursively unfolds 7751 tasks in total, and creates 10335 operand containers. The task
queue buffers were dimensioned with 8K entries each. The average overhead per task is
about 2000 clock cycles with the nonblocking task queue and only slightly higher with

94

Table 1: Test runs for Fibonacci number calculation (left) and Mergesort (right), all times
are in thousand SBPRAM clock cycles. Overall execution time for Mergesort of 2048 inOverall execution time for computing the
17th Fibonacci number, creating 7751 tasks.
Hardw. Time w. Blo- Time with NonThr. cking TQ (i) blocking TQ (ii)
1
16086
14148
2
8158
7090
4
4466
3579
8
2839
1842
16
2209
1068
32
2120
926
64
2099
897
128
2080
893
256
2056
892

tegers, creating 6143 tasks and 8191 vectors. M
denotes the choice for the upper bound maxp for
merge tasks of size N .
HW
Time (blocking TQ)
Thr. M = N/2 = N/4 = N/8 M = 1
seq.
1
25033 25037 25039 24935 18912
2
13615 13118 12855 12933 9686
4
7189
6764
6532 6992 5016
8
4158
3730
3796 4312 2990
16
2572
2320
2425 3265 2244
32
2116
2006
2000 3104 2166
64
1896
1858
1829 3077 2147
128
1799
1777
1793 3065 2135

the blocking one. Note that program execution (and timing) on SBPRAM is completely
deterministic, therefore a single test run per scenario is sufficient for the measurements.
One fundamental problem that this example reveals is that Fibonacci creates the tasks
in a LIFO way, i.e., the earliest-created task is executed last of all, hence the maximum
number of tasks that (could be) simultaneously alive almost equals the overall number of
tasks, requiring an equally large dimensioning of the task queue data structures to avoid
overflow and possibly also (too) many containers that are alive simultaneously. Similar
behavior will be encountered with many divide-and-conquer algorithms, too. Where space
becomes a critical resource, recursive programs thus might need to be reformulated in
order to limit the amount of simultaneously alive tasks and containers.
Mergesort Our second example is the parallel mergesort program as shown above. Mergesort (msort) tasks are set up to use exactly 1 worker thread, and merge tasks use at
least one and up to N workers for merging of size-N vectors. Results are shown in Table 1
(right) for a Mergesort of 2048 integers and different PRAM sizes. As 6143 tasks are
generated, the average granularity is approximately 3000 instructions per task with serial
(”seq.”) and 4000 with parallel merging, including the dispatch overhead of about 2000
instructions. This makes also clear that the granularity is too fine for most of the tasks,
as the overhead dominates. Coarsening the task granularity, e.g. by replacing spawning of
light-weight msort tasks with inlined computation, is a way of tuning performance; this
can be an issue for future work on auto-tuning optimizations.
We experimented with different choices for the upper limit M of the number of threads
for merge calls using fully parallel merging, which is not work-optimal. M is a tuning
parameter; we found empirically that e.g. M = N/4 and M = N/8 work better than
M = N , M = N/2, M = log2 N or M = 1. As expected, these do basically not differ in
the case of a single worker thread. Using a sequential merge routine (work-optimal) leads
to lower cost for small machine sizes but does not scale beyond 16 threads.
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5

Related work

The synchronous parallel task concept is inspired by the join statement of Fork [KS97b,
KKT01]. The main difference is that join is intended to implement synchronous parallel critical sections, so there will, at any time, be at most one instantiation of any synchronous parallel function (join body) running, while here several instances of the same
SP-function could run simultaneously on disjoint thread subsets. The concept of parallel
critical sections is motivated by the need of protecting certain code sections against race
conditions caused by unsynchronized concurrent updates. While strict sequentialization
using mutex locks is an option, the deterministic synchronous execution of PRAM systems
opens for another more scalable way of avoiding race conditions. The join construct was
demonstrated in Fork for parallel heap memory allocation and accelerated I/O processing
[KKT01], operations that otherwise require mutual exclusion of individual threads.
The optimization of thread allocation to synchronous tasks was solved by Eriksson et al.
[EKC06] for the special case where subtasks generated by recursive calls in parallel divideand-conquer computations were executed in-line, either in parallel on disjoint thread subgroups or in serial by the entire thread group. Execution time of tasks is predicted from
closed formulas that depend on problem and group size, and that are calibrated from timing data on the target machine (here, SBPRAM). Here, we generalize over this work by
decoupling the subtask execution from the caller task, adding more flexibility and possibly
sacrificing predictability.
StarPU [ATN10] is a run-time system for single-threaded and multi-threaded (but nonPRAM) tasks that can execute on different kinds of execution units such as CPU cores,
GPUs or other programmable accelerators. In contrast to our model, StarPU does not
support nested or recursive tasks. StarPU tasks are serial3 and run on a single CPU or
single GPU; support for multi-CPU OpenMP tasks is an issue of ongoing work. StarPU
keeps track of each task’s recent execution time history depending on input sizes, such that
future decisions can be based on preditions made from collected history data.
StarSs (Star-superscalar) [PBAL09] is a family of languages and runtime systems implemented for different kinds of parallel target platforms, such as CellSs, GPUSs, OMPSs,
ClusterSs. Similarly as StarPU, the StarSs model extends sequential computing by discovering and scheduling data-ready sequential tasks, which are defined by invocations of
specific user functions, at run-time to some available execution unit, such as an idle CPU
core, a GPU or a Cell SPU. While StarPU uses a specific API, StarSs uses language extensions to mark up task functions with their input and output parameters.
Wimmer and Träff [WT11b, WT11a] have considered multiple-thread allocation in a workstealing scenario on distributed task queues, in order to gather a set of several threads for
executing a parallel (but non-PRAM) algorithm. They use the concept of mixed-mode
parallelism to support both task-based algorithms, such as divide and conquer, and SPMD
(single program multiple data) algorithms in the same application where one task can
3 GPU tasks in StarPU are of course internally massively parallel as they are run on many or all cores of a
GPU, but to the task scheduler they look like an ordinary serial task, and the entire GPU is treated as a single
resource for scheduling.
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spawn other tasks. Their approach is based on classical work-stealing with independently
working processors with their own queues where communication is only done when they
are out of work. Wimmer and Träff organize processor groups in a binary tree topology. At
level 0, each processor is in its own group; on higher levels they work together in groups
of groups, called teams. Creating a team is done by work stealing in a deterministic way
by visiting so-called partners on each level until work is found. The teams are needed to
execute parallel tasks that require more than one thread. A team can “live” longer than a
task, e.g. be used to execute tasks that need at most the number of threads available in the
team. The implementation uses standard lock free data structures. Apart from not being
limited to group sizes that are powers of two, a main difference from their work is that we
can afford the luxury of having a central shared work queue without time penalty since we
have a Combining CRCW PRAM architecture.

6

Conclusion

We have introduced and evaluated a task model for flexible dynamic scheduling and resource allocation mechanism for synchronous parallel tasks executing on a PRAM architecture. Our proof-of-concept prototype implementation shows that we can realize it
with a low runtime overhead per task. It provides the option of dynamic task scheduling and thread allocation on top of a SPMD-programmed PRAM machine that was mostly
designed for single-task applications. It combines the flexibility of task-based runtime systems with the power of SPMD-controlled, naturally synchronized PRAM execution within
the SP-tasks.
Future work will consider high-level programming support that avoids low-level coding of
calls to the run-time system API. Possible approaches include (1) high-level language constructs such as spawn, (2) a library of skeleton functions for frequently occuring parallel
algorithmic design patterns such as parallel divide-and-conquer, or (3) graphical programming languages for specifying task graphs with parallel tasks (similarly to the illustration
in Fig. 4) from which Fork source code can be generated automatically [KSF10]. Experiments with further thread allocation strategies and, in particular, static and dynamic
autotuning of thread allocation will be considered in future work. Finally, porting our
Fork-based prototype implementation to the new VTT Replica architecture and system
software can be done as soon as the complete toolchain is available.
Acknowledgments This research is funded by VTT, project REPLICA, and by SeRC. We thank
the anonymous reviewers for their helpful comments.
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Germany, Sep. 2007. In C. Bischof et al. (eds.): Parallel Computing: Architectures,
Algorithms and Applications, Advances in Parallel Computing Series, Volume 15, IOS
Press, pages 227–234, February 2008.

[KS97a]

Christoph W. Keßler and Helmut Seidl. The Fork95 Parallel Programming Language:
Design, Implementation, Application. Int. J. of Par. Programming, 25(1):17–50, February 1997.

[KS97b]

Christoph W. Keßler and Helmut Seidl. Language Support for Synchronous Parallel
Critical Sections. In Proc. APDC’97 Int. Conf. on Advances in Parallel and Distributed
Computing, Shanghai, China. IEEE CS press, March 1997.

[KSF10]

Christoph W. Kessler, Wladimir Schamai, and Peter Fritzson. Platform-independent
modeling of explicitly parallel programs. In Proc. PARS’10: 23rd PARS-Workshop on
parallel Systems and Algorithms, Hannover, Germany, Feb. 2010. In: M. Beigl and F.
Cazorla-Almeida (Eds.): ARCS’10 Workshop Proceedings, pages 83–93. VDE-Verlag
Berlin/Offenbach, Germany, February 2010.
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GESELLSCHAFT FÜR INFORMATIK E.V.
PARALLEL-ALGORITHMEN, -RECHNERSTRUKTUREN
UND -SYSTEMSOFTWARE

PARS

INFORMATIONSTECHNISCHE GESELLSCHAFT IM VDE

1. Aktuelle und zukünftige Aktivitäten (Bericht des Sprechers)
Die 29. Ausgabe der PARS-Mitteilungen enthält die Beiträge des 10. PASA-Workshops, der die
wesentliche Aktivität der Fachgruppe im Jahr 2012 darstellt.
Der 10. PASA-Workshop fand am 29. Februar 2012 in München im Rahmen der Konferenz ARCS 2012
statt. Der Workshop wurde gemeinsam mit der Fachgruppe ALGO (Nachfolgegruppe von PARVA)
organisiert, womit eine langjährige Zusammenarbeit wieder aufgenommen werden konnte. Mehr als 30
Teilnehmer fanden sich ein. Die 8 Vorträge und der eingeladene Vortrag deckten ein umfangreiches
Themenspektrum ab. Herrn Prof. Dr. Rolf Wanka sei für Co-Organisation des Workshops gedankt.
Herrn Dr.-Ing. Wolfgang Heenes (TU Darmstadt) sei für die technische Organisation gedankt.
Den zum siebten Mal ausgeschriebenen und mit 500 € dotierten Nachwuchspreis erhielt in diesem Jahr
Herr Christian Riess (Univ. Erlangen Nürnberg). Sachpreise konnten Marcus Hilbrich (TU Dresden),
David Neuhäuser (Univ. Jena) und Steffen Schiele (Univ. Halle) entgegennehmen. Das Bild zeigt die
Preisträger zusammen mit dem Sprecher der Fachgruppe.

v.l.n.r.: D. Neuhäuser, M. Hilbrich, J. Keller (FG-Sprecher), S. Schiele, C. Riess. Bild: K. D. Reinartz
Unser nächster Workshop ist der
25. PARS-Workshop vorauss. am 11. und 12. April 2013 in Erlangen.
Hiermit wird ein doppeltes Jubiläum gefeiert: 30 Jahre Fachgruppe PARS und die 25. Durchführung des
PARS-Workshops. Hierzu kehrt der PARS-Workshop an den „Geburtsort“ Erlangen zurück.
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Während des PASA-Workshops fanden auch eine Sitzung des PARS-Leitungsgremiums und eine
Mitgliederversammlung der Fachgruppe PARS statt. Hierbei wurden für die Periode 2013 bis 2015 das
Leitungsgremium sowie Sprecher und stellvertretender Sprecher gewählt. Die Herren Hoffmann und
Meyer auf der Heide kandidierten nicht mehr fürs Leitungsgremium, beiden Herren sei für ihr
langjähriges Engagement gedankt. Die weiteren bisherigen Mitglieder des Leitungsgremiums wurden
wiedergewählt, zusätzlich Herrr Sobe (HTW Dresden) und Herr Wanka (Univ. Erlangen-Nürnberg).
Beiden ein herzliches Willkommen! Als Sprecher stellte sich Herr Keller als einziger Kandidat wieder
zur Verfügung. Herr Reinartz kandidierte nicht mehr als stellvertretender Sprecher. Ihm gebührt ein
großer Dank, denn er hat die Fachgruppe seit ihrer Gründung unermüdlich und mit großem Engagement
begleitet, auch im (Un)Ruhestand. Als einziger Kandidat wurde Herr Karl (TU Karlsruhe/KIT) als neuer
stellvertretender Sprecher gewählt. An dieser Stelle ein herzliches Willkommen. Herr Karl und Herr
Keller wurden mit vertauschten Rollen (Herr Karl als Sprecher, Herr Keller als stellvertretender
Sprecher) am 19. September 2012 auch mit der Leitung des Fachausschuss ARCS betraut.
Aktuelle Informationen finden Sie auch auf der PARS-Webpage (Achtung: neue URL!)
http://fg-pars.gi.de/
Anregungen und Beiträge für die Mitteilungen können an den Sprecher (joerg.keller@FernUniHagen.de) gesendet werden.
Ich wünsche Ihnen einen guten Start ins Wintersemester und schon jetzt ein gesundes und erfolgreiches
Jahr 2013.
Hagen, im September 2012
Jörg Keller

2. Zur Historie von PARS
Bereits am Rande der Tagung CONPAR81 vom 10. bis 12. Juni 1981 in Nürnberg wurde von
Teilnehmern dieser ersten CONPAR-Veranstaltung die Gründung eines Arbeitskreises im Rahmen der
GI: Parallel-Algorithmen und -Rechnerstrukturen angeregt. Daraufhin erfolgte im Heft 2, 1982 der GIMitteilungen ein Aufruf zur Mitarbeit. Dort wurden auch die Themen und Schwerpunkte genannt:
1) Entwurf von Algorithmen für
• verschiedene Strukturen (z. B. für Vektorprozessoren, systolische Arrays oder
Zellprozessoren)
• Verifikation
• Komplexitätsfragen
2) Strukturen und Funktionen
• Klassifikationen
• dynamische/rekonfigurierbare Systeme
• Vektor/Pipeline-Prozessoren und Multiprozessoren
• Assoziative Prozessoren
• Datenflussrechner
• Reduktionsrechner (demand driven)
• Zellulare und systolische Systeme
• Spezialrechner, z. B. Baumrechner und Datenbank-Prozessoren
3) Intra-Kommunikation
• Speicherorganisation
• Verbindungsnetzwerke
4) Wechselwirkung zwischen paralleler Struktur und Systemsoftware
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• Betriebssysteme
• Compiler
5) Sprachen
• Erweiterungen (z. B. für Vektor/Pipeline-Prozessoren)
• (automatische) Parallelisierung sequentieller Algorithmen
• originär parallele Sprachen
• Compiler
6) Modellierung, Leistungsanalyse und Bewertung
• theoretische Basis (z. B. Q-Theorie)
• Methodik
• Kriterien (bezüglich Strukturen)
• Analytik
In der Sitzung des Fachbereichs 3 ‚Architektur und Betrieb von Rechensystemen’ der Gesellschaft für
Informatik am 22. Februar 1983 wurde der Arbeitskreis offiziell gegründet. Nachdem die Mitgliederzahl
schnell anwuchs, wurde in der Sitzung des Fachausschusses 3.1 ‚Systemarchitektur’ am 20. September
1985 in Wien der ursprüngliche Arbeitskreis in die Fachgruppe FG 3.1.2 ‚Parallel- Algorithmen und Rechnerstrukturen’ umgewandelt.
Während eines Workshops vom 12. bis 16. Juni 1989 in Rurberg (Aachen) - veranstaltet von den Herren
Ecker (TU Clausthal) und Lange (TU Hamburg-Harburg) - wurde vereinbart, Folgeveranstaltungen
hierzu künftig im Rahmen von PARS durchzuführen.
Beim Workshop in Arnoldshain sprachen sich die PARS-Mitglieder und die ITG-Vertreter dafür aus, die
Zusammenarbeit fortzusetzen und zu verstärken. Am Dienstag, dem 20. März 1990 fand deshalb in
München eine Vorbesprechung zur Gründung einer gemeinsamen Fachgruppe PARS statt. Am 6. Mai
1991 wurde in einer weiteren Besprechung eine Vereinbarung zwischen GI und ITG sowie eine
Vereinbarung und eine Ordnung für die gemeinsame Fachgruppe PARS formuliert und den beiden
Gesellschaften zugeleitet. Die GI hat dem bereits 1991 und die ITG am 26. Februar 1992 zugestimmt.

3. Bisherige Aktivitäten
Die PARS-Gruppe hat in den vergangenen Jahren mehr als 20 Workshops durchgeführt mit Berichten
zum
genannten
Themenkreis
aus
den
Hochschulinstituten,
und
Diskussionen
Großforschungseinrichtungen und der einschlägigen Industrie. Die Industrie - sowohl die Anbieter von
Systemen wie auch die Anwender mit speziellen Problemen - in die wissenschaftliche Erörterung
einzubeziehen war von Anfang an ein besonderes Anliegen. Durch die immer schneller wachsende Zahl
von Anbietern paralleler Systeme wird sich die Mitgliederzahl auch aus diesem Kreis weiter vergrößern.
Neben diesen Workshops hat die PARS-Gruppe die örtlichen Tagungsleitungen der CONPARVeranstaltungen:
CONPAR 86 in Aachen,
CONPAR 88 in Manchester,
CONPAR 90 / VAPP IV in Zürich und
CONPAR 92 / VAPP V in Lyon
CONPAR 94/VAPP VI in Linz
wesentlich unterstützt. In einer Sitzung am 15. Juni 1993 in München wurde eine Zusammenlegung der
Parallelrechner-Tagungen von CONPAR/VAPP und PARLE zur neuen Tagungsserie EURO-PAR
vereinbart, die vom 29. bis 31. August 1995 erstmals stattfand:
Euro-Par’95 in Stockholm
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Zu diesem Zweck wurde ein „Steering Committee” ernannt, das europaweit in Koordination mit
ähnlichen Aktivitäten anderer Gruppierungen Parallelrechner-Tagungen planen und durchführen wird.
Dem Steering Committee steht ein „Advisory Board” mit Personen zur Seite, die sich in diesem Bereich
besonders engagieren. Die offizielle Homepage von Euro-Par ist http://www.europar.org/.
Weitere bisher durchgeführte Veranstaltungen:
Euro-Par’96 in Lyon
Euro-Par’97 in Passau
Euro-Par’98 in Southampton
Euro-Par’99 in Toulouse
Euro-Par 2000 in München
Euro-Par 2001 in Manchester
Euro-Par 2002 in Paderborn
Euro-Par 2003 in Klagenfurt
Euro-Par 2004 in Pisa
Euro-Par 2005 in Lissabon
Euro-Par 2006 in Dresden
Euro-Par 2007 in Rennes
Euro-Par 2008 in Gran Canaria
Euro-Par 2009 in Delft
Euro-Par 2010 in Ischia
Euro-Par 2011 in Bordeaux
Euro-Par 2012 in Rhodos
Außerdem war die Fachgruppe bemüht, mit anderen Fachgruppen der Gesellschaft für Informatik
übergreifende Themen gemeinsam zu behandeln: Workshops in Bad Honnef 1988, Dagstuhl 1992 und
Bad Honnef 1996 (je zusammen mit der FG 2.1.4 der GI), in Stuttgart (zusammen mit dem Institut für
Mikroelektronik) und die PASA-Workshop-Reihe 1991 in Paderborn, 1993 in Bonn, 1996 in Jülich,
1999 in Jena, 2002 in Karlsruhe, 2004 in Augsburg, 2006 in Frankfurt a. Main und 2008 in Dresden
(jeweils gemeinsam mit der GI-Fachgruppe 0.1.3 ‚Parallele und verteilte Algorithmen (PARVA)’) und
2012 in München (gemeinsam mit der GI-Fachgruppe ALGO, die Nachfolgegruppe von PARVA)..
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PARS-Mitteilungen/Workshops:
Aufruf zur Mitarbeit, April 1983 (Mitteilungen Nr. 1)
Erlangen, 12./13. April 1984 (Mitteilungen Nr. 2)
Braunschweig, 21./22. März 1985 (Mitteilungen Nr. 3)
Jülich, 2./3. April 1987 (Mitteilungen Nr. 4)
Bad Honnef, 16.-18. Mai 1988 (Mitteilungen Nr. 5, gemeinsam mit der GI-Fachgruppe 2.1.4
‘Alternative Konzepte für Sprachen und Rechner’)
München Neu-Perlach, 10.-12. April 1989 (Mitteilungen Nr. 6)
Arnoldshain (Taunus), 25./26. Januar 1990 (Mitteilungen Nr. 7)
Stuttgart, 23./24. September 1991, “Verbindungsnetzwerke für Parallelrechner und BreitbandÜbermittlungssysteme” (Als Mitteilungen Nr. 8 geplant, gemeinsam mit ITG-FA 4.1 und 4.4 und mit
GI/ITG FG Rechnernetze, aber aus Kostengründen nicht erschienen. Es wird deshalb stattdessen auf
den Tagungsband des Instituts für Mikroelektronik Stuttgart hingewiesen.)
Paderborn, 7./8. Oktober 1991, “Parallele Systeme und Algorithmen” (Mitteilungen Nr. 9, 2. PASAWorkshop)
Dagstuhl, 26.-28. Februar 1992, “Parallelrechner und Programmiersprachen” (Mitteilungen Nr. 10,
gemeinsam mit der GI-Fachgruppe 2.1.4 ‘Alternative Konzepte für Sprachen und Rechner’)
Bonn, 1./2. April 1993, “Parallele Systeme und Algorithmen” (Mitteilungen Nr. 11, 3. PASAWorkshop)
Dresden, 6.-8. April 1993, “Feinkörnige und Massive Parallelität” (Mitteilungen Nr. 12, zusammen mit
PARCELLA)
Potsdam, 19./20. September 1994 (Mitteilungen Nr. 13, Parcella fand dort anschließend statt)
Stuttgart, 9.-11. Oktober 1995 (Mitteilungen Nr. 14)
Jülich, 10.-12. April 1996, “Parallel Systems and Algorithms” (4. PASA-Workshop), Tagungsband
erschienen bei World Scientific 1997)
Bad Honnef, 13.-15. Mai 1996, zusammen mit der GI-Fachgruppe 2.1.4 ‘Alternative Konzepte für
Sprachen und Rechner’ (Mitteilungen Nr. 15)
Rostock, (Warnemünde) 11. September 1997 (Mitteilungen Nr. 16, im Rahmen der ARCS’97 vom 8.11. September 1997)
Karlsruhe, 16.-17. September 1998 (Mitteilungen Nr. 17)
Jena, 7. September 1999, “Parallele Systeme und Algorithmen” (5. PASA-Workshop im Rahmen der
ARCS’99)
An Stelle eines Workshop-Bandes wurde den PARS-Mitgliedern im Januar 2000 das Buch ‘SCI:
Scalable Coherent Interface, Architecture and Software for High-Performance Compute Clusters‘,
Hermann Hellwagner und Alexander Reinefeld (Eds.) zur Verfügung gestellt.
München, 8.-9. Oktober 2001 (Mitteilungen Nr. 18)
Karlsruhe, 11. April 2002, “Parallele Systeme und Algorithmen” (Mitteilungen Nr. 19, 6. PASAWorkshop im Rahmen der ARCS 2002)
Travemünde, 5./6. Juli 2002, Brainstorming Workshop “Future Trends” (Thesenpapier in Mitteilungen
Nr. 19)
Basel, 20./21. März 2003 (Mitteilungen Nr. 20)
Augsburg, 26. März 2004 (Mitteilungen Nr. 21)
Lübeck, 23./24. Juni 2005 (Mitteilungen Nr. 22)
Frankfurt/Main, 16. März 2006 (Mitteilungen Nr. 23)
Hamburg, 31. Mai / 1. Juni 2007 (Mitteilungen Nr. 24)
Dresden, 26. Februar 2008 (Mitteilungen Nr. 25)
Parsberg, 4./5. Juni 2009 (Mitteilungen Nr. 26)
Hannover, 23. Februar 2010 (Mitteilungen Nr. 27)
Rüschlikon, 26./27. Mai 2011 (Mitteilungen Nr. 28)
München, 29. Februar 2012 (Mitteilungen Nr. 29)
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4. Mitteilungen (ISSN 0177-0454)
Bisher sind 29 Mitteilungen zur Veröffentlichung der PARS-Aktivitäten und verschiedener Workshops
erschienen. Darüberhinaus enthalten die Mitteilungen Kurzberichte der Mitglieder und Hinweise von
allgemeinem Interesse, die dem Sprecher zugetragen werden.
Teilen Sie - soweit das nicht schon geschehen ist - Tel., Fax und E-Mail-Adresse der GI-Geschäftsstelle
mitgliederservice@gi-ev.de mit für die zentrale Datenerfassung und die regelmäßige Übernahme in die
PARS-Mitgliederliste. Das verbessert unsere Kommunikationsmöglichkeiten untereinander wesentlich.

5. Vereinbarung
Die Gesellschaft für Informatik (GI) und die Informationstechnische Gesellschaft im VDE (ITG)
vereinbaren die Gründung einer gemeinsamen Fachgruppe
Parallel-Algorithmen, -Rechnerstrukturen und -Systemsoftware,
die den GI-Fachausschüssen bzw. Fachbereichen:
FA 0.1
FA 3.1
FB 4

Theorie der Parallelverarbeitung
Systemarchitektur
Informationstechnik und technische Nutzung der Informatik

und den ITG-Fachausschüssen:
FA 4.1
FA 4.2/3

Rechner- und Systemarchitektur
System- und Anwendungssoftware

zugeordnet ist.
Die Gründung der gemeinsamen Fachgruppe hat das Ziel,
- die Kräfte beider Gesellschaften auf dem genannten Fachgebiet zusammenzulegen,
- interessierte Fachleute möglichst unmittelbar die Arbeit der Gesellschaften auf
diesem Gebiet gestalten zu lassen,
- für die internationale Zusammenarbeit eine deutsche Partnergruppe zu haben.
Die fachliche Zielsetzung der Fachgruppe umfasst alle Formen der Parallelität wie
-

Nebenläufigkeit
Pipelining
Assoziativität
Systolik
Datenfluss
Reduktion
etc.

und wird durch die untenstehenden Aspekte und deren vielschichtige Wechselwirkungen umrissen.
Dabei wird davon ausgegangen, dass in jedem der angegebenen Bereiche die theoretische Fundierung
und Betrachtung der Wechselwirkungen in der Systemarchitektur eingeschlossen ist, so dass ein
gesonderter Punkt „Theorie der Parallelverarbeitung“ entfällt.
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1. Parallelrechner-Algorithmen und -Anwendungen
-

architekturabhängig, architekturunabhängig
numerische und nichtnumerische Algorithmen
Spezifikation
Verifikation
Komplexität
Implementierung

2. Parallelrechner-Software
- Programmiersprachen und ihre Compiler
- Programmierwerkzeuge
- Betriebssysteme
3. Parallelrechner-Architekturen
-

Ausführungsmodelle
Verbindungsstrukturen
Verarbeitungselemente
Speicherstrukturen
Peripheriestrukturen

4. Parallelrechner-Modellierung, -Leistungsanalyse und -Bewertung
5. Parallelrechner-Klassifikation, Taxonomien
Als Gründungsmitglieder werden bestellt:
von der GI: Prof. Dr. A. Bode, Prof. Dr. W. Gentzsch, R. Kober, Prof. Dr. E. Mayr, Dr. K. D.
Reinartz, Prof. Dr. P. P. Spies, Prof. Dr. W. Händler
von der ITG: Prof. Dr. R. Hoffmann, Prof. Dr. P. Müller-Stoy, Dr. T. Schwederski, Prof. Dr.
Swoboda, G. Valdorf
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Ordnung der Fachgruppe
Parallel-Algorithmen, -Rechnerstrukturen und -Systemsoftware
1. Die Fachgruppe wird gemeinsam von den Fachausschüssen 0.1, 3.1 sowie dem Fachbereich 4 der
Gesellschaft für Informatik (GI) und von den Fachausschüssen 4.1 und 4.2/3 der
Informationstechnischen Gesellschaft (ITG) geführt.
2. Der Fachgruppe kann jedes interessierte Mitglied der beteiligten Gesellschaften beitreten. Die
Fachgruppe kann in Ausnahmefällen auch fachlich Interessierte aufnehmen, die nicht Mitglied einer der
beteiligten Gesellschaften sind. Mitglieder der FG 3.1.2 der GI und der ITG-Fachgruppe 6.1.2 werden
automatisch Mitglieder der gemeinsamen Fachgruppe PARS.
3. Die Fachgruppe wird von einem ca. zehnköpfigen Leitungsgremium geleitet, das sich paritätisch aus
Mitgliedern der beteiligten Gesellschaften zusammensetzen soll. Für jede Gesellschaft bestimmt deren
Fachbereich (FB 3 der GI und FB 4 der ITG) drei Mitglieder des Leitungsgremiums: die übrigen werden
durch die Mitglieder der Fachgruppe gewählt. Die Wahl- und die Berufungsvorschläge macht das
Leitungsgremium der Fachgruppe. Die Amtszeit der Mitglieder des Leitungsgremiums beträgt vier Jahre.
Wiederwahl ist zulässig.
4. Das Leitungsgremium wählt aus seiner Mitte einen Sprecher und dessen Stellvertreter für die Dauer
von zwei Jahren; dabei sollen beide Gesellschaften vertreten sein. Wiederwahl ist zulässig. Der Sprecher
führt die Geschäfte der Fachgruppe, wobei er an Beschlüsse des Leitungsgremiums gebunden ist. Der
Sprecher besorgt die erforderlichen Wahlen und amtiert bis zur Wahl eines neuen Sprechers.
5. Die Fachgruppe handelt im gegenseitigen Einvernehmen mit den genannten Fachausschüssen. Die
Fachgruppe informiert die genannten Fachausschüsse rechtzeitig über ihre geplanten Aktivitäten. Ebenso
informieren die Fachausschüsse die Fachgruppe und die anderen beteiligten Fachausschüsse über
Planungen, die das genannte Fachgebiet betreffen. Die Fachausschüsse unterstützen die Fachgruppe
beim Aufbau einer internationalen Zusammenarbeit und stellen ihr in angemessenem Umfang ihre
Publikationsmöglichkeiten zur Verfügung. Die Fachgruppe kann keine die Trägergesellschaften
verpflichtenden Erklärungen abgeben.
6. Veranstaltungen (Tagungen/Workshops usw.) sollten abwechselnd von den Gesellschaften organisiert
werden. Kostengesichtspunkte sind dabei zu berücksichtigen.
7. Veröffentlichungen, die über die Fachgruppenmitteilungen hinausgehen, z. B. Tagungsberichte,
sollten in Abstimmung mit den den Gesellschaften verbundenen Verlagen herausgegeben werden. Bei
den Veröffentlichungen soll ein durchgehend einheitliches Erscheinungsbild angestrebt werden.
8. Die gemeinsame Fachgruppe kann durch einseitige Erklärung einer der beteiligten Gesellschaften
aufgelöst werden. Die Ordnung tritt mit dem Datum der Unterschrift unter die Vereinbarung über die
gemeinsame Fachgruppe in Kraft.
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ARCS 2013

26TH INTERNATIONAL CONFERENCE ON ARCHITECTURE OF COMPUTING SYSTEMS
ARCHITECTURAL ASPECTS FOR APPLICATION ACCELERATION
Prague, Czech Republic
th

nd

February 19 – 22 , 2013
http://arcs2013.fit.cvut.cz
CALL FOR PAPERS
Submission Deadline: October 14, 2012
The ARCS series of conferences has over 30 years of tradition reporting top notch results in computer
architecture and operating systems research. This year's focus will be on architectural aspects
for application acceleration. Like the previous conferences in this series, it continues to be an important
forum for computer architecture research. In 2013 ARCS will be hosted by the Czech Technical University
in Prague.
The proceedings of ARCS 2013 will be published in the Springer Lecture Notes on Computer Science
(LNCS) series (pending). After the conference, authors of selected papers will be invited to submit
an extended version of their contribution for publication in a special issue of the Journal of Systems
Architecture. Also, the best paper and best presentation award will be presented at the conference.

Paper submission: Authors are invited to submit original, unpublished research papers on one
of the following topics:
 Computer architecture topics such as multi-cores, memory systems, and parallel computing
 Adaptive system architectures such as reconfigurable systems in hardware and software
 Customization and application specific accelerators in heterogeneous architectures
 Organic and Autonomic Computing including both theoretical and practical results on selforganization, self-configuration, self-optimization, self-healing, and self-protection techniques
 Operating Systems including but not limited to scheduling, memory management, power
management, and RTOS
 Energy-awareness, green computing
 System aspects of ubiquitous and pervasive computing such as sensor nodes, novel
input/output devices, novel computing platforms, architecture modeling, and middleware
 Embedded systems including but not limited to architecture, communication, design
methodologies, and applications
 Network Centric and Grid Computing

Submissions should be done through the link provided at the conference website
http://arcs2013.fit.cvut.cz/. Papers should be submitted in pdf or postscript format. They should be formatted
according to Springer LNCS style (see: http://www.springer.de/comp/lncs/authors.html ) and not exceed
12 pages.
Workshop and Tutorial Proposals: Proposals for workshops and tutorials within the technical scope
of the conference are solicited. Submissions should be done through email directly to the workshops and
tutorials chair Mladen Berekovic (berekovic@c3e.cs.tu-bs.de).

Important Dates

Paper submission deadline:
Workshop and tutorial proposals:
Notification of acceptance:
Camera ready papers:

October
October
November
December

14 (final deadline)
15, 2012
19, 2012
16, 2012
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Organizing Committee
General Chair
Hana Kubátová, CTU in Prague, CZ
Christian Hochberger, TU Dresden, D
PC Chairs
Martin Daněk, UTIA AV CR, CZ
Bernhard Sick, University of Kassel, D
Workshop and Tutorial Chair
Mladen Berekovic, TU Braunschweig, D
Publicity Chairs
Josef Hlaváč, CTU in Prague, CZ
Dietmar Fey, University of Erlangen-Nurnberg, D
Conference Web Chairs
Petr Fišer, CTU in Prague, CZ
Martin Chloupek, CTU in Prague, CZ
Industry Liaison
Robert Lórencz, CTU in Prague, CZ
Local Organization
Rudolf Kinc, AMCA, CZ
Eva Uhrová (finance), AMCA, CZ
Program Committee

Michael Beigl, Karlsruhe Institute of Technology, D
Frank Bellosa, Karlsruhe Institute of Technology, D
Mladen Berekovich, TU Braunschweig, D
Koen Bertels, Technical University of Delft, NL
Arndt Bode, TU Munich, D
Plamenka Borovska, TU Sofia, BG
Jürgen Brehm, Leibniz University Hannover, D
Uwe Brinkschulte, University of Frankfurt, D
Philip Brisk, EPFL, Lausanne, CH
Jiannong Cao, The Hong Kong Polytechnic University, CN
João M. P. Cardoso, FEUP/University of Porto, P
Luigi Carro, UFRGS, BR
Martin Daněk, UTIA AV CR, CZ
Koen De Bosschere, Ghent University, B
Oliver Diessel, University of New South Wales, AUS
Nikitas Dimopoulos, University of Victoria, CA
Ahmed El-Mahdy, Alexandria University, ET
Fabrizio Ferrandi, Polimi, I
Alois Ferscha, University of Linz, A
Petr Fišer, CTU in Prague, CZ
Pierfrancesco Foglia, Universita di Pisa, I
William Fornaciari, Politecnico di Milano, I
Bjorn Franke, Edinburgh, GB
Roberto Giorgi, Universita di Siena, I
Daniel Gracia-Pérez, CEA, F
Jan Haase, TU Wien, A
Jörg Henkel, Karlsruhe Institute of Technology, D
Andreas Herkersdorf, TU München, D
Christian Hochberger, TU Dresden, D
Michael Hübner, Ruhr-Universität Bo-chum, D
Murali Jayapala, IMEC, B
Gert Jervan, Tallin University of Technology, EST
Ben Juurlink, TU-Delft, NL
Wolfgang Karl, Karlsruhe Institute of Technology, D
Andreas Koch, TU Darmstadt, D

Jan Kořenek, BUT, CZ
Hana Kubátová, CTU in Prague, CZ
Robert Lorencz, CTU in Prague, CZ
Olaf Landsiedel, Royal Institute of Technology, S
Paul Lukowicz, University of Passau, D
Erik Maehle, Universität zu Lübeck, D
Tom Martin, Virginia Tech, USA
Dragomir Milojevic, ULM Brussels, B
Christian Mueller-Schloer, Leibniz University Hannover, D
Dimitrios Nikoplopoulos, FORTH, GR
Alex Orailoglu, UCSD, USA
Kay Roemer, University of Luebeck, D
Pascal Sainrat, Université Paul Sabatier, Toulouse, F
Silvia Santini, ETH Zurich, CH
Toshinori Sato, Kyushu University, J
Yiannakis Sazeides, University of Cyprus, CY
Jan Schmidt, CTU in Prague, CZ
Martin Schulz, LLNL, USA
Karsten Schwan, Georgia Tech, USA
Lukáš Sekanina, BUT, CZ
Cristina Silvano, Polimi, I
Leonel Sousa, TU Lisbon, P
Rainer G. Spallek, TU Dresden, D
Olaf Spinczyk, University of Dortmund, D
Benno Stabernack, Fraunhofer HHI, D
Jarmo Takala, Tampere University of Technology, FIN
Djamshjd Tavangarian, University of Rostock, D
Jürgen Teich, Universität Erlangen, D
Pedro Trancoso, University of Cyprus, CY
Theo Ungerer, University of Augsburg, D
Stephane Vialle, Supelec, F
Lucian Vintan, Lucian Blaga University of Sibiu, RO
Klaus Waldschmidt, University of Frankfurt, D
Stephan Wong, Delft University of Technology, NL
Sami Yehia, Thales Research and Technology, F
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GESELLSCHAFT FÜR INFORMATIK E.V.
PARALLEL-ALGORITHMEN, -RECHNERSTRUKTUREN
UND -SYSTEMSOFTWARE

PARS

INFORMATIONSTECHNISCHE GESELLSCHAFT IM VDE

Preliminary CALL FOR PAPERS
25. PARS - Workshop
11./12. April 2013, Erlangen
http://www.fernuni-hagen.de/pv/pars/2013/
1983 erfolgte in Erlangen, maßgeblich vorangetrieben durch Prof. Händler, die Gründung der Fachgruppe PARS. Der 25. PARSWorkshop kehrt aus diesem Anlass an die Gründungsstätte der Fachgruppe PARS zurück, um 30 Jahre PARS und 25 Jahre PARSWorkshops zu feiern. Geplant sind ein Festkolloquium für Prof. Händler, ein Tutorial für Doktoranden sowie Fachvorträgen zu
folgenden aktuellen PARS-Themen. Beiträge zu weiteren nicht aufgeführten PARS-Themen sind ebenfalls willkommen.
• Parallele Algorithmen (Beschreibung, Komplexität,
Anwendungen)

• Cluster Computing, Grid Computing, Cloud Computing
für HPC

• Parallele Rechenmodelle und parallele Architekturen

• Verbindungsstrukturen und Hardwareaspekte (z. B. rekonfigurierbare Systeme, NoCs)

• Parallele Programmiersprachen und Bibliotheken

• Zukünftige Technologien und neue Berechnungsparadigma für Architekturen (SoC, PIM, STM, Memristor,
DNA-Computing, Quantencomputing)

• Parallele Programmierung und Programmparallelisierung
• Parallele eingebettete Systeme / Cyper-Physical-Systems

• Parallelverarbeitung im Unterricht (Erfahrungen, ELearning)

• Software Engineering für parallele und verteilte Systeme
• Multicore-, Manycore-, GPGPU-Computing und
heterogene Prozessorarchitekturen

• Parallele Methoden und verteiltes Rechnen in den Life
Sciences (z. B. Bio-, Medizininformatik)

Die Sprache des Workshops ist Deutsch oder Englisch. Für jeden Beitrag sind maximal 10 DIN A4 Seiten vorgesehen. Die
Workshop-Beiträge werden als PARS-Mitteilungen (ISSN 0177-0454) publiziert. Es ist eine Workshopgebühr von ca. 100 € geplant.
Termine:

Vortragsanmeldungen als Volltext oder in einer Kurzfassung von 2 bis 4 Seiten sind bis zum
31. Januar 2013 in elektronischer Form unter folgendem Link einzureichen:
http://www.fernuni-hagen.de/pv/pars/2013/papersubmission/
Benachrichtigung der Autoren bis 8. März 2013
Druckfertige Ausarbeitungen bis 31. Juli 2013 (nach dem Workshop)

Programmkomitee:

H. Burkhart, Basel • A. Döring, Zürich • D. Fey, Erlangen • W. Heenes,Darmstadt • R. Hoffmann, Darmstadt
F. Hoßfeld, Jülich • W. Karl, Karlsruhe • J. Keller, Hagen • Chr. Lengauer, Passau • E. Maehle, Lübeck
E. Mayr, München • F. Meyer auf der Heide, Paderborn • W. E. Nagel, Dresden • M. Philippsen, Erlangen
K. D. Reinartz, Höchstadt • H. Schmeck, Karlsruhe • P. Sobe, Dresden • T. Ungerer, Augsburg
R. Wanka, Erlangen • H. Weberpals, Hamburg

Nachwuchspreis:

Der beste Beitrag, der auf einer Diplom-/Masterarbeit oder Dissertation basiert, und von dem Autor/der
Autorin selbst vorgetragen wird, wird auf dem Workshop von der Fachgruppe PARS mit einem Preis (dotiert
mit 500 €) ausgezeichnet. Co-Autoren sind erlaubt, der Doktorgrad sollte noch nicht verliehen sein. Die
Bewerbung um den Preis erfolgt bei Einreichung durch E-Mail an die Organisatoren. Es wird erwartet, dass
die Bewerber Mitglieder der Fachgruppe PARS sind oder ihr beitreten.

Veranstalter:

GI/ITG-Fachgruppe PARS, http://fg-pars.gi.de

Organisation:

Prof. Dr.-Ing. Dietmar Fey, Friedrich-Alexander-Universität Erlangen-Nürnberg, Department Informatik,
Tel.: +49-9131-85-27003/-27002, Fax: 09131-9131-8527912, E-Mail: dietmar.fey@cs.fau.de
Prof. Dr. Michael Philippsen, Friedrich-Alexander-Universität Erlangen-Nürnberg, Department Informatik,
Tel.: +49-9131-85-27625, Fax: 09131-9131-85-28809, E-Mail: philippsen@cs.fau.de
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August
26th-30th,
2013
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Euro‐Par 2013 in Aachen
The Euro‐Par 2013 conference will take place in Aachen, Germany, from August
26th until August 30th, 2013. The conference is jointly organized by the German
Research School for Simulation Sciences, Forschungszentrum Jülich, and RWTH
Aachen University in the framework of the Jülich Aachen Research Alliance.
Euro‐Par is an annual series of international conferences dedicated to the
promotion and advancement of all aspects of parallel and distributed computing.
Euro‐Par covers a wide spectrum of topics from algorithms and theory to
software technology and hardware‐related issues, with application areas ranging
from scientific to mobile and cloud computing. It provides a forum for the
introduction, presentation and discussion of the latest scientific and technical
advances, extending the frontier of both the state of the art and the state of the
practice.
The main audience of Euro‐Par are the researchers in academic institutions,
government laboratories and industrial organisations. Euro‐Par's objective is to
be the primary choice of such professionals for the presentation of new results in
their specific areas. As a wide‐spectrum conference, Euro‐Par fosters the synergy
of different topics in parallel and distributed computing. Of special interest are
applications that demonstrate the effectiveness of the main Euro‐Par topics.
In addition to the main sessions, Euro‐Par conferences provide a platform for a
number of accompanying, technical workshops. Thus, smaller and emerging
communities can meet and develop more focussed topics or as yet less
established topics.
Topics
The following topics will be covered by regular Euro‐Par 2013 sessions:
1. Support Tools and Environments
2. Performance Prediction and Evaluation
3. Scheduling and Load Balancing
4. High‐Performance Architectures and Compilers
5. Parallel and Distributed Data Management
6. Grid, Cluster and Cloud Computing
7. Peer‐to‐Peer Computing
8. Distributed Systems and Algorithms
9. Parallel and Distributed Programming
10. Parallel Numerical Algorithms
11. Multicore and Manycore Programming
12. Theory and Algorithms for Parallel Computation
13. High‐Performance Networks and Communication
14. High‐Performance and Scientific Applications
15. GPU and Accelerator Computing
16. Extreme‐Scale Computing
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Important dates
Abstracts due
Full papers due
Workshop proposals due
Author notification
Camera‐ready full papers due
Conference

January 31 2013
February 7 2013
February 28 2013
May 8 2013
June 1 2013
August 26‐30 2013

More information
For more information, please visit the conference web page at:
www.europar2013.org
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PARS-Beiträge
Studenten
GI-Mitglieder
studentische Nichtmitglieder
Nichtmitglieder
Nichtmitglieder mit DoppelMitgliedschaften
(Beitrag wie GI-Mitglieder)

5,00 €
7,50 €
5,00 €
15,00 €
--,-- €

Leitungsgremium von GI/ITG-PARS
Prof. Dr. Helmar Burkhart, Univ. Basel
Dr. Andreas Döring, IBM Zürich
Prof. Dr. Dietmar Fey, Univ. Erlangen
Prof. Dr. Rolf Hoffmann, TU Darmstadt
Prof. Dr. Wolfgang Karl, Univ. Karlsruhe
Prof. Dr. Jörg Keller, Sprecher, FernUniversität Hagen
Prof. Dr. Christian Lengauer, Univ. Passau
Prof. Dr.-Ing. Erik Maehle, Universität zu Lübeck
Prof. Dr. Ernst W. Mayr, TU München
Prof. Dr. Friedhelm Meyer auf der Heide, Univ. Paderborn
Prof. Dr. Wolfgang E. Nagel, TU Dresden
Dr. Karl Dieter Reinartz, stellv. Sprecher, Univ. Erlangen-Nürnberg
Prof. Dr. Hartmut Schmeck, Univ. Karlsruhe
Prof. Dr. Theo Ungerer, Univ. Augsburg
Prof. Dr. Helmut Weberpals, TU Hamburg Harburg

Sprecher
Prof. Dr. Jörg Keller
FernUniversität in Hagen
Fakultät für Mathematik und Informatik
Lehrgebiet Parallelität und VLSI
Universitätsstraße 1
58084 Hagen
Tel.: (02331) 987-376
Fax: (02331) 987-308
E-Mail: joerg.keller@fernuni-hagen.de
URL: http://fg-pars.gi.de/
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