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Improving Bitonic Sorting by Wire Elimination
Moritz Mühlenthaler and Rolf Wanka, Department of Computer Science, University of ErlangenNuremberg, Germany.{moritz.muehlenthaler, rwanka}@informatik.uni-erlangen.de

Abstract
We introduce a technique called wire elimination by which it is possible to remove wires and comparators from (n, m)merging and n-sorting circuits such that the resulting circuits are (n′ , m′ )-merging and n′ -sorting circuits, resp., with n′ < n,
m′ < m. By neatly choosing the wires to be removed, it is possible to obtain for n′ and m′ new circuits that have size less
than circuits previously designed for n′ and m′ . We demonstrate this approach by eliminating from the classical Bitonic
(2n, 2n)-merging circuit 2n wires such that an (n, n)-merging circuit is obtained which has 12 n comparators less than the
classical Bitonic (n, n)-merge circuit, but still the same depth. Using the usual sorting by merging technique, we get a
variant of Bitonic sort which saves 41 n(log n − 1) comparators compared to the classical variant.

1 Introduction
Background. Sorting n keys is one of the most thoroughly
investigated problems in computer science. In the area of
parallel computing, sorting is a classical topic as well. Its
roots can be traced back to the 1950s Knuth [6, Sec. 5.3.4,
p. 225]. Parallel sorting is one of the basic subroutines
which appears as central building block in many applications like the computation of convex hulls, image processing methods, and parallel databases.
One approach to parallel sorting is to design special
circuits for sorting which consist exclusively of modules
called comparators realizing atomic compare-exchange operations (for detailed definitions, see Section 2).
Batcher [2] published in 1968 two circuits called the
Bitonic sorting circuit and the Odd-Even Merge sorting circuit (OEMS). For n = 2k , both algorithms perform 12 log n ·
(log n + 1) parallel steps. The Bitonic sorter consists of
1
4 n log n(log n+1) comparators, the Odd-Even Merge sorter
of 14 n log n(log n − 1) + n − 1 comparators. So OEMS has
1
2 n(log n − 2) + 1 comparators less than the Bitonic sorter.
The size of OEMS is up to now the best known for a general
construction of sorting circuits. Only by extensive search
for individual n, sorting circuits of smaller size have been
found (see [6, p. 229]).
Bitonic sort is quite popular as its structure is well suited
to be implemented on processor networks like k-dimensional hypercubes and 2-dimensional meshes. In comparison, the structure of the Odd-Even Merge sorter is quite
irregular which impedes direct implementation on the mentioned networks.
If the number n of keys is larger than the number p
of processors of a parallel processor network, then a comparator can be replaced by the so-called split-and-merge
operation, where the “small” half of the keys is treated like
the minimum key in the comparator case, and the “large”
half correspondingly [6, p. 241]. Due to the small number of split-and-merge operations, in this case, implementations of Odd-Even Merge sort on SIMD parallel machines

are faster than any other method [4]. Also on MIMD parallel machines, OEMS is competitive to non-comparatorbased methods like Sample Sort for a substantial range for
n/p [10].
The theoretical lower bound on comparator-based parallel sorting is Ω(log n). The only known sorting circuit
matching this bound is the AKS sorting circuit [1, 9]. However, the constant factor hidden in the O-notation is astronomically large, so the AKS circuit is mainly of theoretical
relevance.
Unfortunately, even for smaller circuits it is often far
from trivial to prove that they sort all inputs. In this paper, we investigate a general transformation of sorting circuits which may save comparators and preserves the sorting
property of the original circuit, so the new circuit is correct
by construction.
Previous work. There has been some work on modifying
sorting circuits in order to preserve its properties and guarantee additional properties. E.g., Knuth shows [6, p. 238]
how to transform any sorting circuit consisting of so-called
standard and nonstandard comparators into a version that
consists only of standard comparators (see Fact 1 below).
Kutyłowski et al. [7] present the periodification scheme
that transforms any sorting circuit into a periodic sorting
circuit that consists of identical blocks of depth 5 and has
almost the same overall depth.
Leighton [8] shows how any n-sorting circuit can be
transformed into a parallel constant-degree processor network of n processors which can sort in parallel time of the
circuit’s depth.
Closest to our work, Hong and Sedgewick [5] use a
simple variant of what we call wire elimination for reducing the depth of a particular class of odd-even mergers.
New results. In this paper, we introduce a technique we
call wire elimination by which it is possible to modify an
n-sorting circuit or an (n, m)-merging circuit such that an

Figure 1: The Bitonic (4, 4)-merger BM4,4 and the Odd-Even (4, 4)-merger OEM4,4 , and the corresponding input orders
n′ -sorting circuit is obtained and an (n′ , m′ )-merging circuit, resp., for n′ < n and m′ < m. The basic idea is that if
Sn is an n-sorter, we may fix an input wire i, put, e.g., the
key −∞ to i and follow the path of −∞ through the circuit
assuming larger keys on the other wires. As −∞ loses all
comparisons, its path can be removed from the circuit, including all incident comparators. The residual circuit must
be an (n − 1)-sorting circuit, with possibly less comparators or depth than other known constructions for n − 1. No
analysis of the structure of the (n − 1)-sorter or brute-force
approach is needed for a correctness proof, it is correct by
construction. Similar arguments can be applied to merging
circuits.
We demonstrate the wire elimination approach by applying it to the Bitonic sorter. First, we construct from the
Bitonic (2n, 2n)-merging circuit an (n, n)-merging circuit
which saves 21 n comparators in comparison to the classical
Bitonic (n, n)-merger. Then, the classical sorting by merging approach is applied to the new variant of the Bitonic
(n, n)-merger such that we obtain an n-sorting circuit which
saves 14 n(log n − 1) comparators in comparison to the classic Bitonic n-sorter. So we have a variant of Bitonic sort
which is, with respect to the size, closer to OEMS than to
the classical Bitonic n-sorter.
Organization of paper. In the next section, we present
the necessary definitions and facts from the area of parallel
sorting and merging circuits. Section 3 presents the wire
elimination, which is applied to the Bitonic merge and sort
in Section 4.

2 Preliminaries
A comparator is a module with two inputs x1 and x2 , and
two outputs y1 and y2 . Two arbitrary keys a and b enter
the comparator, and, as the output of the comparator, y1
receives the smaller key, i. e., y1 = min{a, b}, and y2 the
larger key, i. e., y2 = max{a, b}.
A comparator is graphically represented as an arrow.
The arrow always shows the direction of the maximum key.
A comparator n-circuit consists of n wires that go from left
to right. The wires are numbered from 1 through n, and
they are connected by comparators. The comparator [i : j]
connects the wires i and j, and the maximum of the inputs
is placed on wire j. If i < j, the comparator [i : j] is called
standard comparator. In this case, we omit the arrow in the
representation.

Comparators can be combined to a parallel step or stage
if there are no dependencies between their inputs and outputs. The number of parallel steps is the depth of the circuit, the number of comparators is it size. For example, see
Figure 1, where circuits of depth 3 and size 12 and 9, resp.,
are presented.
If a comparator n-circuit sorts any input sequence of
length n, it is called n-sorter.
Let the wires be partitioned into two groups of size n
and m, and let there be an order on the wires of each group.
If we can input to the groups any two sorted sequences according to the order, and the output leaves the circuit always sorted, the circuit is called (n, m)-merger.
Fact 1 ([6, p. 238]). Any sorting circuit consisting of standard and nonstandard comparators can be transformed into
a sorting circuit consisting only of standard comparators
having the same depth and size.
Similarly, any (n, m)-merging circuit can be transformed
into an (n, m)-merging circuit consisting only of standard
comparators having the same depth and size, but possibly
with new groups (and order).
Fact 2 ([2]). Let n = 2k .
(a) The Bitonic (n, n)-merger BMn,n has depth log n + 1
and size n(log n + 1). The Bitonic n-sorter BSn has
depth 21 log n(log n + 1) and size 41 n log n(log n + 1).
(b) The Odd-Even (n, n)-merger OEMn,n has depth log n+
1 and size n log n + 1. The Odd-Even Merge n-sorter
OEMSn has depth 12 log n(log n+1) and size 14 n log n·
(log n − 1) + n − 1.
So the Odd-Even Merge sorter has 21 n log n−n+1 comparators less than the Bitonic sorter.
Figure 1 shows the Bitonic (4, 4)-merger and the OddEven (4, 4)-merger together with the groups of wires and
the order within these groups.
Knuth describes variants of BMm,n [6, p. 230ff.] and of
OEMm,n [6, p. 223ff.] that work for arbitrary n and m.
In this paper, we construct a variant of the Bitonic sorter
that halves the difference in the size of the two circuits.

3 Wire Elimination
Wire elimination is a general transformation operation on
comparator circuits which preserves the sorting property of
the input circuit. The general idea is to reduce the number

Figure 2: Elimination of one wire from Odd-Even Transposition Sort on 8 wires. Note that 7 comparators are removed,
stages are merged and that the residual circuit has one stage less.
of wires by fixing parts of the input sequence with nonstandard symbols {L, R}, where L is smaller and R is greater
than any standard symbol. L may be interpreted as −∞,
and R as ∞. In the following, we call regular keys standard
symbols as their actual values are irrelevant for the elimination process. Since outcomes of all comparisons between
standard and nonstandard symbols are known in advance
the actions of the respective comparators (“swap symbols”
or “pass through”) can be hardwired into the wire structure
of the circuit, and the comparators can be omitted. As a result, the circuit is divided into two independent parts: one
part dealing only with standard symbols and another part
dealing only with nonstandard symbols. The latter part can
be removed from the circuit, leaving us with a comparator
circuit with fewer inputs. For example, see Figure 2.
Although wire elimination and related techniques have
occurred in the parallel sorting literature, it has not received
much attention as a general construction technique for sorting and merging circuits. An idea related to wire elimination has for instance been used for adapting fixed-width
sorting circuits, implemented in hardware, to sort sequences
of different lengths. To ensure that the size of the input sequence fits to the size of the sorter, a sequence is padded
with copies of the largest or the smallest symbol. After
sorting the extended sequence, the additional symbols are
trimmed from the output to get a sorted sequence of the
original length. For this technique only standard symbols
are required. If wires are eliminated explicitly however,
nonstandard symbols need to be introduced so the interaction between the standard symbols and the additional symbols is uniquely determined.
In the work of Hong and Sedgewick [5] explicit wire
elimination has been used for creating merging circuits with
fewer parallel steps than certain Odd-Even mergers. Their
construction of a (k, l)-merger works as follows: From an
Odd-Even (m, m)-merger OEMm,m with m = 2⌈log2 (k+l)⌉−1
inputs the first m − k wires are eliminated using L symbols and the last m − l wires are eliminated using R symbols. Hong and Sedgewick show that if ⌈log2 (k + l)⌉ <
⌈log2 max(k, l)⌉ + 1 then the first parallel step is eliminated
entirely from the circuit and the resulting (k, l)-merger has
one parallel step less than OEMk,l . In this construction,
swaps of standard and nonstandard symbols are carefully
avoided since such swaps result in twisted wires which complicate the circuit layout and make the resulting circuits difficult to analyze.
Algorithm W IRE E LIM shows how to implement wire

Algorithm 1: Wire elimination on n wires
Algorithm:W IRE E LIM
input : L: list of wire indices of the L symbols
input : R: list of wire indices of the R symbols
in/out : N: list of comparators [i1 : j1 ], . . . , [ir : jr ]
output: Π: permutation of inputs
foreach c = 1, 2, . . . , r do
if ic ∈ L ⊔ R ∨ jc ∈ L ⊔ R then
if ic ∈ R ∨ jc ∈ L then
N[c] ← (ic , jc )
(∗)
replace [ic : jc ] with transposition (ic , jc )
else
remove N[c]
end
update indices in L and R
end
end
Π ← idn
foreach c = r, r − 1, . . . , 1 do
if N[c] is a comparator then
ic ← Π(ic )
jc ← Π( jc )
else
Π ← (ic , jc ) ◦ Π
end
end
remove wires with indices in L ⊔ R and update Π
accordingly
return N, Π

elimination as a general construction on comparator circuits. The input data are two lists of wire indices, one for
L and one for R symbols (all indices must be distinct), and
a comparator circuit N, which is represented as a list of
comparators. The algorithm consists of a forward and a
backward pass over N. In the first pass, the outcomes of all
comparisons involving at least one nonstandard symbol are
hardwired into the circuit structure. Suppose a comparator [i : j] processes symbols a and b, with at least one of
them nonstandard. Then at (∗), the comparator is replaced
by a transposition (i, j) if it swaps a and b. Otherwise the
comparator is removed from the circuit entirely. Without
loss of generality, we assume in W IRE E LM that whenever
two identical nonstandard symbols are compared, they are

swapped. In the second pass the transpositions are removed
from the circuit, so we obtain a circuit represented as a list
of comparators. The circuit is traversed back to front. The
permutation π maps the current wire indices to outputs.
Since the order of outputs is fixed, we start with π = idn
and whenever a transposition is encountered, π is updated
and the transposition is removed. For each comparator c,
the wire indices ic and jc are set to the indices of the outputs the wires are connected to, namely π (ic ) and π ( jc ).
None of the modifications of the input circuit by W IRE ELIM affects the relative order of the standard symbols in the
output sequence. The permutation π returned by the algorithm maps the wire indices of the original circuit to the
modified circuit. The time complexity of the algorithm is
O(c), where c is the number of comparators.
Figure 2 shows a nice application of wire elimination
to Odd-Even Transposition Sort, an n-sorter of depth n (see
[6, p. 240]). Because of its simple structure – it only consists of so-called primitive comparators, i.e., comparators
of the form [i : i + 1] – wires are not twisted in this case.
We see that the resulting residual 7-circuit must be a sorting circuit because the original circuit is an 8-sorter.
This observation holds in general.
Theorem 1. Let N be an n-sorting circuit, and let L and
R arbitrary disjoint sets of wire numbers. Then the result
of Algorithm W IRE E LIM describes a sorting circuit with
n − |L| − |R| wires.
Proof. As the original circuit is a sorter, the residual circuit
still has to sort any sequence of regular keys because L and
R are considered less and larger, resp., than any key in the
sequence of regular keys.
Eliminating wires from merging circuits does not necessarily preserve their merging property. We now establish a condition under which the merging property of the
input circuit is preserved. Let a0 ≤ a1 ≤ . . . ≤ ak−1 be k
items processed by some comparator circuit. We say that
the nondecreasing order of the items is respected when fixing items with nonstandard symbols, if (1) no standard or
R symbol precedes an L symbol and (2) no standard or L
symbol succeeds an R symbol.
Theorem 2. Let M be a (k, l)-merging circuit merging items
a0 ≤ a1 ≤ . . . ≤ ak−1 and b0 ≤ b1 ≤ . . . ≤ bl−1 . Further,
let EM be a wire elimination operation fixing r items of
a0 , . . . , ak−1 and s items of b0 , . . . , bl−1 with nonstandard
symbols such that the nondecreasing order of items a0 , . . . ,
ak−1 and b0 , . . . , bl−1 is respected. Then the result of EM is
a (k − r, l − s)-merging circuit.
Proof. Analogously to the proof of Theorem 1.
Note the following: As the output wires define a sorted
sequence the wire elimination process changes the actual
order on the groups a and b.
Wire elimination can be used in two ways: On the one
hand, it can be applied to a family of n-circuits of depth
T (n) and size S(n) in such a way that certain, appropriatly
chosen sets of wires are eliminated so that a new family of

′
Figure 3: The (8, 8)-improved Bitonic merger M16

n-circuits is found with depth T ′ (n) < T (n) or size S′ (n) <
S(n). In this paper, we construct from the family of Bitonic
mergers BMn/2,n/2 of size 12 n log n a family of (n/2, n/2)mergers of size 12 n(log n − 21 ) saving 14 n comparators.
On the other hand, for fixed n and existing n-circuits,
sets L and R of wires can be systematically tested by a computer program whether W IRE E LMIM with L and R leads to
an n′ -circuit with depth or size better than circuits previously known for n′ .

4 Comparator Saving Variant of
Bitonic Sort
The depth of Bitonic mergers is optimal [6, p. 231]. But the
size of Bitonic mergers is larger than the size of Odd-Even
Merging circuits (Fact 2). In this section, we provide a wire
elimination-based construction which improves the size of
the Bitonic merging circuit leaving the depth unchanged.

4.1 Improved Bitonic Merge Construction
First we describe the structure of the new (n/2, n/2)-merger
Mn′ and the corresponding input order. Then we show that
it can be obtained by wire elimination from the Bitonic
(n/2, n/2)-merger BMn/2,n/2 which by Theorem 2 already
proves its correctness.
M2′ is a single comparator. For n = 2k , k > 1, Mn′ is
defined as follows:
(1) Start with the Bitonic (n/2, n/2)-merger BMn/2,n/2
with n = 2m wires (m ≥ 2).
(2) With d = n/4, replace the n/2 comparators in the
second stage of the circuit with comparators [d : 2d], [d + 1 :
2d + 1], . . ., [2d − 1, 3d − 1].
The items a0 ≤ . . . ≤ an/2−1 and b0 ≤ . . . ≤ bn/2−1 are expected to arrive in the order: an/4−1, . . . , a0 , an/2−1, . . . , an/4 ,
b0 , . . . , bn/2−1 .
′
Figure 3 shows the (8, 8)-improved Bitonic merger M16
and the order required for the inputs.

Theorem 3. Let Mn′ be the circuit with n = 2k wires constructed in the above way. Then Mn′ has the following properties:
1. Mn′ is an (n/2, n/2)-merging circuit.
2. Mn′ has depth T (n) = log n.
3. The size of M2′ is C(2) = 1. For k ≥ 2, Mn′ has size
C(n) = 21 n(log n − 21 ),
Note that Mn′ has 14 n less comparators than BMn/2,n/2 .
Proof. We first show that Mn′ can be obtained by wire elimination from BMn,n . Let BMn,n be the (n, n)-Bitonic merger
merging items a0 ≤ . . . ≤ an−1 and b0 ≤ . . . ≤ bn−1. We
divide these items into eight groups a, . . . , h of n/4 consecutive items each, and eliminate wires from BMn,n such
that L symbols are assigned to all items from groups a, b
and e, and R symbols are assigned to all items in group h.
Figure 4 shows the groups a, . . . , h in the first three merging tableaux (for a description, see [5]) of BMn,n . Blocks
marked with a ∗ -symbol have their items arranged in reversed order. After the third merging tableau, all nonstandard symbols are already in the correct groups and hence
need not be considered further. Since all standard symbols are now in blocks c∗ , d ∗ , f and g the fourth merging
tableau is equivalent to the third merging tableau of the
(n, n)-Bitonic merger. In the first two merging tableaux,
shown in Figures 4a and b only the comparisons [c∗ : f ]
and [d ∗ : g] are not redundant. All comparisons between
items in these blocks are independent, so these n/2 comparisons constitute the first stage of a circuit we call N ′ .
Since we have transpositions (c∗ , a∗ ) in the second merging tableau and no further transpositions in all following
steps, removing the transpositions will result in relabeling
comparisons [c∗ : f ] to [a∗ : f ]. So indeed, the first stages
of N ′ and Mn′ are equivalent. The second stage of N ′ consists of comparisons [d ∗ : f ] (shown in the third merging
tableau) and is equivalent to the second stage of Mn′ . Since
only groups c∗ , d ∗ , f and g need to be considered after the
second stage, the remaining stages of N ′ are equivalent to
stages 3, . . . log n of a (n/2, n/2)-Bitonic merger, and hence
Mn′ = N ′ . Figure 5 shows the construction of Mn′ by wire
elimination for n = 8.
It remains to be shown that Mn′ is indeed an (n/2, n/2)merging circuit expecting items in the specified order. Since
L symbols are assigned to items in groups a, b and e, no
standard or R symbols precede any L symbols. Similarly no
standard or L symbols succeed the R symbols in group h.
By Theorem 2, Mn′ is an (n/2, n/2)-merging circuit. Since
no transpositions relevant for the relative order of the standard symbols occur after merging tableau 4c, the expected
order of items can be derived from the order of the groups
c∗ , d ∗ , f and g (and the arrangement of items within these
groups) in merging tableau 4c. So the expected relative order of items is
cn/4−1, . . . , c0 , dn/4−1 , . . . , d0 , f0 , . . . , fn/4−1 , g0 , . . . , gn/4−1.
Since we have ∀r ∈ c∗ , s ∈ d ∗ : r ≤ s and ∀r ∈ f , s ∈ g :
r ≤ s, the expected order of items in Mn′ matches the order
specified in the construction.

(a) First Merging-Tableau

(b) Second Merging-Tableau

(c) Third Merging-Tableau

Figure 4: The first three merging tableaux of the Bitonic
(n, n)-merging circuit. Each block contains n/4 symbols.
Claims 2 and 3 of the theorem follow immediately from
the specification of the construction of Mn′ .
The construction given in this section describes a class
of improved Bitonic mergers with 2m inputs for m ≥ 2. We
note that this construction can be generalized in the following way: Let M be an (n, n)-improved Bitonic merger
(n = 2m m ≥ 2). Then eliminating wires 0, . . . , n/4 − 1
and n, . . . , 5n/4 with L symbols and wires 7n/4, . . ., 2n −
1 with R symbols yields an (n/2, n/2)-improved Bitonic
merging circuit. This means, by eliminating wires from
an (n, n)-improved Bitonic merger one by one, we can “interpolate” between an (n, n)- and an (n/2, n/2)-improved
Bitonic merger.
The merging circuit we investigated here is not the only
one one can obtain by wire elimination. Figure 6 presents
four more variants of Bitonic (4, 4)-mergers obtained from
the classical Bitonic (8, 8)-merger, and the corresponding
input orders.

4.2 Improved Bitonic Sort Construction
Similar to the construction of Bitonic and Odd-Even sorters,
the improved Bitonic merging circuit Mn′ analyzed in the
previous section can be used as a building block in a divide-

Figure 5: Construction of the (4, 4)-improved Bitonic merger M8′ by wire elimination from the Bitonic (8, 8)-merger
and-conquer fashion to build a sorting circuit. However,
some care needs to be taken, due to the particular order
in which items are expected to be input into the improved
bitonic mergers. Figure 7 shows how the merging circuits
must be wired together to create an improved Bitonic sorter
IBS16 with 16 inputs. The improved Bitonic sorter IBSn is
defined analogously. The twisted wires lead to nonstandard
comparators (see Figure 8). By Fact 1, we can transform
the circuit to a circuit that consists of standard comparators
only. It is shown in Figure 9.

Proof. By the discussion above, IBSn is an n-sorter, and its
depth is equal to the depth of the Bitonic n-sorter BSn .
Its size sIBS (n) is, with C(n) from Theorem 3,
k

sIBS (n) = 2 · sIBS ( 12 n) + C(n) = ∑ 2k−i ·C(2i )
i=1
k

= 2k−1 + ∑ 2k−i ·
i=2

=

1 i  1
·2 · i−
2
2


1
1 k 2
· 2 · (k + 1) = · n · (log n)2 + 1 .
4
4

Hence, IBSn consists of 14 n(log n − 1) comparators less
than the classical Bitonic n-sorter and 41 n(log n − 3) + 1
comparators more than the Odd-Even Merge n-sorter.

5 Concluding Remarks
In our construction of Mn′ , we started with the Bitonic (n, n)merger BMn,n assuming the input order an−1 , . . . , a0 , b0 , . . . ,
bn−1 . As BMn,n also correctly merges any cyclic shift of the
order mentioned above, even more variants than depicted
in Figure 6 can be obtained by wire elimination automatically. However, in the light of the results due to Bilardi [3],
many of the merging circuits obtained in this way seem to
be structurally equivalent.
Figure 6: Four more variants of Bitonic (4, 4)-Mergers of
depth 3 and size 10 obtained by wire elimination from the
classical Bitonic (8, 8)-merger BM8,8 , and the corresponding input orders
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Abstract
The Resource Description Framework (RDF) originated from the Semantic Web field and is now increasingly used in
other areas as well. The database community in particular took up RDF as an alternative data representation model and
is researching new ways of storing and querying information in this format. The focus has mostly been on physical
design and data compression issues with query processing currently done in a conventional manner. Especially in terms
of parallel query processing there has not been any work which concentrates on RDF exclusively. In this work, we
present a parallel join algorithm designed for Graphics Processing Units (GPUs) that is intended to be used for a query
processor that can handle RDF and its query language SPARQL, although it is not restricted to those. The algorithm is
a generalization of three GPU joins published in previous work. We demonstrate that our algorithm has slightly better
performance even with the overhead of generalization. Additionally, we present an extension framework which manages
multiple joins running concurrently. The framework in combination with GPU parallel processing improves long-term
query execution. If many joins are processed with the framework over a longer period, average execution time decreases.
Experiment results indicate that the join algorithm and its extension framework contribute to better overall execution
times, but are currently useful only with large data inputs due to hardware architecture restrictions.

1 Introduction
The Resource Description Framework (RDF, [1]) originated from the Semantic Web field and is now increasingly
used in other areas, e.g. the life sciences. RDF is a data
model used to establish relations between objects (or resources) and to make general statements about these relations. It is very simple in nature and compared to the
more traditional relational model does not need a predefined schema. Schema descriptions can be added on demand by introducing ontologies describing requirements
on data structuring. But generally, RDF is schema-agnostic
and data from different sources may be mixed freely in
a database. The nature of RDF requires a rethinking of
established knowledge about storing and processing data.
RDF data is much more fine-grained than relational tuples.
As more and more information of this type becomes available [2, 3], new data management strategies are required.
Up until recently, RDF data was simply mapped to relational tables. But there is no easy way to split the datasets
up into tables due to the lack of an underlying schema.
Therefore, the database community started to look at RDF
separate from the relational model and new approaches
were proposed for data management.
We are interested in the querying of RDF data using the
standard query language SPARQL [4]. SPARQL uses pattern matching to extract data of interest from an RDF
database. Query processing can be done with established
methods. We assume that the query execution plan is first
optimized and then processed with a set of operators joining and filtering the data. As RDF is not generally partitioned in tables but consists of one single dataset, poten-

tially large segments have to be joined during query execution. Although processing large tables is common for all
databases having a certain size, the problem is more severe
for RDF. First, even smaller datasets typically have millions of elements and second, SPARQL queries reflect the
fine-grained RDF data by having many patterns that need
to match and which have to be joined. A typical SPARQL
query contains many more joins than an SQL query.
In this work, we investigate the use of graphics processing units (GPUs) to improve the performance of SPARQL
query execution. More precisely, we replicate previous
work on GPU equi-joins running in parallel and generalize that approach (Sect. 2-3). We then describe a scheduler component which can improve utilization of the GPU
when multiple joins run in parallel (Sect. 4). Measurements indicate that this extended join processing on GPUs
is beneficial for RDF processing in particular, but also for
join processing in general (Sect. 5). In our effort to build
a SPARQL processor making full use of the intricacies of
RDF and the power of modern parallel architectures, this
is an encouraging result.

2 Preliminaries and Related Work
Our overall goal is to create a SPARQL compliant query
processor which is adapted to RDF and is not simply
a mapping to a relational database. Also, we want to
consider the possibilities of commodity parallel hardware,
again seen from an RDF perspective. In this work, we concentrate on the latter, to establish the feasibility of combining the two areas.

Although the join algorithm described here does not depend on RDF, we still want to create a connection to the
data model. We therefore give a short introduction to RDF
and SPARQL and describe the basic notions needed to explain parallelization on GPUs.

2.1

RDF and SPARQL

Information in RDF is organized into triples (hsubject,
predicate, objecti). A triple makes a statement about the
subject, with the predicate describing a property and the
object describing a value. The following example shows
two triples making statements about the geographical position of the city of Basel: (hbaseli, hlongitudei, "07◦ 35’E"),
(hbaseli, hlatitudei, "47◦ 35’N"). The terms in angle brackets were abbreviated. In full form, they should be written
as URIs, e.g. http://www.switzerland.ch/cities/basel. With
URIs, a unique name base is established. Each URI in a
dataset identifies a specific resource, which can be any abstract or concrete entity imaginable. hbaseli is a real city,
i.e. a concrete resource. hlongitudei is a more abstract
term. The objects as the value of a statement may be either
string literals as seen in the example or they may be described with another URI resource. With the latter, an object may become the subject of other triples and the overall
RDF dataset forms a graph structure.
Each new property of a resource requires a new triple, making datasets grow very fast. This is a major disadvantage
compared to the relational model where the example above
would be stored in one tuple, avoiding redundant specification of resources. On the other hand, adding new properties
to a subject is simple. One only needs to add another triple.
No schema changes are required.
To retrieve specific subsets in RDF, the SPARQL query
language is used. A query is constructed using simple
triple patterns, e.g. ?city hlongitudei "07◦ 35’E", ?city
hlatitudei "47◦ 35’N". ?city is an unknown variable in
the pattern. Each pattern is matched against the RDF
dataset, yielding variable bindings. Multiple patterns are
combined with joins through variables that have the same
name. More specifically, sets of variable bindings are combined with equi-joins. In addition to joins (AND operator),
patterns can be combined with operators like UNION, OPTIONAL, and FILTER to build more complex queries. The
final result are variable bindings that match all triple patterns combined. In our example, we would get one variable
binding where ?city= hbaseli.
SPARQL queries typically contain many triple patterns
which all have to be joined. As each triple pattern might
return a large subset of the data, combining them becomes
costly. For this reason, we consider using GPUs to process
joins in parallel.

2.2

Parallelization on GPUs

We describe an abstract architecture model common for
GPUs. A specific example is NVIDIA CUDA (Compute Unified Device Architecture [5]), currently the most
widely used programming framework for general purpose

GPUs. We use CUDA as the basis for our algorithm implementation, but are not restricted to it. Our work could
be easily ported to more general frameworks like OpenCL
[6].
The GPU in our model is a set of SIMD (Single Instruction
Multiple Data) stream processors that share memory residing on the same board. The CPU initiates the parallel processing by first transporting data from CPU to GPU memory (see Fig. 1, designator 2), issuing the procedure for the
GPU (7), and then transferring the result of the calculation
back to CPU memory (10). GPU procedures are called
kernels in CUDA terminology. Each stream processor is
scheduled with the same kernel. Data distribution to the
processors is handled automatically by the hardware and
cannot be controlled by the programmer. But the CUDA
programming model still requires manual tuning to achieve
peak performance. One first has to determine the number
k of kernel blocks. Each kernel block works on a different part of the input data (data blocks). Threads inside a
block can cooperate with each other (through shared memory) but the blocks themselves work independently. This
allows the GPU hardware to freely distribute blocks to any
stream processor (6). The more threads and the larger the
shared memory per block, the smaller the number of blocks
that can be managed by one processor. But the processors should have as many blocks as possible because they
can then task switch between them very fast. If the kernel
needs to read from (slow) GPU memory to retrieve data
for one block, the processor can switch to another which
already has its data and execute it. This hides memory latency which is the major performance bottleneck in this
kind of architecture.
Our join algorithm makes use of this architecture model
by calculating the correct set of data blocks to join before
issuing kernel calls (Sec. 3).

2.3

Related Work

Recent approaches in the database community on supporting RDF in query processing concentrate on the physical
design, i.e. the storage aspect [7, 8, 9], and on query optimization [9, 10, 11]. In [9], the authors describe a storage
model that keeps all RDF data in clustered indices. Index
data is sorted with different permutations of the resources
inside a triple. When executing joins for a query, the data is
kept sorted as long as possible using the right combination
of index data. This way, a large part of the query execution
plan consists of merge joins and a few hash joins, but no
index is ever built on the fly in memory. We also consider
the same index structure in our work. With most of the data
sorted beforehand, we concentrate on merge joins only.
Processing queries on parallel hardware was addressed in
research over several periods, depending on what hardware
was available at the time and what kind of parallelism was
intended. Prior work emphasizes all aspects of query processing, with join algorithms being prevalent. Early work
utilizing graphics hardware relies on specific features [12],
later work uses General Purpose GPU (GPGPU) abstractions [13]. The most recent work on joins intended for

Figure 1: Parallel join processing
GPUs is described in [14]. It provides implementations for
four join variants: nested loop joins, indexed nested loop
joins, sort-merge joins, and radix joins (called hash joins).
The algorithms expect to have all data available in GPU
memory before being started. One problematic aspect with
this approach is that only one operator can run on the GPU.
Before another can be scheduled, all data has to be copied
back from GPU RAM. To avoid this limitation, our algorithm variant is not required to have all its input data in
memory, but can work with parts. Also, as we expect to
have data indexed and sorted as described above, we do
not concentrate on indexed nested loop joins. Instead, we
take the other three joins of [14] and combine them into
one algorithm, which is what we describe next.

3 Parallel Join Processing

Sec. 2.3, we assume that RDF data is stored in indexes. It
is important to note that those indexes do not contain the
URI strings of the triples but integer hash values generated
from them. Joins are always executed on the fixed size integers which is much more efficient, especially for GPU
processing. The algorithms laid out in [14] also assume
a mapping of variable sized data to fixed size representatives. Mapping to fixed size keys has become common
in many modern database systems, e.g. MonetDB [15],
which uses it exclusively for each column in a relational
table. In the following, we will assume that integer values
are processed. Moreover, for comparison with the results
of [14], we will assume that tables (variable binding lists in
SPARQL) to be joined have two columns (or variable bindings), as in a key/value pair. Realistic queries would have
more columns, but there is little change to the algorithm
per se.

Before describing our join algorithm, we need to establish
the kind of data that is processed by it. As described in

The algorithm can be decomposed into an outer and inner
layer. The outer layer is responsible for transferring data
blocks between CPU and GPU RAM and for issuing kernel calls for the inner layer. The inner layer performs joins

with data blocks on the GPU. Refer to Fig. 1 in the following two subsections.

3.1

Outer Layer

The algorithms in [14] require all input data to fit into GPU
RAM. In contrast, we include an outer algorithm layer
which handles smaller input parts, called inner layer blocks
(ILB). At first, the two input data streams to be joined reside in CPU RAM or on disk (1). In GPU RAM, contiguous arrays of integers (buffers) are reserved. The buffer
sizes do not have to match the input data sizes in CPU
RAM and can be smaller. The CPU moves ILBs of buffer
size to GPU RAM and issues an optional sort procedure, if
required (2). The buffers are then joined on the GPU using
the inner layer algorithm (3-8). An output array is reserved
for the result (9). It also can be arbitrarily large. The output
array is filled up until either the input is exhausted or the
output buffer is full. Result data is then transferred back to
CPU RAM. The process continues until the input buffers
are empty. The outer layer handles all cases where buffers
need to be refilled or emptied. As the GPU buffers may be
smaller than the input data streams, each ILB from the left
input has to be joined with each ILB from the right input
to retrieve all results. If the blocks fit into GPU RAM, only
one call to the inner layer is necessary. The ILBs are processed the same way as in a nested loop join. If the buffers
are sorted, a merge join like procedure is performed. Note
that the overall result will remain ony partially sorted, if
the input has to be partitioned into ILBs. This is avoided
only if the original input is already sorted or one of the
input buffers can hold all data.
Although the layer can handle any buffer size, there is an
impact on performance if too many small blocks have to
be processed. But it is guaranteed that any input can be
joined. Another advantage is that buffers can be reserved in
advance and dynamic memory allocation can be avoided.
This becomes important when processing joins for many
queries simultaneously and maximum throughput is required. But generally, the outer layer cannot be used if
maximum performance is required. In the following, for
comparison with previous work and testing of maximum
throughput, we will consider cases where the buffer sizes
can hold all input data.

3.2

Inner Layer

The inner layer processes one join on two ILBs provided
by the outer layer. The buffers are first prepared for CUDA
processing. As described in Sect. 2.2, running CUDA kernels requires to specify the number of kernel blocks and
the number of threads per block. Kernel blocks are distributed to the GPU stream processors and independently
work on a piece of buffer data (data block). To assign work
packages to kernel blocks, the input buffers are partitioned
into data blocks by kernel block size (3). For each data
block, its first and last value are retrieved to get a list of
intervals. The interval lists of both buffers are matched.
Overlapping intervals designate data blocks that have potential join partners. A list of data block combinations is
collected (4). Afterwards, the data block combinations are
assigned to kernel blocks (5) and the actual join process
is initiated (6). The join process requires two steps. First,

each kernel block performs the join on its two assigned
data blocks but does not yet store its result (7). Instead, the
number of results is collected for each kernel block and
a parallel scan started to determine the index where each
kernel block has to write its results. Second, the join process is run again and each thread of a kernel block writes
out its data (8). The procedure is repeated until the input is
exhausted or the output buffer is full and control returns to
the outer layer.
This procedure is very similar to the merge join presented
in [14]. Our algorithm differs in the way data is assigned to
kernel blocks. We partition both input buffers with the kernel block size whereas in the former work only one buffer
is partitioned. Data from the other block is matched to the
intervals of the first. This can lead to large partitions if data
is skewed. That problem is approached, but in a later processing step. The work each block performs is identical.
Each thread inside a kernel block is assigned a value from
the first data block and matches it with a binary search to
the second data block to produce results.
It is also possible to emulate the other two join algorithms
shown in [14]. By removing step (4) and simply assigning
all possible data block combinations, a nested loop join is
implemented. A radix join can be emulated by using radix
sort as the sort operator before processing data. The operator partitions the data according to the number of radix
bits specified and reduces the number of block combinations that have potential join partners. Specifying all bits
of the integer input during the sort yields the merge join
described above.

4 Extension to Multiple Queries
The algorithm described in Sect. 3 is suitable for joining
large datasets, but transferring data between CPU and GPU
RAM contributes significantly to overall processing time.
There are two ways to alleviate this problem. By extending
our algorithm with an outer layer, we can specify arbitrary
data buffer sizes. This allows us to reserve GPU memory
for more than just one join at the cost of having slower execution per join. One way to dampen the impact of data
transfer is then to use the output buffer of one operator directly as the input of another in the same query, thereby
eliminating transfer time in-between. The second way is
to collect kernel block assignments of multiple joins and
processing them in one GPU kernel call instead of many
smaller kernel calls. This procedure is described next.
We integrate our join algorithm into a scheduling framework managed by a single CPU thread. This special thread
is the only one accessing the GPU and allocating GPU
RAM. Other CPU threads are spawned for different query
joins and issue commands to the GPU managing thread to
allocate RAM, transfer data, etc. Commands that issue kernel calls are treated specially. They each contain the number of kernel blocks needed for the call. The GPU managing thread collects those commands and periodically calls a
special kernel that distributes the work to kernel blocks according to the list of commands. This way, a larger number

of blocks can be processed with one kernel call, from many
different queries. By collecting commands and not working on them in sequence, higher throughput is achieved
which will be shown in section 5.2.

5 Evaluation
We conducted two experiments. First, we compared the
performance of our modified algorithm with the ones presented in [14]. Second, we compared the throughput of
our scheduling extension to multiple joins executed in sequence.

5.1

Parallel Join Performance

We measured join performance according to the setup
described in [14]. Two tables with two columns each
are joined, where the columns represent 32 bit integer
key/value pairs. In an RDF setting, each row of the tables would constitute a variable binding with two variables.
The elements are generated randomly and the tables are
initially unsorted. The number of rows is fixed to 16 million entries for comparing sort/merge and radix joins and to
1 million entries for comparing nested loop joins. For measuring our algorithm, we set the input buffer sizes as large
as the data size and the output buffer size large enough to
hold all results. The outer layer is in that case deactivated
and only the inner layer is measured.
Note that it is not mentioned in [14] if there are any
matches between two generated tables. As it makes a difference in our algorithm if we actually have any blocks to
compare or not, we created two datasets. One had two tables which did not match at all and the other had as many
matches as two random datasets generate.
We measured the time to join two tables including the data
transfer time between CPU and GPU. We repeated the process ten times and averaged. Table 1 shows the results.
The table is separated into three horizontal areas. The first
shows the properties of the GPU hardware used. We measured our algorithm on two devices. One is identical to the
hardware used in [14] and its results can be directly compared. The other is a newer GPU variant with the same
architecture and its results demonstrate the scalability of
our approach.
The second horizontal area shows the number of kernel
blocks used and the number of threads inside a kernel
block. These numbers were determined manually and give
best performance. Our algorithm needs a lot more blocks
to perform well, but this is not necessarily a disadvantage.
The GPU is simply scheduled with more blocks to do work
in one call. The reason there is better performance with
many blocks is probably due to our splitting up and distributing data in kernel block size, yielding uniformly sized
work packages for each block, independent of data distribution.
The third horizontal area shows the actual measurement results. We listed the numbers for the sort/merge join, radix
join, nested loop join, and data transfer time separately.

Our algorithm remains the same in all rows. There is no
difference between radix or sort/merge join and the nested
loop join does not need assignment of block combinations.
Data transfer times are not influenced by any specific application and depend on hardware. They are not directly
comparable and will subsequently be ignored.
The results for sort/merge were split up. We used a radix
sort procedure described in [16] to sort the data. The faster
sort times are thus not of our design, we simply replaced
the algorithm and the original work would benefit equally
from replacing it. As mentioned above, we measured the
merge part of the join with two datasets, matching and nonmatching. Because it was not mentioned in [14] if there
were matches for their test datasets, we wrote the same result time for both variants. No exact number was reported,
but the merge time did not seem to exceed 30 ms. We differentiated for our method. With no matches, the merge
time is negligible compared to the sort time. If there are
matches, the delay becomes more noticeable. We leave the
comparison as is not having more exact reported numbers,
but it is likely that the original work would have a similar
result time as we apply almost the same method for merging.
Note that if we used an index in an RDF setting, the sorting
step would not be necessary. As sorting is the dominant
factor during processing, having presorted data is always
preferable when using GPUs.
Besides the sort/merge join, we compared our approach to
the radix join of [14]. As we apply a radix sort in the first
step, we automatically create partitions, i.e. we replace
the original partitioning algorithm with a standard parallel
sort routine. The algorithm is then equal to a sort/merge
join. Combined with our matching approach, we have better performance even though we do not apply specialized
partitioning.
The results for the nested loop join are shown next in the
table. Whereas the other join variants showed similar performance to previous work, the nested loop join is 38%
faster, even though we used the same basic method. This
increase in speed is probably due to the larger number of
blocks scheduled for one call and the resultant distribution
of blocks to the streaming processors of the GPU.
Overall, the results show that our generalized approach is
competitive, even with the overhead of several computation layers.

5.2

Scheduler Performance

To evaluate our scheduling framework described in Sec. 4,
we create three test datasets the same way as for the join
performance measurement, with 100000, 1 million, and 5
million data elements, respectively. We then spawn a pool
of threads. Each thread allocates enough GPU RAM to
hold its own copy of the input data. We allocate as many
data sets and threads as fit the GPU RAM. For the different data sizes this means 200, 20, and 5 threads, using the
GeForce GTX 285 as our test platform. Next, we instruct
each thread to run a specific number of joins. The joins
are distributed to each thread. The more threads, the less

Related work [14]

Our algorithm

Model

GeForce 8800 GTX

GeForce 8800 GTX

GeForce GTX 285

No. of processors

16

16

30

Cores per processor

8

8

8

Clock rate

1.35 GHz

1.35 GHz

1.48 GHz

Shared memory per block

16 KB

16 KB

16 KB

GPU RAM

1.5 GB

1.5 GB

1.0 GB

Kernel blocks

128

16000

16000

Threads per kernel block

64

128

128

Sort/merge join (ms, sort, 2*16M)

1890

1016

385

Sort/merge join (ms, merge, no match)

∼ 30

9

3

Sort/merge join (ms, merge, has matches)

∼ 30

125

52

Radix join (ms, partitioning, 2*16M)

-

1016

385

Radix join (ms, matching)

1200 (part. + match.)

125

52

Nested loop join (ms)

75000

46560

22900

Data transfer time (ms, SMJ, RJ, 2*16M)

80

188

85

Data transfer time (ms, NLJ, 2*1M)

-

10

3

Table 1: Hardware configuration, setup parameters and measurement results
joins each has to process. For example, with a total of 200
joins and 100000 elements per input, each thread processes
1 join. With 1 million entries, 20 threads process 10 joins,
etc. This way, we run the same number of joins for different data sizes. We gradually increase the number of joins
to process and measure the overall processing time needed.
This way we simulate joins coming in at a certain rate and
get an indication on how the framework would behave over
time, having a certain load.
We repeat the process of increasing joins for three methods. First, we run the joins in sequence on the GPU, as if
there were only one thread. Second, we run the joins using
our scheduling framework, where multiple threads assign
work to the GPU managing thread. Kernel calls are then
combined. Third, we compare the performance of the algorithms with a simple single-core CPU implementation of a
merge join, processing joins in sequence. Comparing GPU
and CPU shows us at which turning point the GPU performs better and how large the input data size has to be for
a GPU to be more useful over a CPU. A comparison to a

more sophisticated multi-core was made in [14]. From that
result we know that the GPU is faster for 16 million entries
in the input. The turning point in our measurements is below that, but we can assume that for the multi-core CPU
implementation there is also one and the GPU will eventually perform faster, albeit with larger inputs. The CPU we
use is an Intel Core i7 with 2.67 GHz.
The measurement results are shown in Fig. 2. There are
three graphs for the different input sizes. The same total
number of joins are measured for each size. For 100000
data elements, the CPU always outperforms the GPU. Even
if there were no data transfer time involved, the GPU has
too much overhead to process the elements compared to
the CPU and will always be slower, never regaining time.
The turning point is at 1 million data elements. Here, the
GPU and CPU take about the same time. If kernel calls are
made sequentially, without using our framework, the GPU
is still slower. With 5 million data elements, the GPU becomes faster over time and even for sequential kernel calls
runs about equally fast compared to the CPU.

The measurement results indicate that the GPU is only
competitive for large input data sizes. Even with the
scheduling framework, where many kernel calls are issued
in batches, it cannot compensate for the fact that small input sizes are not processed fast enough as there is too much
overhead. Collecting kernel blocks and running them in
parallel improves processing time but does not help with
small inputs.

6 Conclusion
In this paper we presented an efficient equi-join algorithm
for GPUs comprising three different algorithms from [14].
In addition, we built a framework around the algorithm to
manage processing of multiple queries in an interleaved
fashion. Performance measurements with the isolated join
implementation compare well to previous work and the
overall framework scales with increased query load compared to sequential processing.
GPUs are well suited for fixed size data which makes them

Figure 2: Scheduler performance results (input data sizes 105 , 106 , 5 ∗ 106 , from top to bottom)

amenable to RDF processing where variable sized strings
are mapped to integers of constant size. The schemaagnostic nature of RDF may yield large inputs to join operators and GPUs can scale to those inputs due to their massive parallelism.
In the future, we intend to build a full-fledged SPARQL
processor, potentially extending the use of GPUs for parallel computation to other query operators. Lessons learned
from the implementation of our algorithm indicate that
such a processor needs to be optimized for maximum
throughput and not minimum query response time. This
is because GPUs are currently only addressable as coprocessors and data transfer time becomes a significant factor in this database setting. Also, the GPU is only competitive for very large input data sizes. But as upcoming
architectures are planned to integrate different processing
paradigms into one chip, the join algorithm presented may
yield a viable alternative to CPU implementations.
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Abstract
Two-phase flow problems occur in a wide variety of engineering problems, for instance when an oil drop interacts in
surrounding water. Efficient numerical simulations of such complex phenomena typically involve adaptive techniques
and parallel computing. The distribution of data among processes is formulated by a graph partitioning problem. We
introduce edge and node weights specifically targeted toward a parallel finite element solver for two-phase flow problems
in three space dimensions. Numerical results using up to 256 processes are reported comparing different node weighting
strategies.

1

Introduction

In computational science and engineering, there are numerous flow problems involving two spatial regions each of
which posseses a physical property of a material that is uniformly distributed in space. Examples of such two-phase
flow problems include climate systems separating clouds
from air, oil slicks in coastal waters, or systems containing
gas and liquid. At RWTH Aachen University, an interdisciplinary team of researchers from engineering, mathematics
and computer science analyzes the behavior of multi-phase
flow problems using different approaches [1]. In particular,
the focus of that research effort is on two applications: a
drop levitated in fluid of different density [2]; and a fluid located on a tube that flows as a continuous film downwards
driven by gravity [3]. In both applications, the different
flow phenomena in the vicinity of the interface between the
phases are studied.
A C++ finite element code called DROPS [4] is being developed to numerically simulate these physical phenomena
on a hierarchy of unstructured tetrahedral grids. The complexity of these phenomena demands not only sophisticated
numerical techniques but also the use of parallel computing
to cope with the large requirements in computing time and
storage. In this note, we compare two different strategies
for evenly distributing the computational work of the parallel flow solver DROPS to multiple processes while minimizing interprocess communication at the same time. Such
problems are typically reformulated in terms of graph partitioning problems. To this end, a graph G = (V, E) with
a vertex set V and an edge set E is constructed. A vertex
of the graph corresponds to a computational task and edges
characterize the data dependance between the tasks. The
graph partitioning problem for P processes then consists of
decomposing the vertex set V into disjoint sets of vertices
V1 , V2 , . . . , VP such that the number of edges whose vertices are assigned to different sets Vi is minimized. More
generally, vertices and edges may be weighted. A vertex
weight σ(v) is used to represent the computational cost of

a task represented by the node v. The weight ω(e) of an
edge e = (v, w) denotes the cost of communicating data
between two tasks associated with the nodes v and w. More
formally, the graph partitioning problem is given as follows:
X
ω(e)
(1)
Minimize
e=(v,w)∈E
v∈Vi ,w∈Vj ,i6=j

1 X
σ(v) for i = 1, . . . , P.
P
v∈V
v∈Vi
(2)
That is, the communication between the processes is minimized (1) while the computational load of each process
is given by the overall computational cost divided by the
number of processes (2). Since graph partitioning is an
NP-complete [5, 6] problem heuristics and approximation
algorithms are used in practice [7, 8].
Parallel simulations of two-phase flow problems is investigated in [9] where all levels of a tetrahedral hierarchy are
distributed to multiple processes. The corresponding load
balancing scheme is described in [10]. The treatment of
phases in [9] is different from the level set approach [11]
employed in the present note. A recent parallel strategy for
the level set approach is given in [12]. Here, the idea is to
distribute two different grids that separately represent the
flow solution and the interface capturing.
This note is organized as follows. In Sec. 2, we give a
brief introduction to the level set approach. A parallel hierarchy of tetrahedral grids to represent the computational
domain is described in Sec. 3. The new contribution of
this note presented in Sec. 4 is the formulation of a graph
model to distribute the hierarchy of tetrahedral grids among
processes. In particular, we introduce edge weights ω and
consider two different node weights σ to specify the graph
partitioning problem (1)–(2). Finally, in Sec. 5, we compare the solution of (1)–(2) using the different node weights
for two real-life examples with up to 256 processes.
subject to

X

σ(v) ≈

2

Level Set Approach for Two-Phase
Flow Problems

The level set approach is a technique for the solution of
two-phase flow problems thoroughly described in [13]. Let
Ω ⊂ R3 denote a computational domain. The level set
function is a scalar-valued function ϕ : Ω → R used to
split the computational domain into two sub-domains Ω1
and Ω2 , where Ω1 exemplarily represents an oil phase such
as a drop, and Ω2 the second phase, e.g., the surrounding
water phase. Within the level set approach, the two subdomains
Ω1

:= { ~x ∈ Ω | ϕ(~x) < 0 } ,

Ω2

:= { ~x ∈ Ω | ϕ(~x) > 0 } ,

3

Parallel Hierarchy of Triangulations

The flow solver DROPS uses an adaptive scheme to solve
the two-phase problem stated in (3)–(5) on a tetrahedral
grid. Assume that an error-estimation algorithm is available determining tetrahedra which either need to be refined
to get a more accurate solution of (3)–(5) or can be coarsened to save computational work. After marking tetrahedra for refining or coarsening, a refinement algorithm performs the desired grid modifications. To easily refine (or
coarsen) sub-domains of Ω, a hierarchy of tetrahedral grids
is used. We briefly present the parallel hierarchy of tetrahedral grids. More detailed information is given in [16].
Assume that Ω is discretized by a tetrahedral grid denoted
by

and the interface
Γϕ := { ~x ∈ Ω | ϕ(~x) = 0 }
are defined. Note that ϕ is often used as a so-called
“signed-distance function”. Using the level set function ϕ,
the velocity field ~u, and the pressure p, a two-phase flow
problem can be modeled by the following set of equations


∂~u
ρ(ϕ)
+ (~u · ∇)~u =
∂t
~ u)) + fΓϕ ,
(3)
−∇p + ρ(ϕ)~g + div(µ(ϕ)D(~
div ~u = 0,

(4)

∂
ϕ + ~u · ∇ϕ = 0,
∂t

(5)

with suitable boundary and initial conditions. Here, (3)–
(4) are the Navier-Stokes equations, whereas (5) describes
the evolution of ϕ in time. In these equations, µ denotes
~ the viscous stress tensor,
the viscosity, ρ the density, D
and ~g the external gravity force. The term fΓϕ is the socalled “continuum surface force term” [14, 15], describing
the surface tension at the interface Γϕ .
For representing a solution of (3)–(5), DROPS uses the
following three different finite element types:
velocity ~u The vector-valued velocity ~u is discretized by
piece-wise quadratic finite element functions. Therefore, on each vertex and edge of the tetrahedral grid,
three degrees of freedom (DOF) are located, leading
to 30 DOF per tetrahedron.
pressure p The pressure is a scalar-valued function, which
is represented by piece-wise linear finite element
functions. Here, on each vertex of the tetrahedral
grid, a DOF is stored, leading to four DOF per tetrahedron.
level set function ϕ This scalar-valued function is discretized like the velocity by piece-wise quadratic finite element functions. Hence, on each vertex and
edge, a DOF is located, leading to ten DOF per tetrahedron.

T0 = { T | T is a tetrahedron } ,

which is called the coarsest triangulation on level l =
0. If a tetrahedron T ∈ T0 is marked for refinement,
the refinement algorithm generates eight sub-tetrahedra
T1 , . . . , T8 ⊂ T , called children of the parent tetrahedra
T . Note that, possibly, neighbor tetrahedra of T must be
refined to avoid so-called “hanging nodes.” Refining all
marked tetrahedra leads to a finer triangulation, denoted by
T1 which is called the triangulation on level l = 1. Multiple application of the refinement algorithm leads to a hierarchy of k triangulations, called a multi-level triangulation,
M = {T0 , . . . , Tk−1 }. Each tetrahedron can be assigned
the unique level l where it occurs first. To efficiently store
the tetrahedra, we introduce the so-called “hierarchical surplus,” H = {G0 , . . . , Gk−1 }, where

Gl = { T | T is tetrahedron on level l } .

In Figure 1, a multi-level triangulation with the corresponding hierarchical surplus is depicted for a 2D domain, for the
sake of simplicity. In this figure, two triangles discretize a
unit square. In each of the three refinement steps, the triangle on the bottom right corner (T0 , T1 , and T2 ) is refined
by four sub-triangles.
In DROPS, a domain decomposition strategy is used to
distribute the computational work among P processes.
Since the two-phase flow equations (3)–(5) are discretized
on the finest triangulation Tk−1 , DROPS decomposes this
triangulation into P parts and distributes these parts among
the P processes.

G3

family must be stored by this process. Consequently, process p1 has to store 12 triangles of the finest triangulation
T3 , whereas process p2 is just responsible for two triangles.
To avoid this kind of coarse granularity, so-called “ghost
tetrahedra” are introduced to represent parent tetrahedra on
a process. The load-balancing algorithm, i.e., distributing
the tetrahedra of Tk−1 among P processes, is done as follows:

G2

1
2
3

G1

Set up a graph G(Tk−1 ), representing Tk−1
Partition graph G(Tk−1 ) into P components
Transfer tetrahedra among the processes according to the
partitioning of G(Tk−1 ).

In the next section we construct a graph G(Tk−1 ) representing
the finest triangulation Tk−1 .

G0
(a) Hierarchical decomposition H = (G0 , . . . , G3 ).

T3
T3

T2
T2

T1
T1

4

Formulation of a Graph Model

Let G(Tk−1 ) = (V, E), where V denotes the set of vertices
and E the set of edges. In this graph, each vertex represents a
set of tetrahedra and the edges indicate the adjacencies of these
sets. In the remainder, we assume that the hierarchy of triangulations consists of more than two levels, i.e., k ≥ 2. To describe the
vertices of G(Tk−1 ), we define the children set Child(T ) for all
tetrahedra T in the second finest triangulation Tk−2 by

Child(T ) :=

8
>
<{T },

>
:{T1 , . . . , Tn },

T is not refined
Ti ∈ Tk−1 is child of
T for 1 ≤ i ≤ n.

Using these children sets, we describe the vertices V of the graph
G(Tk−1 ) by
V := { Child(T ) | T ∈ Tk−2 } .

T0

T0

(b) Multilevel triangulation M = (T0 , . . . , T3 ).

Figure 1: Hierarchy of four triangulations.
A crucial point of the parallel refinement algorithm implemented in DROPS is stated by the following two principles:
1. All children of a tetrahedron must be located on the
same process.
2. All children must have access to its parent.
An naïve implementation following these two principles
would lead to a coarse granularity. For an example, let us
recall the triangulations in Figure 1 distributed among two
processes, p1 and p2 . Assume that the triangle T3 in the
bottom right corner of the finest triangulation T3 is stored
by process p1 . Besides all siblings on level 3, the parent
triangle T2 (on level 2) must be stored by p1 , too. Following this argumentation, the triangle T0 in the right bottom
corner of T0 must be stored by p1 . And vice versa, storing
triangle T0 on triangulation T0 by p1 implies that the whole

That is, each vertex v ∈ V represents a family of tetrahedra, denoted by T (v). Note that distributing the vertices among processes implies that all siblings are stored by the same process. The
edges should indicate the adjacencies in the triangulation. Hence,
we define an edge by
e = (v, w) ∈ E :⇔ T (v) and T (w) have a face in common.
The weight ω of an edge e is defined by the number of common
faces of T (v) and T (w). That is, the weight is defined for all
edges e = (v, w) by
˛˘
˛
ω(e) := ˛ F | F is a face and F ⊂ Tv ∩ Tw for
¯˛˛
Tv ∈ T (v), Tw ∈ T (w) ˛.

In Figure 2, the triangulations T2 , T3 , and the corresponding edgeweighted graph G(T3 ) are illustrated. The node v in Figure 2(c)
represents the family T (v) consisting of the four shaded triangles in T3 obtained from the refinement of the shaded triangle of
T2 . Similarly, the dotted triangle in T2 is refined into the family, T (w), of two triangles in T3 which corresponds to w in Figure 2(c). The edge weight of (v, w) is given by 2 since there are
two common sides of triangles in T (v) and T (w).
Throughout this note, we do not consider the influence of different
edge weights. However, we investigate two different approaches
modeling the vertex weights.

1
1
1
1
1
1

2

1
1

4

Figure 3: Node-weighted graph G(T3 ) corresponding to
triangulation T3 in Figure 2(b).

(a) Triangulation T2 .

Node Weights Based on Degrees of Freedom
Information
Generally, for finite element solvers, and especially for two-phase
flow solvers, the computational cost per tetrahedra may vary dramatically. This is not considered by the weighting function σc .
Therefore, we describe another weighting function which models the computational cost in a more sophisticated way. Depending on its location, a tetrahedron stores more or less degrees of
freedom (DOF) to represent a solution of (3)–(5). For instance,
wall conditions for velocity reduce the number of DOF located
on tetrahedra which form the boundary of the computational domain.
We introduce a weighting function σ d (v) for vertices v ∈
G(Tk−1 ) that considers DOF. Let dof(T ) denote the set of DOF
located on a tetrahedron T . Then, we define
˛
˛
˛
˛ [
˛
˛
dof(T )˛˛ .
σd (v) := ˛˛
˛
˛T ∈T (v)

(b) Triangulation T3 .

1

1

1
1

1
1

1
1 w

1

1

1
2
v

(c) Graph G(T3 ).

Figure 2: Triangulation and edge-weighted graph corresponding to Figure 1.

In contrast to computing σ c , estimating σ d is computationally
more expensive for a vertex v. Assume that a vertex v represents the tetrahedral family T (v). Then, first, for each tetrahedron T ∈ T (v), the set dof(T ) is determined. Second, a “unification” process is performed, to avoid counting DOF multiple
times.

5
Node Weights Based on Children Information
The first approach of determining the weights σ c (v) for all vertices v ∈ G(Tk−1 ) consists of counting the number of tetrahedra
represented by v, i.e.,

˛
˛
σc (v) := ˛T (v)˛.
Within DROPS this weight can be computed efficiently, because
each tetrahedron stores the number of children as an integer value.
Figure 3 illustrates the node-weighted graph G(T3 ), where T3 is
taken from Figure 2(b).

Experimental Results

All experiments are carried out on a cluster of the Center for Computing and Communication of RWTH Aachen University. This
cluster consists of Xeon-based quad-core processors (“Harpertown”) with a clock rate of 3.0 Ghz which are connected by an
InfiniBand network. An Intel-MPI version is used for communication among and synchronization of processes. The solution of
the graph partitioning problem (1)–(2) is performed by the library
ParMETIS [17].
As problem settings, two different case scenarios are considered.
The first one is given by a raising oil drop in a brick-shaped domain [18], as depicted in Figure 4. The second one is a levitated
oil drop in an hourglass-shaped measurement cell [2], as depicted
in Figure 5. In this section, we consider three problems P1–P3
stated in Table 1. The problem sizes in terms of number of DOF
and tetrahedra necessary to adequately resolve the physical phenomena are also given. A more detailed discussion of the results
is given in [19].

gravity

?

Figure 4: Test scenarios: (a) a raising drop in a brickshaped domain; (b) a levitated drop in an hourglass-shaped
domain.

Figure 5: Levitated drop.

ID

Problem

P1 raising drop
P2 raising drop
P3 levitated drop

# levels (k)

# DOF

# tetrahedra

4
6
4

2.9 · 105
8.4 · 106
1.9 · 106

5.2 · 104
1.5 · 106
3.6 · 105

Table 1: Problem sizes for the three problems in terms of
number of DOF and number of tetrahedra.

triangulation Tk−1 among P processes, we introduce the distribution coefficient ̺(P ). To this end, let mp denote the number of
DOF on a process p ∈ {1, . . . , P }. Then, the distribution coefficient ̺(P ) is given by the quotient
̺(P ) :=

(a) ̺(P ) for problem P1.

(b) ̺(P ) for problem P2.

Figure 6: Distribution coefficient ̺ for problems P1 and
P2.

maxp=1,...,P mp
.
minp=1,...,P mp

For instance, if ̺(P ) = 1 holds, all processes store the same number of DOF, whereas ̺(P ) = 2 implies that there is at least one
process which stores twice as many DOF than another process.
Figure 6 and 7 depict the distribution of DOF for problems P1
and P2, cf. Table 1. In both problems and for all number of
processes, the distribution coefficient ̺(P ) is smaller while using the weighting function σ d instead of σc . Hence, the DOF are
more evenly distributed among the processes, as illustrated in Figure 6(a) and (b). In Figure 7(a), the number of DOF stored by each
process is given for the solution of problem P1 while using 8 processes. It turns out that this number varies with processes when
using σc . In contrast, the DOF per process oscillates significantly
less while using σd . This effect is also illustrated in Figure 7(b)
for problem P2 simulated on 256 processes.
In Figure 8, the runtime and speedup of generating the weighted
graph G(T3 ) for problem P1 is presented for up to 64 processes.
Recall from the previous section that setting up the graph with the
weighting function σ d is computationally more expensive than
using σ c . However, the computation of σ d scales better for this
problem, as shown in Figure 8(b), where the speedup is defined
with respect to the runtime of eight processes for which optimal
speedup is assumed. Although, the computational effort increases
while switching from σc to σd , the relative runtime of generating
G(Tk−1 ) with respect to computing a time-step of (3)–(5) is less
than 2 ‰ for all three problems and all regarded number of processes.

(a) Distribution of DOF among 8 processes for problem P1

(a) Runtime of generating the weighted graph for problem P1.

(b) Distribution of DOF among 256 processes for problem P2

(b) Speedup of generating the weighted graph for problem P1.

Figure 7: Distribution of DOF for problems P1 and P2.
To present the quality of the generated decomposition of the finest

(6)

Figure 8: Runtime behavior of generating the weighted
graph.

Linearization and discretization of the Navier-Stokes equations (3)–(4) lead to systems of linear equations whose coefficient
matrix is given by
„
«
A BT
.
B
0
Recall that the vertex weights are motivated by balancing the
number of DOF. This leads to a distribution of non-zero elements
in A and B. So, the choice of the vertex weights implicitly determines the distribution used in the linear algebra operations such
as matrix vector multiplication. To illustrate the distribution of A
and B, let ̺A (P ) and ̺B (P ) be defined as in (6), where mp is
given by the number of non-zeros of A or B on process p. In Figure 9, these distribution coefficients are illustrated for problems
P2 and P3. This figure indicates a smaller distribution coefficient
for both matrices in both problems. So, in addition to distributing
the DOF more evenly, the weights σ d also provide a much better
distribution of the non-zeros in the matrices A and B, balancing
the linear algebra more uniformly.
The effect of the load balancing on the runtime of the simulation
is currently being investigated. Preliminary results on 256 processes for problem P2 indicate a reduction of the runtime from
144 s to 111 s while switching from σc to σ d .

aim at distributing floating point operations. These issues are explored in the context of the finite element software DROPS for
the solution of two-phase flow problems. The numerical experiments using up to 256 processes show the following. The computational load in terms of degrees of freedom of the finite element
functions is more evenly distributed when weighting the graph by
linear algebra data structures.
The importance of modeling the data distribution used in DROPS
will continue to increase. The imbalance of computational load
per tetrahedron will grow when considering more realistic physical phenomena on the interface between the phases. To this end,
parallel DROPS will shortly be improved by augmenting the existing computational model by additional partial differential equations governed on the interface. This leads to a larger set of degrees of freedom on those tetrahedra located in the vicinity of the
interface.

Acknowledgment
The development of the parallel finite element solver DROPS
was supported by the “Deutsche Forschungsgemeinschaft” (DFG)
in the CRC 540 “Model-based Experimental Analysis of Kinetic
Phenomena in Fluid Multi-phase Reactive Systems,” and is being
developed in a collaboration with the chair for numerical mathematics (LNM) at RWTH Aachen University.

References
[1] Marquardt, W.: Model-based experimental analysis of kinetic phenomena in multi-phase reactive systems. Transactions of the Institution of Chemical Engineers 83(A6) (2005)
561–573

(a) Problem P2 with 256 processes.

[2] Gross-Hardt, E., Amar, A., Stapf, S., Pfennig, A., Blümich,
B.: Flow dynamics inside a single levitated droplet. Industrial & Engineering Chemical Research 1 (2006) 416–423
[3] Groß, S., Soemers, M., Mhamdi, A., Al-Sibai, F., Reusken,
A., Marquardt, W., Renz, U.: Identification of boundary
heat fluxes in a falling film experiment using high resolution
temperature measurements. International Journal of Heat
and Mass Transfer 48 (2005) 5549–5562
[4] Groß, S., Reichelt, V., Reusken, A.: A finite element based
level set method for two-phase incompressible flows. Comput. Vis. Sci. 9(4) (2006) 239–257
[5] Garey, M.R., Johnson, D.S., Stockmeyer, L.J.: Some simplified np-complete graph problems. Theor. Comput. Sci.
1(3) (1976) 237–267

(b) Problem P3 with 128 processes.

Figure 9: Distribution of non-zeros of matrices A and B.

6

Conclusion and Future Perspectives

In this note, we formulate a graph model for distributing a hierarchy of tetrahedral grids among processes. By introducing two
different node weights, we manage to describe the distribution of
different quantities. Node weights using the number of tetrahedra
represent the distribution of geometric data structures. In contrast,
node weights taking into account the linear algebra data structures

[6] Garey, M.R., Johnson, D.S.: Computers and Intractability: A Guide to the Theory of NP-Completeness (Series of
Books in the Mathematical Sciences). W. H. Freeman (January 1979)
[7] Monien, B., Preis, R., Schamberger, S.: Approximation
algorithms for multilevel graph partitioning. In Gonzalez,
T., et al., eds.: Handbook of Approximation Algorithms
and Metaheuristics. Number 10 in Computer and Information Science Series. Chapmann and Hall/CRC (2007) 60.1–
60.15
[8] Schloegel, K., Karypis, G., Kumar, V.: Graph partitoning
for high-performance scientific simulations. In Dongarra,
J., Foster, I., Fox, G., Kennedy, K., Torczon, L., White, A.,
eds.: Sourcebook of parallel computing. Morgan Kaufmann
Publishers Inc., San Francisco, CA, USA (2003) 491–541

[9] Bastian, P., Helmig, R.: Efficient fully-coupled solution
techniques for two-phase flow in porous media: Parallel
multigrid solution and large scale computations. Advances
in Water Resources 23(3) (1999) 199 – 216
[10] Bastian, P.: Load balancing for adaptive multigrid methods.
SIAM J. Sci. Comput. 19(4) (1998) 1303–1321
[11] Sethian, J.A.:
Level Set Methods and Fast Marching
Methods—Evolving Interfaces in Computational Geometry,
Fluid Mechanics, Computer Vision, and Materials Science.
2 edn. Cambridge University Press (June 1999)

[14] Brackbill, J.U., Kothe, D.B., Zemach, C.: A continuum
method for modeling surface tension. Journal of Computational Physics 100(2) (June 1992) 335–354
[15] Groß, S., Reusken, A.: Finite element discretization error
analysis of a surface tension force in two-phase incompressible flows. SIAM J. Numer. Anal. 45(4) (2007) 1679–1700
[16] Groß, S., Reusken, A.: Parallel multilevel tetrahedral grid
refinement. SIAM J. Sci. Comput. 26(4) (2005) 1261–1288
[17] Karypis, G., Kumar, V.: A parallel algorithm for multilevel
graph partitioning and sparse matrix ordering. J. Parallel
Distrib. Comput. 48(1) (1998) 71–95

[12] Herrmann, M.:
A parallel Eulerian interface tracking/Lagrangian point particle multi-scale coupling procedure. J. Comput. Phys. 229(3) (2010) 745–759

[18] Bertakis, E., Groß, S., Grande, J., Fortmeier, O., Reusken,
A., Pfennig, A.: Validated simulation of droplet sedimentation with finite-element and level-set methods. Chem. Eng.
Sci. (2009) Accepted for publication.

[13] Sussman, M., Smereka, P., Osher, S.: A level set approach
for computing solutions to incompressible two-phase flow.
Journal of Computational Physics 114(1) (1994) 146–159

[19] Henrich, T.:
Lastverteilung zur parallelen Simulation
von Flüssigkeiten. Computer Science Department, RWTH
Aachen University (2009) Bachelor Thesis.

Distributed Vision Graph Update in Mobile Vision Networks
Michael Wittke and Jörg Hähner
Leibniz Universität Hannover, Institute of Systems Engineering, System and Computer Architecture, Appelstr. 4, 30167
Hannover, Germany, Email: {wittke,haehner}@sra.uni-hannover.de

Abstract
Previous work in the research field of Smart Camera (SC) networks intensively focused on algorithms for obtaining vision
graphs in distributed camera networks consisting of static camera nodes. Each edge of the vision graph represents two
cameras imaging a sufficiently large part of the same environment. In contrast, we propose that future SC networks will
consist of static SCs, supported by mobile image providers (e.g. embedded devices equipped with image sensors such
as mobile phones). Due to their mobility, location changes (especially turnings changing the direction of view) are very
likely. In contrast to position changes, which can be detected by using off-the-shelf GPS sensors, turnings can only be
detected by high-cost magnetic compasses. In this paper, we present a lightweight distributed algorithm for estimating
turning movements based on visual sensor data and updating the system’s vision graph. Our algorithm uses the optical
flow as input to compute the turnings. Evaluations on a mobile image provider, consisting of an off-the-shelf embedded
device equipped with an IP cam, show that our algorithm is able to estimate the angle of rotation with an accuracy of 80%
and performs well in terms of CPU and memory utilization.

1

Introduction

Today, surveillance systems are widely used to detect
events of interest and reassure people that they are in a secure and safe environment [15, 16]. Since the need for
public safety is growing worldwide, vision based surveillance systems are steadily achieving higher public acceptance. This leads to a steady growth of Smart Camera (SC)
systems, supported by continuously dropping cost for cameras. For instance, almost half a million surveillance cameras were in operation in London in 2002, Heathrow Airport and London Underground using more than 5,000 cameras each [17]. Large numbers of cameras usually generate more data than human staff in a control room can analyze in real-time. Therefore, incidents are often not detected in time and recordings are only used in the aftermath. By using SC systems, these drawbacks can be overcome. Each mobile phone with built-in CMOS sensor can
inherently be seen as a mobile image provider for these SC
systems. Therefore, we propose that future SC networks
will be equipped with mobile image providers in addition
to static SCs. Nevertheless, mobile image providers are
able to change the vision graph of a SC network due to
their mobility. In a vision graph each edge represents two
cameras imaging a sufficiently large part of the same environment, see [1]. The system’s vision graph is important
for camera calibration as well as subsequent higher-level
vision tasks such as object tracking. Here, a location is
determined by a position (i.e. x, y and z coordinates) and
a viewing direction. In this paper we focus on location
changes, in which the position remains the same but the
viewing direction changes. This scenario might be found
in SC networks supported by GPS equipped mobile phones
serving as mobile image providers. The GPS sensor in-

forms the mobile phone about its position and the viewing direction in case of movement. However, if the mobile phone does not move, GPS is not able to compute the
viewing direction in case of turnings. In this case, the SC
network’s vision graph becomes obsolete and higher-level
vision services such as object tracking based on this graph
become error-prone.
In this paper, we address the problem of efficiently estimating an update for the vision graph in SC networks being supported by mobile image providers. We introduce
a methodology based on visual sensor data, which is able
to estimate turnings although the image provider does not
move. After presenting our system model in Sec. 2 and
outlining related work in Sec. 3, we introduce our methodology in Sec. 4. In Sec. 5 we investigate the accuracy
of the proposed approach. In addition to this, we present a
performance analysis in terms of CPU and memory utilization on an off-the-shelf embedded device equipped with a
Pan/Tilt/Zoom (PTZ) IP cam.

2

System Model

The location of a Smart Camera i at time t is given by a 4→
−
dimensional vector l i (t) = (x, y, z, α) (α describes the
viewing angle, e.g. measured in degrees in relation to magnetic north, and x, y and z the position). We assume that
all cameras are positioned with a horizontal view, i.e. not
looking upward and downward. Extension to more elaborate models is part of future work. The initial location
can be obtained by manual configuration when the SCs are
deployed or by positioning technologies like IEEE 802.11
LAN positioning [2], camera calibration techniques [3], or
GPS (e.g. using GPS the initial angle α may be estimated
by computing the difference of the current position and the

preceding own based on the assumption that the direction
of movement corresponds to the viewing direction). We
assume that the coordinate system is a metric space. In
a vision graph each SC is represented by a node, and an
edge appears between two nodes if two SCs jointly image
a sufficiently large part of the environment, see [1]. Fig.
1 describes a scenario, in which three SCs observe an area
of interest. At time t SCA and SCC as well as SCB and
SCC possess the same field of view. Since SCA and SCC
as well as SCB and SCC have overlapping fields of view,
there is an edge between their nodes in the vision graph
(see Fig. 1b). At time t + 1 SCB turns clockwise. The
vision graph changes. In this case all SCs possess overlapping field of view (see Fig. 1c).
In this paper we assume that a SCi only changes its loca→
−
tion l i (t) by turning (i.e. being rotated by a degree). That
means that its x-, y- and z-positions remain unchanged but
α (i.e. the viewing direction) may change over time. We
also assume that a vision graph is given at time t = 0. This
can be achieved by calibration algorithms from the realm
of computer vision, see [1]. After introducing the system
model, the following section presents a broad overview of
related work.

non-overlapping fields of view.
We emphasize that in contrast to the work described here,
a SC network assuming mobile image providers (such
as mobile phones) is usually not considered in these approaches. Furthermore, many of these approaches use a
centralized architecture.
Vision graph estimation based on overlapping fields of
view was initially investigated in the computer vision community, since it is related to the idea of estimating a vision
graph from a set of images. Manually constructed graphs
are used by Sharp et al. [4]. They use a vision graph to
minimize errors in their estimations. They describe an iterative procedure to integrate their estimations across the
graph, but they do not consider mobility of nodes. Teller
and Antone [5] used a camera adjacency graph to calibrate
a large number of cameras. Nevertheless, the initial positions of the cameras were acquired by a GPS sensor. A
change of the cameras’ positions was not considered either. Our work is based upon the approach by Radke et al.
[1] and therefore their vision graph is similar to ours, but
they do not consider mobile image providers either and use
techniques for jointly correlating feature points in images
to build the vision graph.
Estimating the vision graph based upon moving objects is
an active field of research. Several methods and algorithms
have been published (e.g. [6]). Nevertheless, mobile image providers are not considered in these approaches. To
the best of our knowledge, there are no methods considering vision graph estimation based on moving objects in
networks consisting of mobile nodes. A very similar approach to ours can be found in [7], since their constraint
graph can be also seen as vision graph and is implemented
in a distributed fashion on cell phones. However, they assume a network of cell phones with fixed locations (i.e. no
turnings). Since their graph is an extension of the spatial
relationship graph [8], our vision graph can be seen as an
extension as well.

Figure 1: (a) A snapshot of the state of a SC network at
time t and t+1, indicating the fields of view (FOV) of three
SCs (B is a mobile image provider). B turns clockwise
at time t+1 and changes its field of view from F OV Bt to
F OV Bt+1 . (b) Vision graph at time t (c) Vision graph at
time t+1 after B turned clockwise
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3

Related Work

In recent years much work has been done on estimating vision graphs in SC networks. Estimating the vision graph
of the network can be achieved by placing each camera in
a predefined way. Nevertheless, this is impractical for networks consisting of a large number of SCs. Consequently,
several algorithms and methods have been developed to
fulfill this task in an automated way. In general, these approaches can be divided into two groups: (1) vision graph
estimation based upon overlapping fields of view of the
cameras and (2) vision graph estimation based upon movement of objects from one camera to another. The second
approach is used for estimating vision graphs of SCs with

Distributed Vision Graph Update

This section presents the methodology for estimating turnings based on visual sensor data. It is a process consisting
of three steps: (1) Internal activity detection, (2) rotation
estimation, and (3) the system’s vision graph update. To
detect whether the mobile image provider moves or not,
we compute the loss of feature points in the image sensor’s
field of view, see Sec. 4.1. Afterwards, the optical flow
uses these feature points to estimate the rotation change,
see Sec. 4.2. We implemented an approach, which is similar to a Kalman filter, to reduce errors stemming from
erroneous inputs. For this, we assume a simple rotation
model. This rotation model postulates constant rotational
speed and sampling rates (i.e. frame rate). Based on this
approach, we achieve an accuracy of 79% for a motion sequence consisting of 10 rotations. In case of a single rotation, we achieve even higher accuracies.
The output of the second step is taken to update the SC’s
local vision graph and disseminated through the network,
see Sec. 4.3. Each SC receiving this message builds its

new vision graph by computing the new field of view with
respect to the the sender’s position. Elaborated evaluations
of our methodology in terms of accuracy and performance
are shown in Sec. 5.

4.1

Internal Activity Detection

Internal activities are clockwise and counter-clockwise
turnings or no turnings. Since the optical flow[13] measurement may be biased by several distortions (e.g. an oscillating frame rate or sudden changes in the illumination),
we use a Hidden Markov Model to cope with them. This
is performed for each frame by an iterative, probabilistic algorithm (called fixed-lag smoothing, see [14]) based
upon the assumption that it is more likely that a clockwise
turning is followed by another clockwise turning than by
a counter-clockwise turning or no turning and vice versa.
Using fixed-lag smoothing enables us to detect the turning
direction, see [12].

4.2

Rotation Estimation

The Kalman filter is an efficient recursive filter that estimates the state of a linear dynamic system from a series
of noisy measurements [10]. It is used in a wide range
of engineering applications (e.g. computer vision) and is
an important topic in control theory and control systems
engineering. We implemented an approach, which is similar to the Kalman filter, using noisy optical flow vectors
as input and estimating the device’s rotation as output.
Our system model is defined by a linear stochastic difference equation describing the rotational model of the SCs:
Φk+1 = Φk + vel ∗ T ∗ zk + wk .
A process description of our algorithm for estimating the
rotation is depicted in Fig. 2.

Figure 2: Process description of our approach for estimating the rotation
Since we measure noisy values (i.e. the optical flow vectors), we need to define a noise covariance R prior to operation in order to know the quality of the measurements.
Based on some off-line sample measurements, we set R
to 4.42 . Another value that has to be set before operation
is the process noise covariance Q. This value defines the
quality of our discrete system model.

This difference equation can be explained using an example as follows: We assume that a mobile image provider is
given by a PTZ cam (maximal rotational speed is 100◦ /s,
frame rate is 25 f ps) observing an area of interest. That
is, T = 1/25s = 0.04s and vel = 100◦ /s. Initially,
the viewing direction of the PTZ cam is magnetic north
and turnings are expressed in relation to this, i.e. magnetic north corresponds to 0◦ . Thereby, Φ0 = 0◦ . For the
next 10 frames, we measure a counter-clockwise motion,
i.e. z1..10 = −1 (−1 for counter-clockwise, 0 for none and
+1 for clockwise). Based on the assumption that the rotational speed (i.e. smooth rotations) as well as the SC’s
frame rate remains constant during operation, the difference equation can be seen as quite precise model of the
camera’s turnings. The random variable wk represents the
process and measurement noise - assumed to be independent of each other and with normal probability distributions, see [9]. The constant frame rate is crucial, since we
use visual data (i.e. optical flow vectors) as input for our
algorithm and the frame rate can be interpreted as sampling
rate. To extend our model to more sophisticated scenarios
such as using mobile phones as mobile image providers,
the rotational speed has to be replaced by an appropriate
movement model.

4.3

Distributed Vision Graph Update

At startup each SC sends a message, called SPM (SC Position Message), containing its id (e.g. taken from its MAC
address) and its location. We assume that the initial locations of the SCs are given. Each SC is able to receive SPM
messages from other SCs (see Alg. 1, line 8). If a message
is received, it is verified: Do the sender and the current
camera have an overlapping field of view or not. This is
achieved by the ROCAS algorithm, see [11]. We currently
assume, that there are no viewing obstacles present. If
there is an overlapping field of view, the neighboring SC is
added to the SC’s local vision graph (see Alg. 1, line 11).
Should the neighboring SC be already known, a timestamp
is updated. This timestamp is used for a heartbeat based
failure detection. If there is no overlapping field of view
but there exists an entry for this SC in the local vision
graph, this entry is deleted. Thus, we are able to distribute
the vision graph over the SC network.
Algorithm 1: Distributed Vision Graph Update
init:
set timer
init visiongraph // via calibration
on timerExpire :
send SP M to all neighbors //heartbeat
delete inactive neighbors //f ailing SCs
set timer
end on
on incoming SP M :
overlap ← calculateOverlap //ROCAS
if overlap > threshold
update visiongraph //add/remove SCs
end if
end on

5

Experimental Results

We carried out experiments to evaluate our methodology.
Especially, we investigated the impact of a varying frame
rate on our method, since this is very likely for mobile
image providers consisting of embedded devices suffering
from constrained resources. For this, we varied the frame
rate of the captured video stream to investigate the accuracy of our method, see Secs. 5.2 and 5.3. Afterward, we
measured the performance of our method on an embedded
device possessing constrained resources to determine the
CPU and memory utilization, see Sec. 5.4.

5.1

Experimental Setup

To investigate the accuracy of the rotation estimation, we
set up a scenario consisting of one PTZ IP cam (Axis
PTZ 214), which was connected to a NSLU2 (running
in battery mode) via Ethernet cable (LAN 100 MBit).
The NSLU2 is a Networked Attached Storage (NAS) from
Linksys equipped with an ARM chipset (XScale 266 Mhz,
64 MByte RAM). In terms of performance the NSLU2 is
comparable to an off-the-shelf mobile phone. We captured a video stream with a maximal frame rate of 25
fps (length: 1,600 frames = 64 s). This video stream
was used for all of our experiments by changing the
sampling rate only. The video stream contained a motion sequence consisting of 10 pan movements. This sequence was temporally ordered as follows: −30◦ , +70◦ ,
−60◦ , +80◦ , −90◦ , +50◦ , −40◦ , +100◦ , −65◦ , −15◦ .
We chose this motion sequence, since it corresponds to
a PTZ cam observing an area of interest by alternately
turning counter-clockwise and clockwise by a randomly
chosen degree (negative value=counter-clockwise, positive
value=clockwise). Thus, we reduced wobbling that would
arise if these turnings were manually performed. In addition to this, we set the rotational speed of the PTZ IP cam
to a constant value of 100◦ /s (maximal rotational speed
of our PTZ cam). We assumed that the higher the rotational speed is set, the more our measurements are affected
by noise. Due to these assumptions, the conditions of our
rotational model are met, see Sec. 4.2.

5.2

Accuracy of Rotation Estimation

Figure 3: Motion sequence consisting of 10 movements
(counter-clockwise and clockwise). The truth value curve
(blue) and the a posteriori estimate (pink) are shown for a
frame rate of 25 fps.
We investigated how accurate our algorithm reconstructs
our motion sequence. In case of a frame rate of 25f ps,
a mean accuracy of 79% is achieved for our motion track
consisting of 10 movements, see Fig. 4, i.e. single movements achieve higher accuracies as shown in Fig. 3. The
accuracy of the reconstruction increases with the frame
rate. This is due to the difference equation representing
the dynamic model, see Sec. 4.2. Here, we define 1/f ps as
sampling rate. If the sampling rate is decreased, our rotational model becomes less accurate in terms of estimating
the correct rotation. In case of a frame rate of 12.5f ps, we
reconstruct the motion track with a mean accuracy of 67%.
A frame rate of 5f ps diminishes the accuracy to 33%.

Figure 4: Accuracy of the rotation estimation for distinct
frame rates.

5.3

Vision Graph Update Accuracy

To evaluate the accuracy of our distributed vision graph algorithm, we set up a hypothetical SC network of 20 SCs
observing an office room. The SCs are attached to the side
walls. Each SC possesses a distance of approximately 1
meter to each of its two neighbors. The simulator is implemented in C++. In particular, our simulator models the
rotational model of the cameras. Communication modalities are neglected. To calibrate the simulator, we use the
results from the real-world evaluations (e.g. accuracy of
activity detection and rotation estimation). We determined
the ground truth vision graph manually by declaring a vision graph edge between two SCs if they have more than
about 1/8 area of overlap. Fig. 5 shows the ground truth
expressed as a sparse matrix. In addition to this, we assume that only neighboring SCs may possess overlapping
fields of view. Initially the SCs situated in the corners of
the room possess overlapping fields of view (the following
pairs: SC 5/6, 10/11, 15/16 and 20/1).

Figure 5: The ground truth vision graph for the office
room. A dot at (i, j) indicates a vision graph edge between
camera i and j.
The simulation is started by performing our 10-pan motion sequence. Since the sum of all values of our motion
sequence is 0, each SC has to return to its initial viewing direction at the end. Our motion model is defined as
follows: SC1 starts performing 10 movements according
to our motion sequence, see Sec. 5.1. SC2 starts with the
second entry of the motion sequence and ends with the first
one. In general, SCn starts with the n mod 10 movement
and ends with the (n + 9) mod 10 movement. The motion
model prevents the cameras to move in the same manner.
To implement the rotation estimation accuracy in our experiment, we add a random error to each rotation. We explain how we calculate this error using a simple example:
Assuming a frame rate of 25 f ps, our rotation accuracy
factor is 0.79, see Sec. 5.2. Thus, the error zone for a
movement of −30◦ is −30◦ ∗ (1 − 0.79) = −6.30◦ . We
pick up a value between 0◦ and −6.30◦ randomly with uniform distribution and add this to the rotation.

edges are detected (false alarms). This means that 14 of
20 edges are detected correctly, i.e. 70%. By decreasing
the frame rate, the number of false alarms increases significantly. Fig. 6 shows the results for a frame rate of 12.5 f ps
and 25 f ps, too. In both cases the same number of errors
arises, 17 of 20 edges are detected, which corresponds to
an accuracy of 85%. One explanation is the mean error of
the SCs’ final positions. Using a frame rate of 25 f ps, the
mean error over the 20 simulated cameras is 9.25◦ . For instance, if the final position of SC1 is 10◦ , we estimate its
final position to be at 19.25◦ . If we decrease the frame rate
to 12.5 f ps, the mean error increases slowly to 13.8◦ . But
if we further decrease the frame rate to 5 f ps, this mean
error rises to 26.55◦ . Finally, we conclude that our method
achieves good results for frame rates higher than 12.5 f ps.

5.4

CPU and Memory Utilization

The CPU and memory utilization are investigated on the
NSLU2 device as well. The CPU utilization varies between
70% and 90%. The mean CPU utilization is about 84.3%.
Although this is a high value, future ARM based devices
will be equipped by more powerful processors. The high
CPU utilization value is dominated by the internal activity detection step, i.e. capturing images and computing the
optical flow. Since SC systems will always use computer
vision algorithms for analyzing visual data, this will always account for a basic CPU utilization of approximately
75%. Thus, the CPU utilization of our vision graph algorithm carries less weight. The memory utilization is about
9.4% of the device’s memory. As the NSLU2 is equipped
with 64 MByte of RAM and future systems will possess
more, this is a reasonable value.

6

Conclusion and Future Work

In this paper we presented a methodology for estimating changes of the viewing direction of mobile image
providers serving as Smart Cameras. Thereby, the vision
graph can be updated continuously with low communication cost. Evaluations show that our algorithm achieves
high accuracy of estimating the moving direction. Future
work is needed to evaluate our method under real-world
constraints. For instance, the impact of wobbles in the
video data stream on our method will be investigated. Further evaluation is needed in scenarios, in which our assumption of constant rotational speed is not met (e.g. a
mobile image provider turned by a human). Future work
will extend the horizontal view of the cameras in order to
support cameras looking upward and downward.
Figure 6: Accuracy of the vision graph estimation plotted
against a varying frame rate (each value is the mean value
of 10 single measurements)
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Abstract
In this paper we propose adaptive routing algorithms for two dimensional regular grids using intelligent agents. The routing algorithms are evolved by a genetic algorithm optimizing the behavior of the agents whose task is to find the shortest
paths from source nodes of the grid to assigned target nodes, e. g., to transport messages. The whole task is also known
as multiple target searching. The agents have only a local view of their neighbor nodes, therefore the routing algorithms,
that are defined by the behavior of the agents, are local. The multi agent system is modeled as cellular automata. The results show that our technique produces robust algorithms and that the optimal number of cells is between 512-768 for
256 agents.

1

Introduction

In order to communicate between processors on a chip an
appropriate network has to be supplied. A lot of research
has been carried out in order to find the best networks with
respect to latency, throughput, fault tolerance, and so on.
Instead of improving the known design principles we want
to follow a novel approach based on agents that are transporting messages.
We will restrict our investigation to a regular 2D grid
structure in which the processors and the network components are located at dedicated positions. Further we assume
that the communication is based on packets/messages
transported from a source to a target (destination) processor. Routing of a message can be deterministic (unique
path is taken) or adaptive (alternative links are selected
during message passing).
Our goal is to find an optimal adaptive routing technique
using intelligent agents. The agents are moving on a path
which is dynamically selected by the use of a control algorithm (finite state machine) that was evolved by a genetic
procedure.
Related Work. A Cellular Automata (CA) based path
planning algorithm in multi-agent systems has been proposed in [1], where many agents have to find the same target. Our investigation is related to this work, but a main
difference in our task is that each agent has its own individual target. The target search in agent systems has been
researched in many variations: with moving targets [2, 3,
4], and in single-agent systems [5]. Here we restrict our
investigation to stationary targets, and multiple agents having only a local view. Adaptive routing algorithms with
mobile agents have been presented in [6, 7] using software

agents inspired by ant behavior. In contrast to these works
our agents are controlled by a simple finite state
machine and the agents are intended to be implemented in
hardware.
Other routing algorithms were investigated for regular 2D
grid structures (mesh) including non-adaptive techniques,
e. g., XY-routing [8] and adaptive techniques, e. g., hot potato routing. In [9] a greedy, local and dynamic hot potato
algorithm is presented. Our technique produces adaptive
routing algorithms that are local and not necessarily
greedy. The test cases in this paper are all static according
to [9]: “all packets are injected at time zero”, but could
also be applied to dynamic systems: “nodes may inject
packets into the network repeatedly over a long duration”
[9].
In former works we investigated multi-agent systems in
CA with different tasks, like the Creature's Exploration
Problem [10] or the All-to-All Communication task [11].
In these investigations we used different methods of optimization like genetic programming [12], genetic algorithms [13], sophisticated enumeration [14] and timeshuffling techniques [11]. A transactional CA model for
multi-agent systems was developed in [15]. In general our
work is also related to works like: Evolving optimal rules
for CA [16, 17], finding out centroids with marching pixels
[18], simulation of pedestrian behavior [19] or traffic flow
[20].
The remainder of this paper is organized as follows. In
Section 2 we describe the agents' task and the CA model in
more detail. The evolving procedure is described in Section 3. The results of the evolving and ranking are presented and interpreted in Section 4 and in Section 5 the paper ends with a conclusion.

2

The Task and Determining the
Behavior of the Agents

2.1

The Routing Task

Given is a 2D grid of N × M cells (or sites). Each cell has
a defined (x, y) coordinate. A cell can either be of type
EMPTY, OBSTACLE or of type {EMPTY ∪ AGENT}.
The grid can have a boundary, or it can be cyclic
(wrapped-around). Cells can also be used as sources
and/or targets of messages. A set of messages shall be
called message set. A message transfer is the transfer of a
message from a source to a target. A message set transfer
is the successful transfer of all messages belonging to the
set. The message transfers shall be performed by agents,
the whole system we call agent system. Initially the agents
are located at their source positions. Then they are moving to their targets. When an agent reaches its target it is
deleted. Thereby the number of moving agents is reduced
until no agent is left. This event defines the end of the
whole message set transfer. In order to simplify this investigation we constrained the problem:


The grid has a boundary (no wrap-around).



The type OBSTACLE is not used (except for
modeling the boundary).



The number s of source cells is equal to the
number d of target cells and is equal to the number k of agents, k = s = d.



Initially an agent is placed on each source, and
the source locations act also as targets for other
agents. The targets are mutually exclusive (each
agent has a different target).



Initially an agent cannot be placed already on its
target (message transfers within a cell without
movement are not allowed).



No new messages are inserted into the system
until all messages of the current set have reached
their targets. This corresponds to a barriersynchronization between successive sets of messages. As the agents cannot determine by their
local view whether all messages have reached
their targets, it is necessary to implement the
synchronization by the use of an AND gate or a
global counter.

The later described method of determining the behavior of
the agents can also be used for different or more general
cases if these constraints are weakened. The goal is to
find for a given number of k (agents, messages per set,
sources/targets)

1.

2.

2.2

the optimal agents' behavior in order to transfer
the messages of all possible sets (communication
situations) as fast as possible, and
the optimal 2D structure (How many EMPTY
cells should be used and where should they be
placed?).

Modeling the Agent System as Cellular
Automata

CA in General. The whole agent system (environment
with moving of the agents) is modeled as Cellular Automata (CA). A CA is a grid of cells in which the cells are
only locally connected and all cells are acting according
to the same local rule. (A CA using the same rule for
every cell is called uniform. Non-uniform CAs can be
modeled by uniform CAs by using a cell TYPE that is
taken into account by the uniform rule.) The cell under
consideration, also called centre cell or own cell C, is
connected to the direct N, E, S, W neighbors (in case of
the von-Neumann-neighborhood). More (or less) local
neighbors can be used, e. g., the neighborhood with Manhattan distance of 2 is {NN, EE, SS, WW, NE, SE, NW,
NE, N, E, S, W}. The cell rule uses its own state and its
neighbors' states as inputs and computes the next state.
Standard in CA is that all cells are updating their states
synchronously in parallel, generation by generation. The
CA model is massively parallel because the working principle and its efficiency are not limited to a small number
of cells.
Modeling Moving. Modeling moving agents as CA is not
straightforward but it can be done using two complementary rules (source rule, target rule) (Fig. 1(a)). If an agent
is moving, the source rule deletes it and the target rule
copies it. In addition, conflicts have to be detected and
resolved. If more than two agents want to move to the
same target either all agents have to wait or one agent is
selected. The target cell and all source cells have to perform the same conflict resolution scheme using the same
amount of information consistently. In order to access this
information by the target cell as well as by the source
cells, generally an extended neighborhood is required
(Fig. 1(b)).

Figure 1 (a) Modeling the moving of an agent in CA requires a couple of two consistent rules (source rule deletes
agent, target rule copies agent). (b) Conflict resolution has
to be computed in the source cell and the target cell based
on the same information.

Figure 2 Control Unit. The distance and the current direction of the agent are reduced to 7 control inputs (“colors”, the
area where the target is located). The control automaton computes 4 control outputs (the conditional actions). The action mapping maps the outputs to the 8 basic actions.

Figure 3 Structure of an intelligent agent. The actions are determined by a control unit which is embedded in the cell.
It comprises of the control automaton with the control state.
Modeling Behavior. An agent shall react on certain inputs coming from the environment or from other agents.
If an agent behaves according to an internal algorithm
which is not trivial, we will call the agent “intelligent”.
We are using a finite state machine (FSM, Mealy type)
defining a control algorithm. The outputs of the control
algorithm activate certain actions. The control algorithm
together with its actions define the behavior (or the “algorithm”) of an agent. The whole agent represents a Moore
automaton which is the type of automaton which is normally used in CA.
We represent such control automata by a transition table
(next state and control output depending on state and control inputs). It can be implemented easily by a table stored
in a read-only memory. The number of FSMs that can be
coded in a table with #x control inputs, #s states, and #y
control outputs is (#s∙#y)(#s∙#y). As the number of FSMs and
the storage capacity is exploding with respect to these parameters, this approach is only of practical use for a limited complexity. Nevertheless, interesting non-trivial algorithms can be coded with a limited complexity.
Note that the number of control algorithms which fulfill
certain properties (only one representative of equivalents,
state reduced, only one representative of equivalents under
permutations of the state/input/output encoding, fully connected, etc.) is much smaller, but still its number is growing exponentially. In [14] algorithms are given that allow
enumerating only algorithms that fulfill certain properties.

In order to keep the complexity of the control automaton
under reasonable limit, the inputs are reduced by an input
reduction function (Fig. 2), and the control outputs are
mapped to a larger set of basic actions by an action mapping function (using control outputs and other conditions).
The Used Model. The state of each cell is structured into
(celltype, distance, direction, priority, control state) (Fig.
3). The celltype is  {AGENT, OBSTACLE, EMPTY}. In
case of OBSTACLE (distance, direction, priority, control
state) are not used. Each agent has a moving direction
computed in the current generation for the next generation.
The distance is relative (Δx, Δy), measured from the cell in
front (where the agents point to) to the target. The action
taken by the agent depends on the inputs (states of
neighbors within Manhattan distance of 2) and the current
local control state of the agent’s control automaton inside
the whole CA automaton.
The basic actions are:









Rm: move forward and turn right simultaneously
Lm: move forward and turn left simultaneously
Sm: move forward straight ahead (no change of
direction)
Bm: move forward and turn back simultaneously
R#: wait and turn right
L#: wait and turn left
S#: wait (no change of direction)
B#: wait and turn back

Depending on the moving condition m an agent can perform 4 conditional actions:





R: if m then Rm else R#
L: if m then Lm else L#
B: if m then Bm else B#
S: if m then Sm else S#

The moving condition gets false, if there is an obstacle or a
blocking agent in front, or if the conflict resolution forbids
the agent to move. If two agents meet each other and they
are pointing to each other (head-on), then they are interchanged (swapped) and in addition their directions may be
changed. Note that swapping is very useful in order to
avoid blockings and deadlocks. In case of a conflict (2 - 4
agents meet at a crossing and point to the same crossing
cell) the crossing cell acts as an arbiter. There are 24 priority schemes (possible permutations) to resolve the conflict
for 4 agents. The agent with the highest priority, decided
by the crossing, wins and moves to the crossing point.
E. g., if the crossing priority scheme is NSEW and one
agent from S and one agent from W want to move to the
crossing point, then the agent from S will win and move.
The losers wait and perform R#, L#, B#, or S#. The 24 possible priority schemes are equally distributed over the cell
space (stored in every cell one after the other, repeated cyclically) in the initial configuration. Thus the agent adapts
to the given situation in its immediate local neighborhood,
because if a desired link is blocked, it will choose an alternative link (either to its left or to its right) in the next step.
There are 9 target areas depending on (Δx, Δy) and the relations (>0, <0, =0) where the target may be located relative to the current position and direction of an agent (Fig.
4). The input reduction function assigns to each area a
value. These values can be interpreted as different colors
which an agent can observe. The same color was assigned
for the areas: (behind, left behind, right behind) in order to
reduce the inputs for the control automaton to be evolved
(Sec. 3).
The control automaton computes the preferred conditional
action. Then the moving condition (including the swapping
option) is checked. The cell rule can be informally described as follows:




the swapping option and taking into account the
priority list of the front cell). If this is possible,
change celltype to EMPTY. Note that a neighborhood with Manhattan distance of 2 is needed here.

If the celltype is EMPTY, calculate which of the
four neighboring cells with celltype AGENT
pointing to the own cell has the highest priority. If
such an agent exists, copy the control state, direction and the target information and use it in the
own control automaton to determine (in the own
cell) the turning decision of the agent. Finally
change the celltype to AGENT and update the
relative distance by decrementing or incrementing
Δx or Δy.
If the celltype is AGENT, detect whether the
movement to the front cell is possible (including



If the celltype is OBSTACLE, do nothing.

Figure 4 Input mapping. 7 different target areas (colors)
are distinguished by the input mapping.

3

Evolving the Behavior of the
Agents by a Genetic Procedure

Twelve different cases with a different number of agents
and different router structures were distinguished and near
optimal algorithms were evolved for them separately (Fig.
5). The cases A1 - A8 are simple cases which were investigated in order to obtain the basic insights about the problem and its solution.
Case A1 - A8: Four agents are used. In the cases A1 and
A2 the agents have no free space to move. In the cases A3 A8 there are two free spaces which the agents can use in
order to speed-up the task.
Case B16: 16 agents are used. There are 5 subcases. B160 means that the 16 agents are arranged in a 4 × 4 grid
with zero space. B16-1 means the 16 agents are surrounded
by 1 empty line (20 spaces). B16-1R means that 20 empty
spaces are randomly distributed. B16-2 means the 16
agents are surrounded by 2 empty lines (48 spaces), and
B16-2R means that the 48 empty spaces are randomly distributed.
Case Bk: k agents are used (k = 64, 144, 256). For each
Bk there are 5 subcases. Bk-0 means that the agents are arranged in a 𝑥× 𝑥 grid with zero space. Bk-1 means that
the agents are surrounded by 1 empty line, and Bk-1R
means that the empty spaces (same amount as in Bk-1) are
randomly distributed. Bk-2 means the k agents are surrounded by 2 empty lines, and Bk-2R means that the empty
spaces are randomly distributed.

Figure 5 The investigated cases with 4 and 16 agents. In addition there are Bk cases with k = 64, 144, 256 agents are
similar structured as the B16 cases. Bk-nR refers to a random placement of the agents using the same number of spaces as in Bk-n.
Genetic Procedure. Near optimal control automata (also
called “algorithms” in this context) were evolved using an
island model genetic procedure as described in [13, 21]. In
each run, five islands were used with a population size of
100 automata (initially randomly generated) and an immigration rate of 2%. During the evolution process, the new
automata were constructed using a uniform crossover with
two parent automata like in [13, 21]. Thereby the next state
of a control state and its associated output (conditional action) can be taken from either of the parents. In addition
the next state or the output is changed with a mutation rate
of 0.9%.
First Step. For each of the A-cases, 80 random initial configurations were used as Training Set to evolve the algorithm (FSMs, control automata). In each configuration the
initial positions, directions, and targets of the agents were
selected randomly. For each of the B-cases, 20 random initial configurations (consisting of 4 for each subcase Bk-0,
Bk-1, Bk-1R, Bk-2, Bk-2R) were used as a Training Set.
The small number 20 of initial configurations was chosen
because otherwise the genetic procedure would last too
long. Note that the time to compute the fitness is relatively
long because it is the result of a simulation of an agent system.
For each case, 6 independent runs of the genetic procedure
were performed. The number of control automata states
was restricted to 6. The fitness function (to be minimized)
is a dominance relation consisting of three functions
1.

Number of configurations in which the agents
reach all targets within 2,500 time steps

2.

Number of not reached targets after 2,500 generations

3.

Number of generations needed to reach all targets

If the task is solved successfully, the first and second functions become zero and the fitness corresponds to the third

function (the “speed” of the algorithm). Completely successful means that all configurations of a given set are successfully solved.
The results of the 6 runs were merged and ranked to Top
100 lists. These top algorithms evolved on the Training Set
are denoted as ETOPx (Evolved TOPx). The time to
evolve an algorithm with a Java program was 5 hours for
systems with 16 agents and more than 50 hours for systems with 256 agents on a PC (Dual Core, 2.4GHz). The
time includes all 6 independent runs using 10,000 genetic
iterations per run. In each iteration 10 new automata were
generated per island, so in total 500,000 FSMs were tested
in each run. Note that the same FSM might be generated
several times by the crossover and mutation process.
Second Step. In order to find out the algorithms that behaves best on any initial configuration (not only on the
Training Set), another Ranking Set of initial configurations
was used. For each of the A-cases, all possible 2304 permutations were evaluated. For the B-cases 400 random
configurations were used (80 for each sub case Bk-0, Bk-1,
Bk-1R, Bk-2, Bk-2R). Then each Top 100 list was reordered according to their fitness (averaged over all configurations of the Ranking Set). The result was a Top 100 list
for each case. The resulting Top algorithms ranked by the
Ranking Set are denoted as TOPx (first evolved and then
ranked).

4

Results

4.1

A-Cases

Case A1. No completely successful algorithm was found
for the Training Set. Only 79 of 80 configurations were
successfully solved by the ETOP1. The one not solved was
a deadlock situation in which the agents are forming a ring
structure. Of course this algorithm can also be not completely successful on the Ranking Set (all possible configurations).

Case A2. The ETOP1 algorithm is completely successful
on the Training Set. The TOP1 algorithm is completely
successful on the Ranking Set with a mean speed of 3.8945
(generations needed to solve the task). An interesting result
is that compared to A1 (2D structure) no deadlock appeared in the 1D structure. This case was the best among
all the A-cases.
Case A3-A8. For each case a ETOP1 algorithm was found
that was completely successful on the Training Set. The
TOP1 algorithms were only completely successful for the
cases A6 and A8, with a mean speed of 4.713 and 4.4297
respectively. The TOP1 algorithms for A3, A4, A7 behaved
very poor on the Ranking Set. The TOP1 algorithm for A5
was only not successful on one configuration (out of 100)
because of a deadlock. More robust algorithms might be
found if the cardinality of the Training Set would be
enlarged for the cases A3, A4, A5, A7.
Summary: A surprising result was that the linear structure
of A2 yielded the best result. We expected the cases with
A3-A8 to behave better because of the empty spaces. It is
not clear if for A1 another completely successful algorithm
can be found when, e. g., the input mapping is designed in
a way that it provides an absolute information about the
target position or the own orientation of the agent instead
of a relative information as depicted in Fig. 4. Although
these results cannot be generalized they show that deadlocks may appear easily and that empty spaces are not always useful to speed-up the task.

4.2

Reliability of B-Cases

Case B16. All 100 evolved algorithms were completely
successful on the Training Set, but the best of them was
only successful on 365/400 configurations of the Ranking
Set. Therefore the evolved algorithms are not reliable
enough (not completely successful for all configurations).
Case B64. All 100 evolved algorithms were completely
successful on the Training Set, but the best of them was
only successful on 393/400 configurations of the Ranking
Set. Therefore the evolved algorithms are not reliable
enough.
Case B144. All 100 evolved algorithms were completely
successful on the Training Set, but the best of them was
only successful on 377/400 configurations of the Ranking
Set. Therefore the evolved algorithms are not reliable
enough.
Case B256. All 100 evolved algorithms were completely
successful on the Training Set, 28 of them were successful
on 400/400 configurations of the Ranking Set. Therefore
these algorithms are reliable for the 400 test cases.
Summary: Reliable algorithms were only found for k=256.
Another result is that reliable algorithms for k=16, 64, 144
can only be found if the training set is large enough.

4.3

Robustness of the Evolved B-Algorithms Against Other Numbers of
Agents

The question was how robust are the algorithms evolved
for k agents for another number k' of agents. One of the
algorithms evolved for k=64 was completely successful for
k'=16. Five of the algorithms evolved for k=144 were
completely successful for k'=16. 61/63/55 of the algorithms evolved for k=256 were completely successful for
k'=16/64/144. This means that many of the algorithms for
k=256 are operational for another k'. The general observation is that algorithms evolved for a large k can also be
used for a smaller k', but not the other way round. There
are four robust algorithms out of the evolved for k=256
that area also powerful and completely successful on the
Ranking Sets for a lower k=16, 64, 144.

4.4

Speed of the Algorithms

To define the measure “speed” is difficult or even impossible if the task is not successfully solved on a given configuration. Therefore the mean speed cannot be computed
if among the set of configuration there is at least one which
cannot be successfully solved. The speed will only be used
as a measure if all configurations in the set are successfully
solved. Speed is defined as the inverse of the number of
steps.
A general observation was that algorithms that are more
robust are slower than less robust ones, e. g., if an algorithm is evolved (optimized) only for a small number of
configurations than it can perform better than a more general algorithm that is robust for many or even unknown
configurations. Example for the same Training Set with 64
agents: The special algorithm ETOP1(B64) needs 31.95
steps (averaged over the 20 configurations), the more general algorithm TOP1(B114) needs 33.55 steps, and the
even more general algorithm TOP1(B256) needs 38.9
steps.
The speed of the algorithms was also compared with the
Manhattan optimum. The Manhattan optimum is the Manhattan distance of the longest path that a message can take
in a message set. So the whole algorithm agent system
with a specific algorithm (inside of each agent) cannot be
faster. The Manhattan optimum was evaluated for all
Ranking Sets by averaging over all configurations in the
set. It is clear that one agent only can easily reach this optimum whereas plenty of agents cannot because of spatial
congestion, e. g., agents are blocked by other agents or in
case of conflicts. E. g., the Manhattan optimum for the
Ranking Set with 256 agents is 28.28 whereas the speed of
the TOP1(256) algorithm is only 87.6 It was a general observation that the Top algorithms were around three times
slower than the Manhattan distance.

Figure 7 Sequence of the TOP1 ranked algorithm for 256 agents simulated on a 24 × 32 grid with a regular structure.
After 143 steps the last target was found.

4.5

Optimal Amount of Free Spaces

Optimal Number of Free Lines. Another interesting
question was how much free spaces should be used in order to reach maximal speed. Therefore we carried out another investigation with 256 agents. We used several random configurations B256-z with z = 0, 1, … 10 free lines
(defining the number of free spaces, see Fig. 5). The number of free spaces is (z+z+16)2 - 256. Fig. 6 shows the
number of steps (1/speed) versus the number of free lines
z. The minimum is for z = 5 lines (420 spaces, or 1.64
spaces per agent). The minimum is approximately the
same between 3 and 6 lines (0.891 to 2.06 spaces per
agent). This result led to another investigation.

Figure 6 The number of steps needed to fulfill the task
versus random configurations B256-z with a different
number z of free lines. The fastest algorithms were obtained for the configurations B256-3 to B256-6. The Manhattan distance is shown for comparison

Optimal Router Structure. We designed two regular
router structures with 256 agents using one or two free
spaces per agent. The first structure is of size 16 × 32
(checkerboard pattern), the second is of size 24 × 32. All
100 algorithms evolved for 256 agents were checked and
the best of them was used. The reached speed is 82.4 steps
for the first structure, and 79.9 steps for the second. The
speed is averaged over 400 random distributions of the targets. The Manhattan distance was 39.9 for the first and 46
for the second structure. The result is that two spaces per
agent perform around 3% better than one space per agent.
Special Simulation Case. A special simulation was performed for a 24 × 32 structure with 256 agents. The
agents' targets obey to the target function t(x, y) = (23-x,
31-y), with (x, y) being the position of the agent. E. g. agent
(0, 0) has the target (23, 31), agent (0, 31) has the target
(23, 0). The targets were chosen in a way that source and
target exchange messages and that the paths are crossing in
the middle of the array. The simulation shows that this
configuration is around twice as slow (158 steps) as the
random average (79.9 steps). In the simulation it can be
seen that the agents form a cluster in the middle and that
agents are leaving the cluster and turning clockwise around
it until they find their target (Fig. 7).

5

Conclusion

A Cellular Automata (CA) compliant model was proposed
to model the multiple target search problem with agents.
The moving and turning actions of an agent are controlled
by a MEALY finite state machine (also called control al-

gorithm) that is included in a CA cell. Control algorithms
for a different number of agents (k = 4 … 256) were
evolved using an island model genetic algorithm for environments of different sizes and a different ratio of agents
to empty cells.
The environments with a lower amount of empty cells are
more likely to run into a deadlock or a livelock situation.
Another aspect is the influence of the amount of empty
cells on the speed of the algorithms. It turned out that an
amount of around 1 or 2 free spaces per agent yields the
best absolute results. The free spaces provide enough mobility to avoid conflicts but the average distances from the
agents' start position to their target is still small enough to
get a high performance.
The most reliable algorithms were evolved using environments with 256 agents (with respect to solve the problem
for all sizes and amounts of agents). These algorithms
were able to solve systems with less agents, too, although
they were slower than the specialized algorithms that were
evolved for systems with a certain small number of agents.
Future work. A question for further investigations is
whether the deadlock and livelock situations might be
avoided by adding a randomized behavior or by using heterogeneous agents. We will also examine the influence of
distinct input mappings, other sets of actions and abilities
of the agents (e. g., direct communication). Another direction of our research is the improvement of the optimization
techniques, either by varying parameters or implementing
alternatives to genetic algorithms, such as tabu search or
simulated annealing.
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Abstract
Cauchy-Reed/Solomon is an XOR-based erasure-tolerant coding scheme which is widely used for reliable distributed
storage and fault-tolerant memory. A variety of different codes can be specified, depending on the number of parallel
operating storage resources and the desired strength of fault tolerance. First we present an approach to parameterize the
codes for different systems and requirements, such as the desired parallelism and reliability. Based on this parameterization, a Linux block device driver was developed which is evaluated in this paper.

1 Introduction
Erasure-tolerant coding is mainly applied for storage systems that spread data across several devices and tolerate
device failures. Coding is applied in combination with a
distribution of data elements across different devices. In
this way, device failures are independent, which is the basis of the failure correction capability. When storage resources - mostly disks, but also solid-state based devices
and memory - fail, the lost data elements are calculated
using the remaining data elements and the redundant elements. The application field of such erasure-tolerant codes
is wide and ranges from disk controllers to software-based
distributed and parallel systems. For instance, enterprise
server systems use specialized storage elements that implement erasure-tolerant coding on disk controllers with
microprocessors or specific ASICs to do that task. Most of
these systems are rather static, i.e. all the data is handled
equally, and apply relatively simple codes, e.g. replication,
pure parity codes or RAID 6. It is hard to provide different strength of failure tolerance for several classes of data
within a storage system.
A software-based coding that relies on standard multicore
processors tends to be more flexible. The software-based
part of the storage system is better suited to be configured according the requirements of the class of data to be
stored. In addition, a flexible system is able to support different classes of data by a different distribution and coding method. For example, a system can apply different
strength of failure tolerance and different parallelism, depending on which filesystem directories are accessed and
how critical the stored data is. This requires only to launch
the software (e.g. a block device driver) several times with
different configurations.
Until the present days, microprocessors were not powerful enough to run application, operating system and do
software-based coding together. This changes with multicore and manycore processors that include tens of cores.
Particularly inhomogeneous multicore processors with a
few complex cores and a larger number of small and sim-

ple cores will be powerful enough to do data en- and decoding. We implemented such a software-based distribution and coding component as a Linux block device driver
- called Raidxor driver. The contribution of our work is a
flexible parameterization of Cauchy-Reed/Solomon codes
that goes beyond existing block device drivers, such as the
md driver framework. The codes are described by equations which are transformed into an iterative schedule. The
block device driver can be used to create virtual devices
that aggregate different numbers of physical devices and
implement fault-tolerance in different ways.
The paper is organized as follows. Related work on erasure tolerant coding and parallel storage is revisited in Section 2. In Section 3 we explain the principles of CauchyReed/Solomon erasure-tolerant codes and their description
by equations. The driver parameterization is introduced in
Section 4. In Section 5 the test and evaluation system is
described, followed by a performance evaluation of the device driver. We conclude with a summary.

2 Erasure-tolerant Coding
Erasure-tolerant codes are a variant of error correcting
codes. Error correcting codes detect and correct a certain
number of erroneous elements in a code word. When it is
known, which elements are erroneous, an erasure-tolerant
code can be applied. The error is treated as an erasure of
data and the erased content is recalculated by the decoding
procedure. Erasure-tolerant codes show better properties
in terms of storage overhead and calculation cost, compared to error correcting codes.
The correction capability relies on a limitation of the number of erroneous elements. Thus data has to be spread
across different data storage resources that do not fail simultaneously. In that way, k storage resources are used for
original data elements. Redundancy is added and placed
onto m additional storage resources.

2.1 State of the Art
For a low storage overhead, MDS (maximum distance separable) codes are preferred which are optimal with respect
to their number of tolerable faults with a certain number
of additional storage units. By MDS codes up to m failures can be tolerated among n = k + m resources. The
most flexible MDS codes are Reed/Solomon codes [14]
that can be applied to any number of data and redundancy
storage resources. A Reed/Solomon (R/S) implementation
for disk arrays is described by Plank et al. [10, 12] using Galois field (GF) arithmetics. Cauchy-Reed/Solomon
codes [2] allow to use XOR operations for en- and decoding. Cauchy-R/S combines the usage of a Cauchy matrix
with an interpretation of data elements and matrix factors
as Bit-vectors and Bit-matrices respectively. A proper partitioning of the input data in units, combined with the distribution onto several resources allows the use of wordXOR operations. Cauchy-Reed/Solomon codes are widely
applied, e.g. in the archival layer of the global storage system Oceanstore [9] and also in UpStore [6] with an extension for cryptography. Cauchy-R/S codes allow a relatively
high encoding and decoding performance, but are still not
optimal in terms of coding cost. Only a few particularly
designed codes, e.g. EVENODD [1], the similar Double
parity code and the Star code [5], show both low computation cost for encoding and the least possible storage
overhead (the MDS property). The original en- and decoding algorithms for these codes are known as near-optimal.
These codes work solely for a particular number of additional storage resources (m ∈ {2, 3}) and a restricted
choice of k - and are not considered in this paper.
A wide variety of XOR-based codes are implemented in
the software-based distributed storage system NetRAID
[15, 16]. In that system we implemented an equation-based
description of encoding and decoding in order to allow
flexible definition of codes. This paper can be seen as the
application of the parameterization approach to a devicebased system.
Another direction towards generalized solutions is matrixbased encoding and decoding. An example is the jerasure
library [11] that implements general matrix-based codes
with optimizations for en- and decoding performance. The
code can be flexibly parameterized by specifying a bitlevel generator matrix. The decoding algorithm is calculated inside the library for a particular failure case using
the generator matrix.

XOR equations, as shown in [17]. This requires (1) a
data element placement on the storage resources and (2)
to reference data elements properly in the XOR expressions. The code type, execution time and resource requirements of coding procedures are completely determined by
these equations. For instance, encoding can be optimized
to consume the least number of XOR operations on a single processor core, i.e. to consume as little computational
resources as possible. In contrast, a fast encoder may run
on several cores and does not rely on the least XOR operation count necessarily. We call this coding style - the way
the decoding calculations are performed. In the iterative
coding style, the required elements are calculated serially,
possibly using previously calculated elements. In contrast,
the direct coding style allows to calculate each required element independently from other elements.
A parameterization of the coding process is possible for
encoding and decoding as well. For decoding, the specific
failure situation is regarded to build the decoding equations.

2.3 Relation to Parallel Storage
Single storage devices are relatively slow, with a transfer
rate of a few 100 MByte/s. This has to be compared to the
memory bandwidth in the range of tens of GByte/s. Higher
performance of storage systems mainly raises from parallel operation of several storage devices. Parallel storage
devices first have been introduced with RAID systems [7]
in the context of several attached disks and later adopted to
networked storage in many different implementation variants, e.g. the Parallel Virtual File System [3, 18]. Even
though devices are arranged to work in parallel, the accessing instances often operate in a sequential fashion. This is
practical as long as the erasure-tolerant coding is not too
time-consuming; e.g. for a pure striping and simple parity
codes. For more sophisticated codes and a higher grade
of fault tolerance it is worth to parallelize coding. A recently developed driver [8] already implements coding on
multiple cores by block level parallelism. In comparison,
our block device driver does not yet make use of multiple
cores for coding (this is a future issue), but uses a separate
kernel thread.

3 Cauchy-Reed/Solomon Code
2.2 Coding Algorithms
Throughout the paper we use the term code to specify the
set of code words and the function to calculate code words
from the original data words. Encoding is the algorithm to
calculate code words from the original data words. Decoding is the algorithm to recalculate the original data words
from code words that are possibly incomplete. For many
codes, encoding and decoding can both be described by

The original Reed/Solomon code and the XOR-based variant Cauchy-Reed/Solomon are flexible codes that can handle any number of data storage resources (k) together with
any number of redundant resources (m). At every resource,
ω units are required to express the code with equations
(2ω > n + m).
The encoding equations are formed by interpreting the relation between data units and redundant units as a linear

system of equations. When the equation system is properly
constructed, it can be used directly to decode erased data
units, but also to form equations to recalculate the erased
units. This complies with the common way to formulate a
code by a code generator matrix G. To obtain a code word
a, the original data word a∗ is multiplied (left sided) with
G.
a = G · a∗
Fig. 1 shows a k=5, m=2 code which is used to demonstrate
n
oen- and decoding. The code generator matrix G =
I
consist of a 5×5 identity matrix I (upper part) and
C
n
o
2 7 4 3 1
a Cauchy matrix (lower part) C =
.
3 4 7 2 5
The arithmetics used correspond to a Galois field GF(23 )
using the modular polynomial M (x) = x3 + x + 1. To apply this code with bit level arithmetics (logical AND and
XOR), each element must be arranged as a block of 3 Bits
according to Tab. 1. For instance, resource r1 is split into
three units (3,4 and 5) that are individual elements for the
coding algorithm. In practice, the resource stores data in
three different parts, e.g. three partitions on a disk.
Correspondingly, every factor in C is mapped to a 3 × 3
Bit matrix, according to a rule described in [2]. For the
depicted example, encoding is completely covered by 6
equations that require a total number of 45 XOR operations. In general, the required number of XOR operations
is dependent from the modular polynomial and the generator matrix. By constructing proper generator matrices
that contain a low number of 1-bits, but still provide a set
of linearly independent equations, the computational cost
of Cauchy-Reed/Solomon is two to three times above the
theoretical optimal cost [13].
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Figure 1: Cauchy-Reed/Solomon Encoding

The following equations result from the C matrix and express a direct encoding style. This direct style is character-

resource
units

r0
0
1
2

r1
3
4
5

data
r2
6
7
8

r3
9
10
11

r4
12
13
14

parities
r5
r6
15
18
16
19
17
20

Table 1: Unit assignment for a (5,2) Cauchy-R/S code

ized by a calculation of every redundant unit independent
from other redundant units. As input, solely units are used
that represent original data content.
(1)
(2)
(3)
(4)
(5)
(6)

15
16
17
18
19
20

=
=
=
=
=
=

XOR(2,3,4,5,7,9,11,12)
XOR(0,2,3,7,8,9,10,11,13)
XOR(1,3,4,6,8,10,11,14)
XOR(0,2,4,6,7,8,11,12,13)
XOR(0,1,2,4,5,6,9,11,14)
XOR(1,2,3,5,6,7,10,12)

In general, each Cauchy-R/S code contains ω × m redundant units which each are calculated using an equation. In
that way, the encoding calculations can be mapped to ω×m
processor cores, 6 cores for the example code.
During encoding a couple of XOR operations are executed redundantly, for instance XOR(4,9,11) is contained
in equations (1) and (5). This is the motivation for another
coding style, the so-called iterative style. By the iterative
coding style, redundant elements are calculated using other
redundant elements and temporary elements. By eliminating redundant calculations the total number of operations
is reduced, which often leads to a faster parallel coding,
compared to the direct coding style. The iterative encoding
equations for the same code (Cauchy-R/S, k = 5, m = 2)
are derived as follows, using the symbols A . . . H for temporary elements.
(1)
(2)
(3)
(4)
(5)
(6)

15
16
17
18
19
20

=
=
=
=
=
=

XOR(B,C,D)
XOR(D,E,F)
XOR(3,4,8,E,H)
XOR(2,4,6,7,C,F)
XOR(0,2,9,11,B,H)
XOR(5,7,10,12,A,G)

(7) A = XOR(2,3)
(8) B = XOR(4,5)
(9) C = XOR(11,12)
(10) D = XOR(7,9,A)
(11) E = XOR(10,11)
(12) F = XOR(0,8,13)
(13) G = XOR(1,6)
(14) H = XOR(14,G)

This iterative encoding needs 33 XOR operations in total. Iterative equations sets can be automatically generated
from the direct equations by identifying common subexpressions. Because of the lower number of XOR operations, en- and decoders should follow the iterative coding
strategy.
Note that also decoding is done on the basis of decoding
equations that are provided by an algorithm that uses the
generator Matrix G and information about the present
failure situation, i.e. which resources failed.

4 Parameterization
The Raidxor driver is integrated into the md framework [4]
inside the Linux kernel and combines several devices to
create one virtual device. The underlying devices correspond to the units of the code description and are provided
by partitions on a number of disks. For example, a Cauchy
Reed/Solomon code with k=5, m=2 requires 7 disks and 3
different partitions on every disk. The encoding and decoding procedures of Raidxor consist of accessing the proper
units on the resources and the execution of several block
XOR operations according to the equations. This is reflected by the parameterization and allows to implement
many different codes within a single driver implementation.
An initial parameterization is given by a textual description
and covers (1) the assignment of units to resources, (2) the
information which partitions are used for the units and (3)
the encoding equations. This initial parameter set is read
and transfered through a sysfs node to the kernel module.
The rest is managed by the mdadm tool which had to be
altered to support a new RAID level for the Raidxor driver.
The format is described in Fig. 2 for the iterative encoding
equations that were used in Section 3.
RAID_DESCR /dev/raidxor, 32
RESOURCES r0, r1, r2, r3, r4, r5, r6
RESOURCE_DESCR r0, /dev/sdb, u0, u1, u2
RESOURCE_DESCR r1, /dev/sdc, u3, u4, u5
RESOURCE_DESCR r2, /dev/sdd, u6, u7, u8
RESOURCE_DESCR r3, /dev/sde, u9, u10, u11
RESOURCE_DESCR r4, /dev/sdf, u12, u13, u14
RESOURCE_DESCR r5, /dev/sdh, u15, u16, u17
RESOURCE_DESCR r6, /dev/sdi, u18, u19, u20
UNITS u0,u1,u2,u3,u4, ..., u20
UNIT_DESCR u0, /dev/sdb1
UNIT_DESCR u1, /dev/sdb2
UNIT_DESCR u2, /dev/sdb3
UNIT_DESCR u3, /dev/sdc1
UNIT_DESCR u4, /dev/sdc2
...
UNIT_DESCR u20, /dev/sdi3
REDUNDANCY
REDUNDANCY
REDUNDANCY
...
REDUNDANCY

a resource description lists all units that are assigned to it
(RESOURCE DESCR).
In another part all units are enumerated. A line that begins
with the keyword UNIT DESCR connects the unit symbol
to a specific device that is typically a partition on a storage
resource. The equations for coding are specified below and
refer to the declared units and temporary variables. Equations preceeded by the keyword REDUNDANCY are encoding equations that result in a unit on redundancy storage
resource. For instance units u15 to u20 are automatically
treated as redundant units and therefore excluded from data
striping. In that way, encoding equations separate redundant units from data units. Temporary variables for iterative coding can be specified with the keyword TEMPORARY and the corresponding equation.
Decoding can be steered by a parameter file as well,
whereby a decoding specification is always specifically
generated for a failure case. The data units which are recalculated are identified by the keyword DECODING and
a corresponding equation. Similarly to encoding, decoding
may use temporary variables for iterative decoding.
The parameters are provided by an external tool which is
called cauchyrs and runs in the user space. This tool creates the unit assignment and equations for given k and m.
In case of a failure, the tool is invoked and delivers equations for tolerating the failure situation, as long as not more
than m resources are faulty. The cooperation of the block
device driver with the cauchyrs tool is illustrated in Fig. 3.
data access

cauchyrs
encoding
equations

user
space

cauchyrs
failure
description

decoding
equations

Raidxor driver
encoder
decoder
kernel
space

u15 = XOR(s2, s3, s4)
u16 = XOR(s4, s5, s6)
u17 = XOR(u3, u4, u8, s5, s8)
u20 = XOR(u5, u7, u10, u12, s1, s7)

TEMPORARY s1 = XOR(u2, u3)
TEMPORARY s2 = XOR(u4, u5)
...

Figure 3: Storage system and cauchyrs tool

5 Evaluation

Figure 2: Text format for the driver parameterization
At first, the device name is declared together with the
chunk size. The mdadm tool uses this information to create a device with a corresponding name that implements
block distribution and failure-tolerant coding according to
the parameters. A first part contains an enumeration of all
resources as the abstraction of entire storage resources, e.g.
disks or network-based storage servers. For each resource,

We describe the evaluation system setup and report about
performance and interpret the observed effects.

5.1 Test and Evaluation Environment
Due to the error-prone kernel development task, a virtualized system was used that can be easily restarted and

equipped with a number of virtual storage devices. Tests
and performance evaluation were done on a dual core
AMD-Athlon (2.8 GHz, 3GB RAM) system, using a Linux
kernel Version 2.6.27.7-9-xen and XEN 3.3.1. As disks we
used virtual devices that were mounted in a loopback mode
to files on a Samsung HD161HJ disk and a reiserfs file system. In the virtualized system, the operating system and
the device drivers can be easily restarted and reconfigured.
The test and evaluation environment is illustrated in Fig. 4.
dom0

domU (1)
access
stimuli

image files

mount
as
loopback

virtual devices

Linux kernel

Linux kernel

md
raidxor driver

XEN
hardware
physical disk

failed. The performance evaluation includes - as a first step
- the comparison of our driver-based device with a pure
loopback device, and with existing software RAID drivers
(levels 0,5 and 6) which are already integrated in the md
framework. All measurements were done by continuously
writing and reading 1 GByte in blocks of 1 MByte. For
every measured value the evaluation system was restarted
in order to obtain a comparable initial situation. All presented values are the average over five individual measurement runs. The results base on two cores, except the single
core performance measures for the loopback device. The
chunk size, i.e. the quantity of contiguous data on a single
unit, was held fixed to 32 KB.

5.3 Performance Results
Measurements of the access rate to a single loopback device are depicted in Fig. 5, using a single core and two
cores. On a system without additional load, the access
rates are roughly equal for single and dual core, because
we access a single device and manage the access by a single kernel thread. The loopback access rate of approx. 500
MB/s is the reference for all other system configurations.
Only the use of several independent disks potentially provides higher access rates.
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Figure 5: Access rates from/to a single loopback device
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A positive side effect is introduced by the caching in the
filesystem which speeds up the loopback devices to 500
MByte/s as long as small quantities of data are accessed.
This is significantly more than the raw disk access rate,
which was around 80 MByte/s after exceeding the memory
cache capacity.

1 core
2 cores

read

MB/s

The storage resources are virtualized devices which originate from files in the dom0 domain and are placed on a
single disk. These files are mounted as logical devices in
a loopback mode and exported to the virtual machine that
includes our Raidxor device driver. This setup allows to
evaluate the device driver operation, but does not reflect
an actual parallelism of the storage resources as it would
be in a parallel storage system. Thus, the reported access
rates do not increase with increasing number of storage resources. However, our results allow to identify the cost for
data distribution and coding.

500

Figure 4: XEN-based test and evaluation environment

read

write

5.2 Test and Evaluation Method
Figure 6: Striping according md-based RAID level 0
A script was used to generate the access stimuli for the
storage system. It accesses several blocks randomly on the
device. Write operations are verified by succeeding read
and compare operations. Beside a sequential access, also
parallel access driven by several threads can be initiated mainly for testing the correctness. The md framework allows to inject failures into individual underlying devices,
by using the --manage --set-faulty option. A resource failure is simulated by setting all assigned units to

The cost spent for data distribution is characterized in Fig.
6. Two devices show a slightly decreased performance,
this effect gets stronger with a data distribution onto more
devices, but still relatively high access rates are reached more than 400 MByte/s. These rates are an upper bound
for all systems that employ striping and erasure-tolerant
coding in addition.
For the md-based RAID level 5 (Fig. 7) and level 6 (Fig. 8)
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Figure 7: Access rates from/to a md-based RAID level 5
device
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Figure 9: Comparison of faultfree parallel devices
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performance drops due to the coding that must be executed
additionally. The rate decreases for writing onto a faultfree system and for reading from a faulty system. This
effect intensifies for level 6 which requires more XOR operations compared to level 5. However, the performance
degradation is relatively small because coding by the static
md-based RAID levels is highly optimized.
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Figure 8: Access rates from/to a md-based RAID level 6
device
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Figure 10: A single faulty resource

The performance of the Raidxor driver is currently 100 −
200 MB/s lower (see Fig. 9, 10 and 11). This current performance loss is due to the early state of the implementation and therefore an issue for optimizations. From our
understanding, the introduced flexibility is not an obstacle
for reaching nearly the performance of the existing static
drivers.

ing style does not show a significant improvement over the
direct style, in spite of a reduced number of XOR operations for coding. We expect to observe an influence of better equations to the coding performance when the Raidxor
driver is fully optimized.

When Raidxor is parameterized as RAID level 5 and 6, the
performance follows the relations observed for the static
RAID drivers, i.e. a slightly decreasing performance with
increasing number of redundant resources. The access
rates in Fig. 9 allow to compare direct and iterative coding
style of the Raidxor driver. Currently, the iterative cod-

Summarizing, in the current development state of the
Raidxor driver there is headroom for performance optimizations. Particularly, the improvements of iterative coding are expected to be visible in an optimized driver. Yet,
the Raidxor driver is currently capable to form larger storage systems and include more redundant resources than the
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Figure 11: Two faulty resources
existing md-RAID implementations - level 5 and 6 with a
maximum of two redundant devices.

6 Summary
Parallel storage systems that aggregate a high number of
disks need to be protected against failures. The CauchyReed/Solomon scheme can do that in a flexible way, i.e. it
allows a scaling of the number of data storage devices and
a desired failure tolerance strength. For each specific system layout, encoding and decoding is described by XOR
equations that parameterize a coding module. The implementation of such a system as kernel device driver yield
to a properly operating storage system. An external tool
(running in the user space or as a service in a distributed
system) provides the equations with all the code-specific
strategies. Although we could not yet reach the performance of the static md-based drivers, our access rates are
in the same magnitude. It still requires considerable optimizations in order to tap the potential of efficient codes
and coding styles.
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Abstract
Cyclic Redundancy Check (CRC) is one of the most common checksum methods for data storage and communication. As
the progress of silicon technology provides density but hardly any speed gains anymore, increases in data communication
bandwidth can only be achieved with higher parallelism. Traditional methods for CRC calculation either result in high
circuit cost or limit clock speed when the width of the input data increases. The basic idea presented in this paper is to
use an arbitrary generator system for the representation of the partial checksum. This opens a wide design space and
introduces redundancy. Two methods are presented that can be combined. The first method results in an optimal step
matrix for maximal speed. For the wide input matrix, a large space is searched for a good solution. The second method
focuses on the input matrix and uses clustering to select a generator system that reduces the density and logic depth for the
input matrix. As an implementation would make use of common subexpression elimination (CSE), a simple yet effective
CSE algorithm is presented, which is integrated into the two optimization methods for proper cost evaluation. First results
for Ethernet and SCTP checksums are given.

1. Introduction

as doubling the speed at corresponding cost.

The traditional scheme for calculating streaming CRC consists of an input matrix and a step matrix. The input matrix reduces the w-bit-wide input vector modulo a checker
polynomial p to a d-wide intermediate term, which is
added to the partial checksum, where d is the degree of p.
The partial checksum needs to be multiplied by xw for the
next cycle. This multiplication is performed by the step
matrix including the reduction modulo-p. Hence, the input matrix is w × d, and the step matrix d × d. If those
matrixes are implemented as a circuit, a directed acyclic
graph of XOR gates results, because common subexpressions can be reused. In this paper, bit vectors will be represented by hexadecimal numbers, including polynomials
(the least significant bit corresponding to x0 ) and rowwise written matrixes. In particular, the CRC-8 polynomial
x8 + x5 + x4 + 1 (0x131) will be used for input width 32
to illustrate the methods presented.

In this paper a set of algebraic methods is introduced that
allow the optimization for speed or low cost in small steps.
The basic idea is to use a different basis for the intermediate check sum. By using a redundant generator system, the
register for the intermediate sum gets wider and so does
the input matrix. In return, the input matrix and/or the step
matrix can become much simpler. As we are interested in a
high-speed, low-cost and low-power final circuit, simplicity needs to be measured including common subexpression
elimination. The final checksum needs to be converted to
the standard basis in many cases, requiring an additional
matrix and an additional clock cycle.

For instance, for the CRC polynomial for Ethernet and input width of 64, the input matrix can be implemented with
3498 2-input XOR-gates and a logic depth of 7.
There are only limited means to reduce cost and improve
speed without applying algebraic methods as described below. It is possible to pipeline the input matrix, but the cost
is very high because the circuit graph is very wide at intermediate levels. Pipelining the step matrix requires extra logic to combine the partial checksums of the different stages. Finally, one could replicate the entire circuit to
compute parts of the input vector and sum the results. All
these methods have in common that a high hardware cost
and power is required to achieve a moderate gain in speed.
Furthermore these methods only allow coarse steps, such

Some of the algorithms presented are complex and require
a high computational effort for typical CRC polynomials. Most of them can be parallelized or implemented in
hardware. The performance model (cost, power, speed) is
based on 2-input gates and flipflops. Since all logic cones
are XOR-sums, as a speed measure the number of inputs
to such an XOR-tree is given. The logic depth of a balanced XOR reduction tree would be the logarithm base 2
of that input width. Giving the size of the input vector is
easier to follow in the given the examples. Furthermore, if
a technology is used that offers XOR gates with more than
two inputs, the consequence to the logic speed can be easily elaborated. The cost is the required number of 2-input
XOR gates. It will be clear from context whether this is after or before applying common subexpression elimination.
The paper is organized as follows. The next section summarizes existing work on streaming CRC optimization and
common subexpression elimination. Section 4 covers the
optimization of the step matrix. Complementing it, Sec-

tion 5 proposes a method for improving the input matrix. Results of individual and combined applications of
the methods presented to common CRC polynomials are
given in Section 6. In Section 7 an outlook is given, including further work required to refine the presented methods and their evaluation.

2. Existing Work
High-speed CRC calculation on wide inputs has been recently studied in [4]. To achieve the required speed the
input matrix is split into several smaller matrixes which
are calculated in parallel and added before the step matrix.
This can be considered as a special case of the proposed
method here, where the generator system is replicated.
A more algebraic approach is presented by Glaise [2]. It
replaces the generator polynomial p by a multiple q =
p ∗ r with a small number of coefficients. As example, instead of the ATM, FDDI, or Ethernet standard
polynomial 0x104c11db7 a polynomial of degree 123
(0x9000000000104000020200000000001) is used. As a
consequence, the length of the partial checksum is strongly
increased. Depending on the technology, a high number of
flipflops can consume a significant amount of power for the
clock drivers. It might seem that a partial checksum of 124
bits length does not make sense because the output matrix
will then be as wide as the input matrix in a traditional implementation. However, whereas the input matrix is being
evaluated every clock cycle, the output matrix needs to be
evaluated only once. Moreover, depending on the latency
requirements one could even use a small output matrix and
reduce the partial checksum in several clock cycles.
The use of an alternative basis for the representation of the
partial checksum is proposed in [5]. The generator system is found by applying column operations to the input
matrix.

3. Common Subexpression Elimination
An important optimization step when mapping a given matrix to an implementation at gate level is common subexpression elimination (CSE). It is typically carried out as
part of the technology-mapping step. For this reason,
there are only few publications covering isolated common
subexpression algorithms, e.g. [1]. As the CSE is needed to
evaluate the implementation cost of a given matrix, some
algorithms require very frequent CSE computations. After
discussions with specialists on electronic design automation algorithms, in this paper simple, yet effective CSE algorithms are used.
Referring to the example of CRC-8 with 32 inputs bits, the
native input matrix is (row-wise)
1, 2, 4, 8,
c4, b9, 43,
37, 6e, dc,
a4, 79, f2,

10, 20, 40, 80, 31, 62,
86, 3d, 7a, f4, d9, 83,
89, 23, 46, 8c, 29, 52,
d5.

The diagonal matrix at the beginning is systematic, as the

i-th row of the input matrix is xi %p, and for i < d the row
is simply xi . If we consider rows 14 (3d) and 15 (7a) we
notice that they have four bits in common. This means that
we can compute the sum of the two inputs first and use the
result four times, saving three gates. However, row 14 also
shares 4 bits with row 11 (b9), but only one of the two instances can be exploited. Assuming we use the first pair
(14 and 15), the shared term appears like an additional row
of 3d&7a=3a. This row still shares three columns with
row 11 (b9). The situation however is different, because
exploiting shared terms between a row corresponding to an
input and another one corresponding to a shared expression
means that the resulting logic would be imbalanced. The
worst example in this direction is the prefix sum, where the
matrix rows would be 1,3,7, etc. The lowest cost would
result in a circuit of depth proportional the number of inputs. For this reason, a leveled algorithm is applied in this
paper. A level corresponds to the logic depth to the inputs,
i.e. the inputs itself are level 0, the shared expressions of
inputs are level 1, and so on. As for each shared expression
a row is added to the input matrix, a level is represented by
an interval of matrix rows.
b o o l found , f i n i s h e d ; m a t r i x m;
l i s t <p a i r <unsigned , unsigned > >
shared expressions ;
u n s i g n e d l v l s t a r t = 0 ; u n s i g n e d l v l e n d =w ;
unsigned l v l c n t =0;
finished = false ;
while ( not f i n i s h e d )
{
found = f a l s e ;
{
f i n d p a i r ( j , i ) l v l s t a r t <=i <j <l v l e n d ;
such t h a t shared =
p o p c o u n t (m[ i ] & m[ j ] ) i s maximal
{
i f ( s h a r e d >1)
{
m. a p p e n d (m[ i ] & m[ j ] ) ;
s h a r e d e x p r e s s i o n s . append ( i , j ) ;
l v l c n t = l v l c n t +1;
}
} u n t i l ( s h a r e d <2)
l v l s t a r t =lvlend ; lvlend=lvlend+ lvlcnt ;
l v l c n t =0;
f i n i s h e d = not found ;
}
The algorithm searches only for terms in the same level and
it first applies those common expressions with the highest
gain. Experiments with simpler algorithms were also used,
but the result quality (less saving, increased logic depth)
turned out to be prohibitive for this purpose. In our example, following shared expressions are exploited:
Level 0 (14,11) (20,15) (21,16) (29,17) (19,8) (30,9)
(31,10) (18,12) (19,13) (25,22) (26,23) (27,24)
Level 1 (35,32) (37,33) (38,34) (42,36)

For larger w there are more levels.

4. Optimizing the Step Matrix
For the optimization of the step matrix a surprisingly
strong direct method exists. The step matrix carries out
multiplication by xw %p. If the first generator vector is arbitrary, say y, gcd(y, p) = 1, we can choose the second
generator vector as yxw %p, the third as yx2w , and so on.
As a result, the step matrix will have a very simple form,
called companion matrix of the polynomial p: It consists
of the semi-diagonal plus p − xd on the lowest row, i.e.
the polynomial without its leading 1. The implementation
of the step matrix has logic depth one and cost less than d
gates (corrsponding to the number of terms in the polynomial) for every vector y chosen. In this representation the
generator system is not redundant, in other words it forms
a basis. In consequence, the input matrix is uniquely determined by y. Searching a y that optimizes the speed or
area of the input matrix seems to be difficult. The example polynomial for CRC-8 0x131 has even parity and is
therefore dividable by x + 1. This implies that possible
values for y must have odd parity and be different from
p/(x + 1) = x7 + x6 + x5 + x3 + x2 + x + 1, otherwise y
does not have an inverse modulo p. This leaves 127 values
for y.
For typical polynomial degrees such as 32 an exhaustive
search is prohibitive. It is also not clear whether the cost or
speed of the input matrix is “continuous” in the mathematical sense, i.e. whether small changes to y or y −1 result in
similar results. This would be a premise for the application
of many optimization algorithms. Likewise, it is not clear
how a crossing step for a genetic algorithm would look.

5. Optimizing the Input Matrix
Finding a generator set for the partial checksum that reduces the cost and depth of the input matrix is challenging.
A redundant generator set allows a large set of representations of each matrix row. Consider a given generator set to
which another generator shall be added. It will reduce the
matrix complexity if the new generator is similar to one or
several matrix rows. Therefore, if we find a generator set
such that for each matrix row there is one close generator a
sparse matrix results. Such a closeness analysis is done by
clustering. The rows are considered as points in a metric
space (Hamming distance).
There are many versions of clustering [3]; in the following, one version is described that turned out to be appropriate for the distance distribution observed for some example
CRC algorithms, see for example (Table 1).
Because the SCTP polynomial preserves parity and the ini
put matrix rows correspond
 to x %p, only even distances
32
can occur. The 496 = 2 pairs of distance 2 correspond
to the unit matrix in the first 32 rows of the input matrix.
As the distances aggregate in the middle, one cannot expect the clusters to be really dense and isolated. To get
good results, a two-step approach is used. First, for each

cluster a seed is determined by selecting those rows which
have large distances (28, 26, than 24, and so on). This is
done greedily, incrementally adding vectors to the seed set
which have the largest total distances to the seeds selected
so far. This certainly does not result in a set with maximal
distances, but is better than starting with arbitrary rows.
Once the seeds have been established, the remaining rows
are added to the closest cluster, using the maximum distance to all the vectors in any cluster. During this process
only clusters are considered that are not yet “full”, where
the maximum cluster size is a parameter to the algorithm.
When the clusters have been found, a generator vector is
generated for each of them by doing a majority vote digitwise. For our running example CRC-8 with four extra generators, the seeds are rows 0, 9, 10, 11, 13, 14, 15, 17, 19,
20, 21, and 23. The latter two have the highest distance.
After this, the remaining vectors are added to the individual clusters. For instance, the cluster with the seed row 11
gets rows 8, 26, and 29. The resulting generator for this
cluster is 0x9c.
It turns out that the identity matrix at the beginning of the
input matrix always creates a cluster of d elements, because of the short distance. It seems therefore appropriate
to exclude those rows.
Having determined all generators, the output matrix can be
formed, as its rows are the generator vectors. If the number of generators is equal to the polynomial degree, the
input matrix can be directly computed by multiplying the
original input matrix with the inverse of the output matrix.
In the redundant case, where the number of generators exceeds the dimension of the vector space for the intermediate checksum, there is a linear vector space (kernel of output matrix) of freedom. In this case, the transposed output
matrix is inverted and the kernel extracted, i.e. this matrix
is rectangular. Next and a set of linear independent rows
are selected, and the inverse of the resulting submatrix is
determined. Furthermore, a generator system for the zero
space is determined. The input matrix is first multiplied
with the inverted submatrix. In the following step, to each
row of the input matrix a vector from the zero space is
searched that minimizes the number of ones in each row.
This step is equivalent to decoding a general linear code
and is known to be NP-complete. For the examples examined the dimension of the zero space was not too big (up to
16), which keeps the complexity bearable.
Finally, the zero space can be used to reduce the logic
depth. As in the preceding step the rows have been handled independently, it could happen that few columns have
a high number of ones, even if the total number of ones in
the matrix is reduced. A few columns with high weight are
selected. For those columns all combinations found in the
input matrix are counted. For the highest counts, vectors
in the zero space are searched that have this pattern in the
columns selected. These vectors from the zero space are
added to a subset of the vectors in the input matrix, thereby
reducing the weight in the columns selected. This process
can increase the total weight of the matrix, but reduces the

Distance
2 4 6 8
10
12
14
16
18
20
22 24 26 28
Frequency of Occurrence 496 0 0 165 804 3202 7272 9499 6815 3264 963 148 11 1
Table 1: Distribution of pairwise distances of the original input matrix for the SCTP polynomial and 256 inputs
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0
0
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3986
3766
2938
2681
2665
4061
4418
3256

Speed
of
Input
Matrix
121
125
76
64
61
124
128
84

Total
Cost

4478
4271
3548
3235
3219
4605
4946
3909

Table 2: Selected results; Sch(eme): o = original implementation (no optimization), s = optimized step matrix, c
= input matrix resulting from cluster algorithm, i - just like
c, but generators from cluster algorithm are added to the
original basis; for speed the maximum number of ones in
a column is given

logic depth if the depth is imbalanced. If the number of
selected high-weight columns is too high, no appropriate
vectors in the zero space are found; if it is too low, it can
be impossible to reduce the depth because the depth would
be increased in the columns left out. Therefore, the number of columns selected should be made dependent on the
number of clusters which determines the dimension of the
zero space. This needs further investigation.

6. Results
To evaluate the proposed methods and investigate their details, the algorithms for common subexpression elimination, input clustering, and step matrix optimization were
implemented in C++. Parameters and configuration were
formatted in XML, and Xerces-C from the Apache project
was used as parser. Furthermore the Number Theoretic
Library was used for vector and matrix arithmetic over
GF(2). As the implementation is targeted for flexibility
rather than performance, run times of the algorithms are
not given here. The memory requirements were observed
in the range of 5 Megabytes when using the clustering
algorithm. The common subexpression elimination is in
many cases the predominant step: it takes several minutes
on an average PC for a matrix dimension of 256 × 32.
Only for the clustering method with a high redundancy
degree the exponential complexity of the linear decoding
exceeds the common subexpression elimination. As example polynomials, SCTP (0x11EDC6F41) and Ethernet
(0x104C11DB7) are used (Table 2).
As can be seen the step matrix optimization algorithm
compensates the cost increase implied by the additional

output matrix and the replacement of the identy-submatrix
in the input matrix. Its main advantage however is the collapsing of the logic depth to one for the step matrix from
21 for both Ethernet and SCTP. The fact that the difference
between the two clustering schemes (with and without conserving the canonical basis) has such a small difference
suggests that the performance gains are more due to the
exploring of a wide space for the input matrix rows than
caused by the selection of the generator vectors itself. This
impression is emphasized by the fact that the input rows
which use the corresponding generators in the optimized
matrix are not identical with those that formed the cluster that resulted in this generator. Further investigations
promise to improve the presented results even further.
Figure 1 shows that the right tail of the distribution of the
logic depth is very low, which implies that finding good
solutions for the step matrix will require a lot of values for
the scaling factor y.
One example of the step matrix optimization method
were synthesized for Cyclone-IV R type FPGAs
(EP4CGX22CF19C6) by Altera Corporation using
Quartus II (version 9.1) with the Ethernet polynomial
and 64 inputs. The optimized version reached a clock
frequency of 302 MHz (compared to 257 MHz without
optimization) at a cost of 358 logic elements (compared to
264). This confirms that FPGA technology does not profit
as much from the structure of the step matrix as ASICs
do, because the single XOR-gates in the step matrix still
require an entire logic element that would be capable of
more complex circuits.

7. Outlook
Although CRC has been a topic of research for a long time,
the optimization of CRC circuits for wide inputs has not
yet been intensively studied. In particular the use of algebraic methods is rare.
The algorithms presented here exhibit a high degree of parallelism and base on simple bit-level operations, such as
population count or vector exclusive or. Therefore they are
well suited for parallel implementation or even acceleration on an FPGA. The clustering algorithm was used as
an example in a course on advanced VLSI design given
at the Transport and Telecommunications Institute in Riga,
Latvia. As part of the course, the students developed the
high-level design and partially VHDL implementations of
individual steps of the clustering method.
An important open question is wether the improvements
on the netlist level can be carried through layout. Neither
of the algorithms presented takes placement of the circuit
into account. It is possible that the common subexpression elimination algorithms only improve the performance
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Figure 1: Distribution of maximum number of ones in the input matrix for the step-matrix optimization algorithm with
256 inputs, Ethernet polynomial and 8000 random sample vectors
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of an implementation in a modern technology if the algorithm is placement-aware. This question needs further
investigation.
For implementation of the CRC circuit in FPGAs, several algorithms need to be adapted. The common subexpression elimination presented in [1] is better suited
for FPGAs, but might be too complex for higher input
widths. Furthermore, the optimization algorithms should
be adapted to match the coarser granularity of FPGAs.
This applies in particular to the cost functions.
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Abstract
Today’s Chip Multiprocessor (CMP) designs are mainly based on the shared-bus communication architecture. However,
as the scale of CMPs increase, this architecture suffers from high communication delay and power inefficiency. Therefore,
network-on-chip (NoC) based architecture is proposed as a promising technique for future very large scale CMPs. The
operating system (OS) scheduling is one of the most important design issues for CMP systems. In this paper, limitations
of state-of-the-art OS scheduler are discussed, with Sun Solaris used as a case study. The contribution of this paper lies in
the on-chip data traffic calculation of runtime applications. By evaluating FFT and SPECjbb as benchmarks, it is shown
that the Solaris scheduler does not provide the optimal communication scheme and thus suffers from the network latency
and overall performance degradation. We define a model for NoC-based CMP, based on which a scheduling algorithm
is proposed to minimize communication latencies. The weights of memory access and inter process communication in
scheduling are analyzed. A protocol for OS implementation of the algorithm has been proposed in this paper. Our analysis
and experiment results provide a guideline for the designs of future multicore schedulers.

1

Introduction

The CMP design enables today’s semiconductor manufacture to integrate more than one core on a physical chip.
Each core has its own computational units, registers and
caches. Intel Pentium-D 1 , one of the first CMP, embedded
two dies on a processor package. Nowadays, quad-core
chips such as Intel Core 2 Quad, i5 and i7 are mainstream
CMPs. The integration of more cores on a chip is under intensive research. A general-purpose 8-core CMP has been
proposed and fabricated [11].
It is predictable that in the near future, 16 or more cores
on a chip will appear on the market. However, the current communication schemes in CMPs are based on the
shared bus architecture which suffers from high communication delay and low scalability. Therefore, during the last
decade, NoC has been proposed as a promising approach to
integrate a large number of components on a single chip by
leveraging the well developed computer network concepts
[3]. NoC is supposed to be a solution for future hundreds
or even thousands cores on a chip.
The design of OS schedulers is one of the most important issues for CMPs. Several multiprocessor scheduling policies such as round robin, co-scheduling and dynamic partitioning have been studied and compared in
[8]. However, these policies are designed mainly for the
conventional shared bus based communication architecture. Hypercube scheduling has been proposed for off1 Intel and Pentium are trademarks or registered trademarks of Intel or
its subsidiaries. Other names and brands may be claimed as the property
of others.

chip systems [13]. Hypercube systems are usually based
on Non-Uniform Memory Access (NUMA) or cache coherent NUMA architectures [7], which are different from
CMPs. It is claimed in [1] that the network latency is
greatly affected by the distance between core and memory controller. Therefore, how to reduce the distances is
one of the main considerations in our approach. However, their work is based on enumerating all possible permutations of memory controller placement explicitly beforehand. In this paper, we propose and discuss a novel
scheduler for NoC-based CMPs which aims to minimize
the average network latency between memories and processing cores. With the decrease of average network latency, lower power consumption and higher performance
can be achieved.

2

Motivation and NoC-based CMP

The most dominating communication scheme for current
CMPs is based on the shared-bus architecture. Figure 1(a)
and Figure 1(b) respectively show the AMD Istanbul 6Core architecture and Intel Nehalem-EX 8-Core architecture.
In these architectures, all devices (cores, caches and memory controllers) share the transmission medium, but only
one device can drive the bus at a time. In small scale
CMPs, bus based architectures are advantageous since they
have simple topology and they are easy to implement.
However, as the system size increases, bus based communication architectures are no longer feasible since the
intrinsic parasitic resistance and capacitance can be quite
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Figure 1: Compare of AMD and Intel multi-core processors.

high in relatively longer bus lines. Every additional core
connected to the bus will increase this parasitic capacitance, which in turn increases the propagation delay. With
the increases of the bus length and/or the number of cores,
the delay in bit transfer over the bus will reach an intolerable number of clock cycles [5]. Moreover, energy inefficiency is another critical limitation of bus based systems
because of data are transferred in the broadcast manner.
Therefore, it is claimed that bus based architectures are
only feasible in chips that integrate fewer than five processors and, rarely, more than ten bus masters [3].
A NoC-based CMP is different from modern CMP since
a network is used as on-chip connection. In this paper,
we adopt a 4x4 mesh based NoC topology which is shown
in Figure 2. The 16-core configuration shows a predicted
CMP in near future. The underlying network is comprised
of network links and routers (R), each of which is connected to a processing element (PE) via the network interface (NI). The basic architectural unit of a NoC is the
tile/node (N) which is consisted of a router, its attached
NI and PE, and the corresponding links. The communication among PEs is achieved via the transmission of network
packets.
In a NoC, since there is no bus arbitration needed, more
transactions can occur simultaneously and thus the delay

Figure 2: A 4x4 NoC-based CMP with on-chip memory
controllers.

of the packets is reduced and the throughput of the system is increased. Moreover, as the links in NoC are based
on point-to-point mechanism, the communication among
cores can be pipelined to further improve the system performance. Apparently, compared with traditional CMP designs, NoCs have advantages since it can be scaled easier.
For even larger scale systems such as hundred-core chips,
it is obvious that scheduling of multi-threaded tasks to
achieve better or even optimal efficiency is crucial in the
future. For example, in terms of power saving, since dynamic and static power become important factors of a chip,
hardware-software cooperated strategy is substantial. For a
NoC-based CMP, power/clock gating can be applied to unused PEs and NIs to save both dynamic and static power,
dynamic voltage and frequency scaling (DVFS) can be applied to individual routers and links to save power.

3 Evaluation of scheduler under NoC-based
CMP
In this section, full system simulation is performed to gain
further insight into the scheduling issues. A cycle-accurate
NoC simulator [9] is used as our simulation platform; it
is able to produce detailed evaluation results. Links and
routers are modeled accurately in the simulation. In this
paper, we use the wormhole router which includes a routing computation unit, a virtual channel allocator, a switch
allocator, a crossbar switch and 4 input buffers. The routing algorithm is designed to be X-Y deterministic routing

We use a configuration with 16 cores which models a
single-chip CMP for our experiments. Each PE has a core,
a private L1 cache and a shared L2 cache bank. Memory controllers are connected to the top and bottom side of
the chip. Non Uniform Cache Architecture (NUCA) [2]
is implemented in our memory/cache architecture. Compared with Uniform Cache Architecture (UCA), which has
been used in traditional commercial multi-core processors,
NUCA has more flexible cache access latencies and thus
improves the system performance. This is due to the fact
that in UCA, the unified cache access latency is determined
by the worst case wire delay.

sults are shown in Figure 3 and Figure 4.
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The simulated memory/cache architecture mimics static
NUCA, in which data are mapped to cache banks statically [2] [6]. A two-level distributed cache coherence protocol known as MESI [10] is used in our memory hierarchy
in which each L2 bank has its own directory. Four types
of cache line status, namely Modified (M), Exclusive (E),
Shared (S) and Invalid (I) have been implemented. Cache
data and related messages such as Get exclusive and Get
shared; and memory data and related messages such as
Memory data have been collected and calculated.
We evaluated the scheduling algorithm of Sun Solaris 9.
The detailed configurations of processor, cache and memory configurations can be found in Table 1. Results are
presented for FFT [15] and SPECjbb2000 [14] workloads
with different numbers of threads or warehouses involved.
The Java platform is based on Sun JRE-SE 1.4.2. The re-
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0.128
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Table 1: System configuration parameters
Processor configuration
Number of processors
16 in-order
Issue width
1
Cache configuration
L1 cache
Private, split instruction
and data cache, each
cache is 16KB. 4-way
associative, 64-bit line,
3-cycle latency.
L2 cache
Shared, unified 8MB (16
banks, each 512KB). 64bit line, 6-cycle latency.
Cache coherence protocol MESI
Cache hierarchy
SNUCA
Memory configuration
Size
4GB DRAM
Access latency
260 cycles
Controllers
8
Requests per processor
16 outstanding
Network configuration
Routing algorithm
X-Y deterministic
Router scheme
Wormhole
Flit size
128 bits
Router and link latency
1 cycle
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Figure 3: Comparison of node traffic distribution (a), memory controller traffic distribution (b) over FFT.
Figure 3 shows the analysis results of the study on FFT
in which configurations with 2, 4 and 8 threads are tested.
As anticipated, the Solaris scheduler allocates cores using
a non-optimal way. Nodes N1, N5 and N12 generated the
most data traffic (totally 61.3%, Figure 3(a)) with 2-thread
FFT. It is noteworthy that the OS itself has to be scheduled to at least one core. Nodes N1, N4, N5 and N12-N14
are selected with 4-thread FFT, generated 79.46% of data
traffic. In 8-thread FFT, nodes N1-N5, N8 and N12-N14
are selected, 90.51% data traffic are concentrated on these
nodes. The traffic of memory controller is unbalanced as
well. It is obvious from Figure 3(b) that memory data
traffic are concentrated on channels 1, 3 and 4 of memory
controller 1 and channel 1 of memory controller 2, corresponding with the above node traffic.
The results in Figure 4(a) and Figure 4(b) show the
SPECjbb node and memory data traffic distribution. Nodes
N1, N9 and N14 generate totally 55.17% data traffic in 2warehouse SPECjbb, while in 4-warehouse configuration
67.38% data traffic are concentrated on N1, N4, N9, N13
and N14. 82.92% of total data traffic are distributed among
N1, N3, N4, N6, N8-N10, N13 and N14. Memory traffic is
similar to FFT, observable unbalanced distribution can be
noticed.
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Definition 3 Each PE is denoted by a coordinate (x, y),
where 0≤x≤X − 1 and 0≤y≤Y − 1 (as shown in Figure 2). Each PE contains a processing core, a private L1
cache and a shared L2 cache.
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Definition 4 The Manhattan Distance between ni (xi , yi )
and nj (xj , yj ) is MD(ni ,nj ), MD(ni ,nj )=|xi −yi |+|xj −
yj |.
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Definition 6 The memory controller M is attached to the
upper and lower sides of the chip, hence as shown in Figure 2 only PE with P(x,0) and P(x,Y-1) have direct connection with memory controller.

0.128
Memory data traffic

Definition 5 Two nodes n1 (x1 , y1 ) and n2 (x2 , y2 ) are interconnected by a router and related link only if they are
adjacent, e.g. |x1 − x2 | + |y1 − y2 | = 1.
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Definition 9 R(T(n)) is a unallocated region in P with n
cores for T(n).

Figure 4: Comparison of node traffic distribution (a), memory controller traffic distribution (b) over SPECjbb.
4.2

4
Processor Scheduling for NoC-based
CMP Architecture
As we can see from the previous section, the processor
scheduler fails to maintain optimized node/memory traffic.
Hotspot and traffic contention are results from unoptimized
on-chip traffic. Average network latency, one of the most
important factors of a NoC, is increased and overall performance is degraded. To overcome the limitation of traditional processor scheduler, a new scheduling algorithm
for NoC-based CMP is proposed. We use a CMP model as
described below. The algorithm takes into consideration of
on-chip topology, scheduling decisions are made based on
such information.
4.1

The Model of NoC-based CMP

Definition 1 A NoC-based CMP CN(P(X,Y),M) of PE
mesh P(X,Y) of width X, length Y. M stands for the on-chip
memory controller. Figure 2 shows a NoC-based CMP of
CN(P(4,4),M).
Definition 2 A CN(P(X,Y),M) consists of N = X ∗ Y
PE, therefore the maximum number of concurrent threads
a CN can process is N (without consideration of hyperthreading).

The Algorithm

Average core access time (ACT) and average memory access time (AMT) are calculated when making scheduling
decision. The aim of the algorithm is to minimize average
network latency of the system, which is one of the most
important factors of a NoC. ACT is defined as the number
of nodes a message has to go through from a node to other
nodes, ∀i, j ∈ P .
ACT = (

∑

M D(ni , nj ))/n

(1)

Such that: ∀i̸=j∈P and ni ̸=nj
Taking into account of memory controller placement, e.g.
in Figure 2, the memory controller is allocated in top and
bottom of the chip. We define AMT as the minimal number
of nodes a message has to go through from a node to the
memory controller since more than one controller can coexist, ∀i ∈ P .
AM T = (

∑

min(M D(ni , M )))/n

(2)

Figure 5 shows four typical allocation of a task with 4
threads to a 16-core CMP configuration, all cores are free
initially, gray nodes are allocated nodes. The worst case
ACT is shown in Figure 5(a), in which 4 threads are distributed in 4 corners of the CMP, thread-thread communication delay is very high. We can calculate the ACT is

M1

inside CN(P(X,Y),M) and a node list Nl of R(T(n)), which:
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Figure 5: Comparison of different core/memory allocation
schemes, arrows are memory accesses.

min{ACT, AM T }

(3)

The pseudo code of the algorithm is shown below:
Algorithm 1 The steps of region selection algorithm.
1, ∀n∈nF ree , calculate all min(M D(n, M )).
2, ∀n∈nF ree , start with the first free node ni and calculate
all other nj ∈nF ree with M D(ni , nj ) and sort them in ascending order M D1 ≤M D2 ≤M D3 ≤. . .M Dk .
3, Repeat 2 for the remaining free nodes.
4, Select R(T (n)) from 3 which contains Nl that satisfies
T (n) with Equation 3.

4.3
Memory Access versus Inter Process Communication (IPC)
When deciding the core allocation of a multithreaded task,
the weight of ACT and AMT should be evaluated. Different applications have their own profile: memory-intensive
or IPC-intensive. Researches shown that scientific applications such as transitive closure, sparse matrix-vector
multiplication, histogram and mesh adaption are memoryintensive [4]. It is also shown by Patrick Schmid et al. that
video editing, 3D gaming and file compression are memory sensitive applications in daily computing, while other
applications concentrate more on thread-thread communication [12].
Memory Controller

12 according to Equation 1. Allocated cores are in a line
in Figure 5(b), the ACT is therfore reduced to 5. In Figure 5(c) and Figure 5(d), the ACT is further reduced to
4.5 and 4 respectively. Obviously Figure 5(d) represent a
minimal ACT in a 4-thread task.
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In consideration of AMT however, although ACTs in Figure 5(a) and Figure 5(b) are not optimal, the AMTs are
only 1 for both configurations because of each allocated
core is connected with the memory controller directly. For
Figure 5(c) and Figure 5(d), the AMT is 1.25 and 1.5 respectively. Although Figure 5(d) has the best ACT value,
it might not be optimal in case a task has a lot of memory
accesses. Each time a cache miss happen, a request to the
memory subsystem is generated to fetch the required data.
Lower network latency translates into higher performance.
Given a task with N executing threads, we define the problem as deciding the best core allocation for the task by selecting a region containing of N cores. Furthermore, with
multiple tasks, the problem is extended to be deciding the
best core allocation for all the tasks. Overall network latency is minimized for a task, and the average communication delay for all tasks is minimized.
The problem can be described as: Find a region R(T(n))

Memory Controller

Figure 6: Another configuration for allocation of a 6-thread
task, red nodes are occupied by task.
Another configuration with a CMP of 6x6 mesh network
is shown in Figure 6. Suppose a task with six threads is
waiting for core allocation, allocation region A or B can

be selected according to Algorithm 1 (We did not enumerate all possible regions for simplicity). The ACT and
AMT are 10.7 and 2 in A respectively. Allocation B has
the ACT and AMT of 8.3 and 2.5 respectively, which are
23.4% better and 25.0% worse compared with A. Furthermore, allocation A has 4 corresponding memory channels
with X-Y deterministic routing while B has only 3. Traffic
contention is more likely to happen in B. It can be predicted
that memory-intensive applications benefit more from A,
while IPC-intensive applications benefit more from B.
It is difficult to determine the behavior of an application beforehand, since there are millions of them and the number
is still increasing. One feasible way is to add an interface
between the application and the OS, the application will
tell the OS if it is memory-intensive. Another way is to add
a low overhead profiling module inside the OS. Program
access patterns are traced dynamically. Memory management functions such as malloc(), free() and realloc() are
obtained as histograms for evaluating the weight of AMT,
thread management functions such as pthread create(),
pthread join() and pthread mutex*() are obtained as histograms for evaluating the weight of ACT. It is noteworthy that these histograms can be only used as rescheduling
(thread migration), i.e. there are no access patterns for the
first run of a program.
4.4
tions

Operating System Implementation Considera-

A protocol called Processor Status Protocol (PSP), between the CMP and the OS, describing the physical topology of the CMP is proposed. The physical position of
cores and memory controllers and their network connection to other components is determined. The topology information of the CMP is used by the scheduling algorithm
(Figure 7 and Algorithm 2). The primary work of the
scheduler is to evaluate the network performance of the
CMP and determine the best core allocation for a task. Better efficiency can be achieved by optimized core allocation
and power schemes of the scheduler.
NoC-based
CMP

PSP

OS

User level
scheduler

Application

Figure 7: The scheduling system between CMP, OS and
application.

5

Conclusion and Future Work

In this paper, we study operating system scheduler design for NoC-based CMP. Conventional CMP designs are
found unable to scale efficiently with increasing system
size. CMP based on NoC is therefore suggested. It is
evaluated that on-chip traffic distribution is unoptimized
for current operating system schedulers based on full system simulation results. Applications data traffic profiles including FFT and SPECjbb have been calculated. A model
for NoC-based CMP is defined. We explore an algorithm

Algorithm 2 The steps of PSP-OS implementation.
1, OS start and query for CMP topology information via
PSP.
2, The CMP status is returned and registered to the OS.
3, OS processor scheduler schedules threads with Algorithm 1 according to PSP info.
4, DVFS and power/clock gating commands are sent via
PSP by the scheduler.
5, User level application can send their behavior profile
to the scheduler so that the scheduler will optimize its
scheduling decisions.

to minimize on-chip communication latencies. The weight
of memory access and IPC is discussed. We propose a protocol for OS implementation of the algorithm. The results
of this paper give a guideline for designing future multicore scheduler. Our next step is to implement the scheduling algorithm and the protocol in our simulation environment. We are going to evaluate the weight of ACT/AMT
and compare performance numbers between our scheduler
and other schedulers.
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MPI for the Future?
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Abstract
MPI, the Message Passing Interface, has over the past 10-15 years been a surprisingly successful standard for parallel
application programming in the message passing paradigm. MPI has also been surprisingly scalable, and is now routinely
being used on systems with tens and even hundreds of thousands of processors. Despite appearances, there are, however,
serious obstacles and challenges in scaling MPI to such massively parallel systems that will (are) aggravated when scaling
further to projected systems with millions of processors. The talk will consider impediments to scalability in both the MPI
specification itself as well as in its implementation. It will discuss a number of required implementation improvements, and
possible extensions and modifications to the standard that are currently being discussed by the MPI Forum for inclusion
in an upcoming MPI 3.0. Interesting challenges and much work remain for both specification and implementation of the
interface.

Short Biography
Jesper Larsson Träff received an M.Sc. in computer science in 1989, and, after two years at the industrial research
center ECRC in Munich, a Ph.D. in 1995, both from the
University of Copenhagen. He spent four years as a Research Associate in the Algorithms Group of the MaxPlanck Institute for Computer Science in Saarbrücken, and
the Efficient Algorithms Group at the Technical University of Munich. From 1998 to the end of 2009 he worked
at the NEC Laboratories Europe in Sankt Augustin, Germany. His research interests are broadly parallel interfaces
and algorithmics, and his recent work has been mainly in
the design and implementation of efficient communication
algorithms within the Message Passing Interface (MPI).
His MPI work led to a doctorate (Habilitation) from the
University of Copenhagen in 2009. Since 2010 he is affiliated with the University of Vienna and working on the
PEPPHER project.

Evaluation and Refinement of a Tuning Tool for Grid Applications
Jörg Keller, FernUniversität in Hagen, Dept. of Mathematics and Computer Science, 58084 Hagen, Germany
Ngoc Khanh Nguyen, FernUniversität in Hagen, Dept. of Mathematics and Computer Science, 58084 Hagen, Germany
Wolfram Schiffmann, FernUniversität in Hagen, Dept. of Mathematics and Computer Science, 58084 Hagen, Germany

Abstract
Tuning the performance of grid applications is cumbersome because it is very difficult to decide which code to look at. In
our previous work we proposed a tool to recommend tasks in a task graph that look most promising for improvement. In
the present work we first show how to extract task graphs from real grid applications with the help of SCALASCA, then
we evaluate the tool with the OptSched benchmark suite of synthetic schedules. Finally, we present some extensions to
the tool to adapt it to some typical situations occuring in practice.

1. Introduction
Grid applications often consist of very large code bases
comprising hundreds of functions assembled from different sources. Hence, when performance of such a system is
unsatisfactory, the question is what to do, i.e. which parts
of the code to look at for improvement. For the case of
data-parallel computing, data distribution can be changed
to improve performance by reducing waiting times. A tool
to advise users in this direction is developed [4] as part
of the SCALASCA toolset [3]. However, for more unstructured types of large scale computations such as the
Tachyon parallel raytracer [15] from the SPEC MPI2007
suite an acceleration may only be possible by improvement
of part of the code.
In [8] we presented a concept for a tool to analyze grid
applications with the help of task graphs. The tool selects
one or several tasks from the critical path of a task graph
such that the critical path remains unchanged, that no task
needs to be improved by more than a certain percentage,
and that the reduction in critical path length, i.e. makespan
or runtime, is maximum given these constraints. In the
present work, our contributions are as follows. We extend
this concept in several ways. We show how it can be applied to traces of MPI applications, thus expanding its use
beyond the range of grid workflows where task runtimes
are known in advance. As an issue of immense practical
importance, we incorporate the possibility of task types,
i.e. the presence of several tasks based on the same code,
so that an optimization will affect all of them. Also, we
show how to treat the case of a non-unique critical path in
the task graph. This case frequently appears as a result of
a first optimization, so incorporation of this case allows to
apply the tool iteratively. Finally, we evaluate our tool with
a benchmark suite of synthetic task graphs and analyze the
relationship of their characteristics and the findings of the
tool.
In Section 2 we present how a grid application can be
traced such that a task graph results that can be used with

our tool, which thus becomes applicable to real world grid
applications. Consequently, in Section 3 we can evaluate
the tool with the OptSched benchmark suite of synthetic
schedules [5, 6]. We present preliminary findings from
this evaluation. In Section 4 we present two extensions
of our tool: dealing with multiple instances of one type of
tasks, where improvement of the code for this type reduces
the runtime for all instances, and handling of a non-unique
critical path by iterative application of our tool. In Section 5 we summarize our results and present an outlook to
future work.

2. Task Graph Analysis
2.1. Original Guidance Tool
Our tool from [8] works in the following way. We assume
that an application is given by a task graph. The task graph
is a directed acyclic graph where each node represents a
task, i.e. a piece of computation, that is assigned a runtime as node weight. Each task receives input only at its
start, and provides output to other tasks only at its completion. The edges represent this information flow and are
attributed with the time to communicate information from
task to task as edge weight. If the tasks are both mapped
onto the same processor, then we assume a zero communication time. We assume that the task graph has unique
source and sink nodes. If it does not, we provide artificial
source and/or sink nodes with zero node and edge weights.
Starting with a task graph already assigned to processing
elements, we compute the critical path, i.e. the longest path
from source to sink, which defines the makespan, i.e. the
completion time executing the task graph. If we try to reduce the runtime by improvement of the code, obviously
the tasks from the critical path must be considered, because
other tasks do not directly influence the makespan. Also,
we need improve a task on the critical path only so much
that it remains on the critical path, a further improvement
will not influence the makespan anymore. Finally, we assume that each task can only be improved by at most some

percentage tm , because arbitrary improvements are unrealistic and because otherwise tasks that never leave the critical path (such as the source) could be considered as optimizable to a zero runtime. The value of tm can either be set
globally for all tasks, or individually for each task, e.g. 0%
for highly optimized library routines, 10% for code from
a master thesis, and 30% for untested code written in the
night before.

mapping is represented and such that we can associate each
task with a function, i.e. with a piece of source code that
the function executes. For functions with multiple communication operations, we can still associate with the i-th
task since the function entry the source code before the i-th
communication operation, assuming that this position can
be found by static analysis in the source code.

Out of the tasks on the critical path, we select those that
under the constraints above promise maximum makespan
reduction, and recommend them for code review and improvement. The selection is done as follows. We transform the task graph into a line graph only consisting of
the critical path. For each pair u, v of nodes on the critical path, we search for the longest path from u to v that
does not touch the critical path, and represent this path by a
so-called “outside” edge with the weight of the path. This
is possible because we only change weights on the critical
path. Now we generate a linear optimization problem, with
the target runtimes of the critical path nodes as variables,
the length of the critical path as objective function that is to
be minimized, and the following constraints. Each target
runtime must be between the original runtime and a fraction of 1 − tm of the original runtime. Also, for each outside edge, the length of the critical path piece that it spans
(i.e. the sum of the target runtimes of nodes on that critical
path piece, plus the edge weights between) may never be
smaller than the weight of the edge. In order to account
for effort, we may provide a malus for each additional task
that must be improved. So we get a balance between further improvement from recommending an additional task
and further effort by having to inspect and improve the corresponding code.

2.3. Grid Workflows

2.2. Task Graph Extraction from Grid Applications
Task graph extraction from applications written in MPI has
already been considered by Schulz [12]. Each piece of
computation on a processor between two communication
operations is a task. Each pair of a send and a receive operation leads to an edge between the tasks that the send
terminates and the receives initiates, respectively. When
runtimes of tasks are considered, waiting time in receives
obviously is not modelled. A collective communication
may be modelled with the help of sends and receives [1].
What must be considered additionally in our scenario are
dependencies originating from the mapping of tasks onto
processors, in particular the execution order of the tasks
mapped on one processor. We represent these orders in the
task graph by connecting the tasks mapped on one processor by a chain of edges with zero weight.
The SCALASCA toolset [3] allows to instrument an MPI
application such that each processor writes a trace that logs
function entry, function exit, send and receive operations.
Thus, from these traces, with the method of Schulz augmented by the considerations outlined above, we are able
to generate a task graph from the application such that the

In the previous subsection we have seen how an MPI application can be tuned by analyzing its task graph, and how
this task graph can be extracted from a trace of the MPI
application. MPI applications mostly run on cluster computers in order to provide fast communication of intermediate results on a fine grain level, although there are several projects like GridMPI [9] and MPICH-G2 [7] that provide grid-enabled implementations of MPI, and there are
MPI applications running on grids [11]. Yet, grid environments are not well-suited for very fine grained parallelism.
Instead, they are often used for high throughput computing (independent tasks) or for workflows (dependent tasks)
which are characterized by parallel coarse grained parallelism [10, 16]. The dependencies of the tasks in a grid
workflow are known in advance and can also be modelled
by a scheduling task graph. Note however, that the task
graph used for scheduling is slightly different from the one
that is used to describe the concrete execution of the workflow. The scheduling task graph contains additional information about the target environment in which the workflow should be executed. This environmental information is used by the scheduler to find a good assignment
of the tasks to the compute nodes and to determine appropriate starting times for these tasks. On the other hand,
the trace task graph is just another representation of the
workflow’s execution on the assigned grid resources which
is needed by our tuning tool. Before a workflow schedule can be computed a target environment must be established. Scheduling is only possible if a certain Quality of
Service (QoS) of the target environment is assured. Thus,
an advance reservation (AR) facility is needed to configure an execution environment for a workflow [2, 13, 14].
The execution environment comprises not only the compute nodes but also the network connections for exchanging data. Without AR, one could not plan the execution
times of the subtasks because the compute power of unreserved grid nodes could change at any time. Likewise,
also the data transfer times could not be considered during
scheduling without AR. When the target environment has
been established a schedule can be computed and the trace
task graph will be derived. It is used by our tuning tool to
identify the most critical task, which can then be accelerated by means of code optimization as already explained in
the case of MPI applications. Another option could be to
reassign the identified task to another compute node or to
change the reserved network QoS features. After changing the properties of the target environment by means of
AR we could repeat the steps described in this paragraph
in order to gradually improve the performance of the work-

node weights and low edge weights, which corresponds to
a coarse grained application.

Figure 1: Structure of the OptSched testbench

The hierarchically organized testbench comprises a total of
7200 (from bottom to top 150 · 4 · 4 · 3) task graphs that
were considered to be scheduled on five different architectures consisting of 2,4,8,16 and 32 (homogeneous) processing elements, respectively. Thus, the OptSched testbench contains a total of 36000 test cases. All test cases
have been scheduled by eight popular static scheduling
heuristics, and for almost all test cases an optimal static
schedule has been computed in a multi-year effort since
2003. The testbench can be accessed via [5].
3.2. Experiments

flow’s execution on the grid.

3. Evaluation and Results
For our evaluation we use the OptSched testbench [6] of
synthetic task graphs scheduled onto several machine configurations with various static scheduling heuristics.
3.1. Testbench
It is usually difficult to compare the quality of different
scheduling algorithms from the literature because each author uses a different set of task graphs for evaluation. Thus,
the OptSched testbench has been developed to provide a
tool for an objective comparison between scheduling algorithms for homogeneous parallel machines like cluster
computers or a collection of grid resources with a certain
quality of service. Beyond a large number of scheduling
heuristics, the test bench also provides optimal schedule
lengths for almost all test cases to allow for absolute comparison. A detailed description of the test bench can be
found in [6]. Here, we restrict ourselves to its structure and
how it was applied to analyze the proposed tuning tool.
The OptSched test bench is a synthetically created collection of test cases. It allows to select subsets of test cases
characterized by specific graph properties. Thus, the users
are enabled to investigate the dependance of scheduling algorithms on those properties. OptSched consists of randomly generated task graphs whose size, meshing degree,
edge lengths as well as node and edge weights are varied,
see Fig. 1.
The task graph sizes are grouped into three categories with
7 to 12, 13 to 18 and 19 to 24 tasks per graph, respectively.
Regarding the meshing degree, four categories were considered: NoS_Low, NoS_Avg, NoS_High, and NoS_Rand,
denoting small, medium and large numbers of dependent
tasks created with normal distribution and uniformly distributed numbers of dependent tasks, respectively. The
edge-length related EL-categories are organized in a similar manner. The last level of categories is concerned with
the ratio between the node weights (computational load)
and the edge weights (communication load between processors). E.g. for the HNode-LEdge category we get high

For each test case1 and each available schedule, our tool
imports the task graph and the schedule, and represents the
mapping of tasks onto processors and the order of tasks
on each processor by adding edges with zero weight. We
first average over all task graphs and only consider differences between the different scheduling heuristics. Then we
consider the influence of the task graph properties on the
recommendations.
In the test cases, the average critical path length was between 6 and 7 nodes (ignoring the artificial zero weight
source and sink nodes), with a standard deviation of about
2. The task weights comprised from 80 to 87% of the critical path length on average depending on the scheduler,
with the optimal schedule showing highest percentage as
expected. This means that our tool can achieve an improvement of 12 to 13% for a maximum possible improvement
of tm = 15%.
We
performed
experiments
with
tm
=
10%, 15%, 20%, 25%.
The results are depicted in
Fig. 2. We see that we achieve a gain that is increasing
with increasing tm , so the restrictions from outside edges
are not so strict that they render attempts at improvement
of the critical path useless. Also, while the possible
improvement in the case of an optimal schedule is smaller
than with heuristic schedules, the difference is small, so
that our tool is not only able to improve bad schedules, but
is also able to recommend inspection for improvements in
the case of optimal schedules. We see these preliminary
findings as an indication that our tool is useful.
For tm = 15% we have also investigated whether the
constraints from outside edges play a role. On average,
from 81% to 89% of the tasks recommended for improvement could be improved by tm , with the optimal schedule providing the smallest value, as expected, and the ETF
scheduling heuristic providing the largest value. Thus, the
better a schedule is, the larger the influence of the outside
edges is. This is no surprise however, because a better
schedule means that tasks are packed denser on the pro1 We restricted to task graphs with at most 18 tasks because optimal
schedules are available for all of them, and to machine configurations
with 2 and 4 processors, because even the optimal scheduler does not use
more processors for such small graphs.

Figure 2: Possible makespan improvements for different scheduling heuristics.

Table 1: Possible makespan improvements for different
task graph properties
Property
Meshing degree
Edge length
Node/edge weights

low
6.94%
11.89%
l/l
8.96%

med.
9.25%
8.86%
l/h
9.23%

high
10.82%
5.88%
h/l
9.03%

rand.
9.07%
9.56%
h/h
8.70%

cessors. Yet, even for weak schedules 11% of the nodes
can only be improved to a limit set by an outside edge, so
that their influence cannot be ignored.
When considering the task graph properties, we restrict to
the optimal schedules for the task graphs, in order to exclude influences from imperfect scheduling, and set tm =
15%. The results are depicted in Table 1. The average
possible improvement is largest for a high meshing degree,
which may seem surprising as additional edges impose further constraints. However, a low meshing degree typically
leads to a short critical path with fewer options for improving tasks. With rising edge length, edges tend to span more
than one level of the task graph when ordered topologically, and hence lead to more constraints. Thus, the possible improvement is highest for small edge length. The
ratio between node and edge weights has a much smaller
influence than the other parameters, while still low node
weights and high edge weights lead to largest possible improvements, as one would expect.

4. Extensions
So far we have assumed that all tasks in the task graph
are different, i.e. result from different pieces of code, and
that the critical path is unique. However, both assumptions
often will not hold in practice. For example, if the code
contains a function called on two processors, then there

will be two tasks resulting from the same piece of code. If
one of these tasks is on the critical path and will be recommended for code improvement, then the other task will
profit from this improvement as well. This situation can be
handled by introducing task types. As SCALASCA logs
entry and exit of functions, which is already used to establish a relation between source code and tasks, tasks can be
typed on the basis of their associated source code. For each
task type present on the critical path, all other instances of
this type outside the critical path are not assumed to have
a constant runtime but a runtime that improves by a similar factor as the runtime of the task on the critical path
does. This has two effects. First, some outside edges in
our line graph may not have constant weight anymore, if
they contain tasks with a type that is present in a task on
the critical path. Second, as an outside edge represents a
maximum weight, we cannot compute this maximum numerically anymore. Yet, in the linear optimization, a maximum of two expressions on the outside edge weight simply leads to two inequations that must be fulfilled instead
of one.
If there are two critical paths, then we may either start the
optimization twice, once for each of them, and recommend
the tasks on the path with the smaller improvement. Alternatively, we may couple the two optimization problems,
and provide an overall solution. Note that the optimization
in the case of a unique critical path may also lead to this
situation. If we improve one task so much that an outside
edge has the same weight as the corresponding piece of
the critical path, then in fact our optimization has created
an optimized situation where some part of the critical path
is not unique anymore. We now also may employ our optimization procedure iteratively: first on the critical path,
then on the two partial critical paths, and so on. Thus, we
can trade runtime of the optimizer against additional possibilities for code improvement.

5. Conclusions
We have presented an extension of a tool for guiding performance improvements in grid applications, to make the
tool accessible to both grid workflows and MPI applications, i.e. with different levels of granularity, and to both
task graphs with task runtimes known in advance, and task
graphs derived from traces of a run. The extensions comprise the typing of tasks so that improving one task of a
certain type will also improve the runtime of all other instances of this task type; also we incorporated the case of a
non-unique critical path, which allows to iteratively refine
the process of improvement.
We have furthermore evaluated the tool with a benchmark
suite of synthetic task graphs and schedules. The results
are promising in the sense that on average, a reasonable
potential for make span improvement by code acceleration
could be found.
Future work will first concentrate on applying our tool on
real world applications, probably starting with the Tachyon
application from the SPEC MPI2007 benchmark suite.
Beyond, there are two directions to follow. First, so far
we did not model the effort to improve a code function by
a certain percentage, but assume it to be constant for all
tasks. By correlating function metrics from software engineering (e.g. lines of code) with expected effort to improve
code, we might provide the total amount of necessary programming work to carry out the improvements and maximize the expected gain in runtime for this given amount.
Second, one may also invest the suitability of our tool to
data-parallel applications. In that case, a task graph with
source at the top and sink at the bottom will look like a
number of vertical paths, representing the computation on
the processors, with some horizontal edges indicating synchronization or all-to-all communications or the like. Such
a situation can be recognized by our tool in the form of a
number of identical critical paths. If it does, it may recommend to even out waiting times, which are known but not
considered so far, instead of reducing task runtime.
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Abstract
We propose a model-driven approach to parallel programming of SPMD-style, explicitly parallel computations. We define
an executable, platform-independent modeling language with explicitly parallel control and data flow for an abstract
parallel computer with shared address space, and implement it as an extension of UML2 activity diagrams and a generator
for Fork source code that can be compiled and executed on a high-level abstract parallel machine simulator. We also
sketch how to refine the modeling language to address more realistic parallel platforms.

1

Introduction

The current transition to many-core systems in all IT domains, including desktop and embedded computing, means
a huge challenge both for programmers and programming tool providers. With the notable exception of highperformance computing platforms, the sequential vonNeumann model has been dominating computer instruction sets and industry-relevant higher-level programming
environments for more than half a century. We have trained
(and in many sites, we still do today) many generations of
students mainly in sequential thinking about algorithms,
control and data structures. This will have to change, as sequential performance of computers will not increase as in
the past, and tomorrow’s programmers will face hundreds
of hardware threads that need to be coordinated properly
to speed up a single application.
However, there is a problem with the transition to manycore programming for the masses. The von-Neumann
model of sequential computing is a universal programming
model, as it fits virtually all sequential programming languages and also the instruction sets of most processor architectures. A program written in a sequential language
such as C needs, in general, only recompilation to be run
on a new processor type. Many-core platforms, in contrast, do not have a uniform parallel programming model:
Some multicore systems are symmetric multiprocessors
with shared memory, others have a NUMA or distributed
memory, or hybrid forms; some heavily rely on SIMD
computing, others feature hundreds of hardware threads
to hide memory access latency; some have hardwaremanaged memory hierarchies, others require explicit data
layout and manually orchestrated bulk data transfer to and
from memory.
The lack of a universal parallel architecture model is reflected in the lack of a universal high-level parallel programming model. For instance, we have threading libraries like pthreads to extend sequential languages, mes-

sage passing constructs, or explicitly parallel languages
like Fork, Cilk, OpenMP, NestStep, X10 or UPC, that each
work well for certain kinds of parallel architectures but are
not appropriate for others. Porting parallel algorithms, data
structures, and entire programs from one model to another
is a tedious, error-prone manual task. Given this situation
where source code of high-level (parallel) programming
languages is no longer portable, how can we write futureproof parallel programs?
In this paper, we propose model-driven software development as a solution to this dilemma. Model-driven development (MDD) comprises a hierarchy of modeling languages of decreasing level of application domain specificity and increasing level of platform specificity down to
source code. Along the lines of the OMG’s Model-Driven
Architecture R , MDD starts with a high-level platformindependent model (PIM), which is often expressed in a
domain-specific modeling language and focuses on the
essence of a (parallel) algorithm. Subsequent refinement
steps adapt and add details on data structures, data layout,
etc., resulting in more platform-specific models (PSMs).
The PIM-to-PSM and PSM-to-PSM transitions are partly
automated model rewrite transformations that capture typical specializations in a domain or for a given platform.
From the final PSM, source code is generated. MDD increases programmer productivity, as the PIM and possibly
also higher-level PSM survive changes in the platform, and
there are less bugs because much code is generated automatically. Also, models may allow for better communication of design concepts and for simulation and verification
at a higher level.
While often using semi-formal modeling languages such
as UML, we advocate in this paper to use, at each level of
the modeling hierarchy, a completely executable modeling
language that contains a complete specification of behavior, such that it could be simulated on an abstract machine
corresponding to its level of abstraction. In most modeldriven approaches, high-level executable models are very

restrictive, such as state machines for modeling sequential reactive behavior, work flow for modeling control flow
with simple concurrency, or synchronous data flow, which
usually works well for the given application domain. In
contrast, we target (also) general-purpose application domains, therefore we provide general control and data flow
modeling.
In this paper, we describe our proposal for a top-level modeling language, which we call ParML, for explicitly parallel modeling language. ParML provides a shared address space and full-fledged modeling of both sequential
and explicitly parallel control and data flow. For practical
reasons, namely in order to use existing UML editors and
tools, we base ParML on UML2 activity diagrams and give
its implementation as a UML2 profile. ParML also has
a textual modeling view, which corresponds to the highlevel shared-memory parallel programming language Fork
[13, 8].
ParML is executable: It could, for instance, be simulated by a model interpreter, and we also describe how
we generate Fork source code from it that can be compiled and executed on the PRAM simulator pramsim [8].
But this is only a first step. The main purpose of ParML
will be to serve as a starting point for further refinement
to PSMs e.g. to platforms with advanced memory hierarchies, explicit communication and/or relaxed synchronization. We sketch a first refinement step towards a PSM for
a bulk-synchronous parallel (BSP), partitioned global address space (PGAS) platform.
In this way, executable models and model transformation
specifications could become the new ”source code” of the
next decades.
The remainder of this paper is organized as follows: Section 2 introduces our new modeling elements for SPMDparallel computations. Section 3 presents an example. Section 4 shows how to extend the basic, shared-address-space
parallel modeling language for more platform-specific
modeling. Section 5 describes how the new modeling elements are realized as UML metamodel extensions and
presents our Fork code generator. Section 6 discusses related work, and Section 7 concludes.

2

Modeling elements for SPMDparallel computations

Activity diagrams in UML 2.0 are based on Petri nets [19],
i.e., they are concurrent control and data flow graphs at
various levels of detail—they may even be broken down to
elementary operations in a program, although it is not necessary and not common to model everything graphically
down to the statement level; in order to obtain an executable model, it is sufficient to encapsulate pseudocode
or source code in action nodes to describe their behavior.
The activity diagram is, roughly speaking, the dual to a
UML statechart diagram: Nodes correspond to actions,

such as computations, data access, or communication, thus
state transitions, while edges correspond to control and
data flow. Activities are composite actions that fold multiple actions or activities that are single-entry, single-exit
regions of control flow (ignoring exception and error exits for now). For brevity, we will refer to ”actions or activities” (thus explicitly including folded activities) by the
term acts1 . The semantics of activity diagrams is defined
by token passing along edges, as known from Petri nets.
While data flow edges alone usually imply only a partial
execution order among the acts, the control flow edges can
additionally constrain the execution order. For more information, we refer to the UML 2.0 Superstructure document
on OMG’s web site (www.omg.org) and the book by Rumbaugh et al. [20].

2.1 Parallel control flow
In the following subsections, we define extended activity
diagrams where we statically classify control flow edges
into sequential (Figure 1(a)) and parallel (Figure 1(b))
edges. We draw parallel control flow edges by double arrows to visually distinguish them from sequential control
flow. Whereas a sequential control flow edge is traversed
by a single token at execution, a parallel edge will be traversed by a group of p tokens (threads). A parallel control
flow edge could thus be regarded as a “flat-band cable”,
a bundle of p wires each corresponding to an ordinary sequential control flow edge. This width p of a parallel control flow edge, which may symbolically annotate the edge
as shown e.g. in Figure 1(f ), needs not be static or explicitly given but it will be determined from the run-time context in the constructs where parallel control flow originates,
that is, where a parallel activity starts (parallel initial node,
Figure 1(c)) or a thread group is split into subgroups (parallel fork node, Figure 1(f )). We require that an extended
activity diagram only have one (parallel) initial node and
one (parallel) final node (Figure 1(d)).
The only constructs that affect the width of parallel control flow edges are parallel forks and parallel joins, see
Figures 1(f ) and (g ). In these cases, the accumulated
widths of ingoing parallel edges must equal the accumulated widths of outgoing parallel edges. In contrast to sequential fork and join nodes, no new threads are spawned
at a parallel fork and none disappear at a parallel join; instead, the existing threads are simply regrouped.
Tokens (threads) may proceed across a barrier synchronization point (Figure 1(e)) only if all tokens of a group
have arrived there. Note that parallel fork and join (Figures 1(f –g )) and the exit of a parallel activity (Figure 1(d))
imply barriers as well.
In order to reduce model complexity especially where we
only have standard UML editor support, we require that
1 The

corresponding term is apparently missing in the UML2 specification; terms for equivalent entities at programming language level such
as ”region” have other meanings or restrictions in UML2.
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(b)

(c)
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(d)

p−p1
(g)

(f)

Figure 1: Constructs for parallel control flow in extended activity diagrams: (a) Sequential control flow. (b) Parallel
control flow. (c) Entry of parallel activity. (d) Exit of parallel activity. (e) Barrier synchronisation point. (f ) Parallel fork
(split thread group). (g ) Parallel merge (merge thread groups).
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Figure 2: The parallel control flow constructs of Figure 1, current implementation using basic UML2 notation only.
extended activity diagrams defining serial activities contain only serial control flow edges and that those defining
parallel activities only contain parallel control flow edges.
Hence, if a serial activity is to be integrated in a parallel
control flow (which means that it will be executed by only
one of the threads of an executing group while the others
wait), it has to be defined out-of-line in a separate extended
activity diagram or source code function.

2.2 Parallel actions and activities
Likewise, acts are classified into sequential and parallel
ones, where the parallel acts are shown as doubly framed
rounded boxes or as <<parallel>> stereotyped act
boxes with standard UML2 editors, see Figure 4(a).
Sequential control flow entering a parallel act results in
multiple tokens (threads) appearing in the parallel act’s
start node; the number is usually derived from the run-time
context. Likewise, sequential control flow leaving a parallel act means that all tokens of the parallel act are waited
for to reach its exit node, and all but one thread is continuing along the edge while the others are suppressed. Parallel control flow entering and leaving a sequential act means
that all but one token skip the act and wait at its end for the
one executing it. Apart from these switching cases, the parallel acts nested within a parallel activity have one entering
and one leaving parallel control flow edge each.
As in plain UML, opaque actions can contain arbitrary
source code, in our case plain C code for sequential opaque
actions and Fork [8, 13] source code for parallel opaque actions. This allows to switch to textual modeling whenever
the use of graphical elements would be too cumbersome.
We also introduce parallel conditions, shown as doublyframed rhombs to distinguish from their sequential counterparts. It may happen that the same condition evaluates
to different boolean values for different threads, which implies group splitting. The subgroups will be reunited again

at the corresponding parallel merge node, proper nesting
assumed.
Parallel acts can be composed serially and in parallel, see
Figure 3(a) and (b). For serial composition, the widths of
the composed acts and of the control flow arrows must be
the same. Parallel composition includes a parallel fork and
a parallel join; the accumulated number of threads executing the parallel sub-acts equals the number of threads that
enter and leave the compound parallel activity.
There are two basic ways of breaking down a parallel
act into its constituent sequential tasks. One method is
to construct the task graph explicitly. For a small, statically known constant number of threads an activity could
be unfolded at the model level using swim lanes, see Figure 3(c). To unfold a parallel activity for an arbitrary number of threads, we suggest the notation in Figure 3(d), a
parallel iterator over equally defined sequential tasks that
are mapped to the executing thread group (work sharing).
Generally, the modeler has lots of design choices in the
spectrum between two primary styles: (1) to decompose a
parallel act early into its sequential threads and then mainly
use sequential modeling for each thread, or (2) to keep activities and flows bundled as long as possible and therefore
mainly use parallel acts. While the former variant is more
convenient to integrate sequential legacy models, we consider the latter one a better modeling style because it tends
to reduce model complexity and improve analyzability e.g.
of performance.

2.3 Data flow
Acts have input pins and output pins for data read and written in the act. They are shown as rectangular symbols attached to the act box, see Figure 4(b). An act can be executed when there is a control token and there are (data)
tokens on all input pins. Execution removes these tokens
and issues tokens on all output pins.

(a)

(b)

(c)

(d)

Figure 3: Composing and decomposing parallel acts in extended activity diagrams: (a) Serial composition. (b) Parallel
composition. (c) Unfolding a parallel act by its constituent sequential threads. (d) Unfolding a parallel loop.
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B: Double
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A: Double
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Vector_Addition(A,B,C)
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(a)

(b)

B: Double
<<block>>

C: Double <<block>>

(c)

Figure 4: Elementary parallel activities (a) Parallel act, enhanced graphic symbol and UML stereotype notation. (b) We
use a simplified symbol (shaded rectangle) for parallel (array) pins. (c) Extending the pins by distribution constraints for
a PSM.
Note that the control flow entry and exit points of an action
can be seen as a special sort of data flow, a triggering input
that fully serializes all acts for a thread. To distinguish
these from data flow entries and exits (data pins) of action
boxes, we do not show pins for control flow edges. Data
pins will bind to values (much like formal parameters in
procedures called by value) and can thus be connected by
data flow edges.
We mark data flow edges that bundle vector-valued data
flow (i.e., arrays, array sections, or other iteratable collections of data that allow parallel random access) between
acts with blue wide arrows, see Figure 5(d), and call them
parallel data flow edges.
Pins may be bundled in a similar way as data flow edges;
parallel pins (blue) represent vector-valued operands that
are accessible by all threads of a thread group executing
the act, see Figure 4(b). The width of a pin must match the
width of the edge(s) attached to it.
When modeling under the static single assignment (SSA)
requirement, only one single value can flow into any input pin. Where necessary, multiply assigned values must
be combined in a SSA phi-node first (see Figure 5(c)).
This also holds accordingly for parallel edges, where we
provide parallel phi nodes that merge values stemming
from (potentially) different definitions on an element-byelement basis (see Figure 5(d)). The resulting array data
flow is thus very similar to Array-SSA form [14]. Pseudocode or source code specified within a (parallel) opaque
action may locally deviate from Array SSA form, by accessing shared variables, arrays, and objects implicitly by
their name, as long as such multi-assignment code is prop-

erly encapsulated. Array concatenation, shown in Figure 5(f ), is a special case of an array-phi with a unique
static predecessor for each section of an array.
In order to better distinguish between control and data flow
edges, we reserve black color for control flow edges while
using shaded or colored arrows for data flow edges, where
the choice of any specific color (default: blue) is up to the
modeler—it serves as a kind of comment to enhance readability.
Usually, ParML modeling starts with specifying control
flow, and data flow is added afterwards, but also the opposite order is possible. The control flow view and the data
flow view of ParML models can be considered separately,
in order to reduce complexity.

3 Example: Parallel merge sort
Figure 6 shows the control flow view of the extended
activity diagram for a parallel merge sort implementation. It is well suited to explain the basic structure of
the algorithm, because the two parallel recursive calls to
ParMergeSort are shown side-by-side, and not in some
serial order as in almost all parallel programming languages with text-based syntax, as e.g. in Figure 7. The integrated view with data flow can be seen in Figure 8 (there
using standard UML notation, though).
Given the complete model as in Figure 8, generating source
code e.g. in the shared memory language Fork [13, 8] (an
extension of C for SPMD shared-memory parallel computing), such as the one shown in Figure 7, is straightforward, because the functionality in ParML is a subset of
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Figure 5: Constructs for parallel control flow (black) and data flow (blue) in extended activity diagrams: (a) Conditional
branch of parallel control flow. (b) Merge of parallel control flow. (c) Scalar phi-node for merging scalar data flows. (d)
Array phi-node for (element-wise) merging parallel data flows. (e) Array splitting. (f ) Array concatenation.
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call seqSort
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call ParMergeSort

call ParMergeSort

call ParMerge

Figure 6: Extended activity diagram for Parallel Merge
Sort, showing the control flow view only.
what Fork supports at the language level. Using the Fork
compiler and SBPRAM simulator [8], the correctness of
the ParML model can be tested immediately on the generated executable code.

4

Towards platform-specific parallel
models

In an approach to platform-specific modeling for NUMA
or distributed memory systems, which are likely architectures for future massively parallel many-core chips, we
introduce array distributions as annotations to edges and
pins, see Figures 9(a) and 4(c). The distribution of flowing data is thus a static property of a modeling element (a
kind of type extension). Explicit data redistribution actions
are marked with the notation in Figure 9(c). The array
partition owned by a thread can be extracted as shown in
Figure 9(b). Also, explicit collective communication operations such as reductions in Figure 9(d) can be specified.
Acts may be grouped into a BSP (bulk-synchronous parallel) superstep, with global communication/redistribution
happening at its end, using the notation in Figure 9(f ).
Adding distribution, either manually or by semiautomatic
transformation rules, to a ParML PIM leads to a PSM,
which could be optimized separately (e.g. by aligning data
distributions or by merging independent subsequent BSP
supersteps) and from which source code in a partitioned
global address space (PGAS) language such as NestStep,
X10 or UPC, or even message passing or hybrid code could
be generated. We leave the details for future work and

only briefly motivate the idea for the case of the equivalent transition from the PIM level (which basically corresponds to the PRAM programming model, represented
e.g. by the Fork language) to the parallel programming
language NestStep [12, 9] for the bulk-synchronous parallel (BSP) model. Due to similarity of language elements,
it is (up to a certain degree) possible to extend/adapt a
given Fork source program to obtain a NestStep source
program for the same problem. As an example, Figure 10
shows NestStep source code for bulk-synchronous parallel merge sort, corresponding to the Fork source code in
Figure 7. The major new constructs to be added are:
BSP supersteps (marked by step and neststep statements) that control both synchronicity and memory consistency; array distribution qualifiers (such as </> for the
block-wise distribution of a shared array across the declaring group of threads/processes); and update qualifiers for
shared variables written concurrently in BSP supersteps
(such as <+> for combining of concurrent writes by global
summation, or <=> for no combining of equal-valued concurrent writes). The remaining constructs such as group
splitting (neststep) work similarly to those in Fork and
differ mainly in syntax.
A similar refinement step could have been done using
the corresponding graphical elements in ParML, such as
adding elements to array data flow ports and arrows that
indicate array distribution. Figure 11 gives an overview of
the different model elaboration and transformation steps
discussed.
A more general treatment of the transition from PIM to
PSM models in ParML or its textual language counterparts
is beyond the scope of this paper and left for future work.

5 Realization as UML meta-model
extensions and Fork code generator
As UML editor and modeling tool, we use Papyrus [4],
which is an Eclipse plug-in. Papyrus is an open-source tool
with restricted graphical features. We have implemented
the above described new elements for extended activity diagrams as a UML profile, see Figure 12. An editor supporting ParML’s extended graphical notation such as wide
or shaded arrows, doubly framed boxes etc., is an issue
of future work. For now, we use UML standard graphical

extern void seqSort( float A[], float B[], int n );
extern sync void ParMerge( sh float A[], sh int n );
sync void ParMergeSort( sh float A[], sh float B[], sh int n )
{
sh int p = groupsize(); // query run-time context to assign p
if (p==1) {
seq {
seqSort( A, B, n );
}
}
else {
int me = get_rank();
if (me < p/2) { // parallel fork with 2 subgroups
ParMergeSort( A, B, n/2 );
} else {
ParMergeSort( A+n/2, B+n/2, n-n/2 );
}
ParMerge( B, n/2, B+n/2, n-n/2 );
}
}
Figure 7: Parallel Merge Sort in Fork source code.
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Figure 11: Overview of graphical and textual modeling
languages discussed in this paper. Model elaboration and
transitions between PIM and PSM level require manual
work (bold arrows) while the remaining transitions can be
fully automated.

notation with stereotypes as concrete syntax. Switching locally from graphical to textual notation is always possible
by using OpaqueAction elements that can contain arbitrary
source code snippets. Vice versa, switching from textual
to graphical notation can be done via Fork function calls
whose target is defined as an extended activity diagram.
As a proof of concept we implemented a simple prototype that generates Fork source code as shown in Figure 7
from the ParML model. Generating Fork source code from
ParML (i.e., its base modeling language without platformspecific annotations) is relatively straightforward because
of the strong similarity between ParML modeling elements

Figure 12: Excerpt of the implemented UML metamodel
extensions.
and Fork language constructs. For instance, ParML acts
correspond to Fork statements, pins to operands and results
of operations or calls, and data flow arrows to variables and
temporaries. Likewise, it would not be difficult to generate ParML diagrams from Fork source code; for instance,
this could be realized by running a graphical visualizer on
a Fork compiler’s high-level intermediate representation2.
The code generator is implemented using the Acceleo [2]
Eclipse plug-in. It generates code based on the control flow
defined in the ParML model (up to now, we use dataflow
only for descriptive modeling in our example).
2 The

existing Fork compiler [8, 13] is a one-pass compiler that exposes only a low-level intermediate representation but no abstract syntax
tree or high-level IR and no SSA form.

Figure 8: Screenshot of the Papyrus tool, showing the ParMergeSort activity, with data flow arrows in blue color. The
model is not in SSA mode, as there is no array phi-node explicitly merging the array values arriving for output parameter
B along different control flow paths.
The code generator prototype assumes a valid model that
respects the following constraints (typically implemented
in a UML profile using OCL):

 An activity has exactly one initial node with exactly
one outgoing control flow.

 Any OpaqueAction has exactly one outgoing control
flow.

 Decision and merge nodes, as well as fork and join

nodes, are properly nested (i.e., the counterpart can
be found by following the control flow).

 One of the outgoing control flows of a decision node
has else as guard (i.e., condition).

 OpaqueActions have Fork source code (statements or
calls) in their bodies

 Any other text annotations in the model (such as the
guards of control flows) are based on Fork syntax.

The basic algorithm for generating structured code (i.e.,
with properly nested if/else blocks etc.) is as follows:
1. Generate a Fork function header for the activity defined in the given model.
2. Find the initial node of the activity.
3. Follow the outgoing control flows and recursively
generate code for the next act, depending on its type
(such as decision node, fork, OpaqueAction, etc.)
based on templates, respectively:
(a) OpaqueActions: output the bodies (Fork code).
(b) Decision nodes / merge nodes are translated into
if/else code. The conditions are based on the
specified guards (Fork code). The number of
if/elseif blocks is determined by the number of
the outgoing control flows. The corresponding
merge node needs to be found in order to determine the conditional blocks and to later continue
with code generation after the if/else block (this
avoids replication of code following the merge

node). Then, code for the if/else blocks can be
generated recursively.
(c) Fork/join nodes with two subgroups are translated into if/else code with a private branch condition (for more than two subgroups, the fork
statement of Fork should be used). The number
of if/elseif blocks is determined by the number
of the outgoing control flows. The conditions
of the if/elseif blocks are deduced from the fork
specification (kind, divider). After the if/else
block is generated, the corresponding join node
is found and the code generation is resumed.
(d) Final node: do nothing (end of the control flow).

6

Related work

Pllana and Fahringer [18] model the control flow of shared
memory and message passing computations by UML
stereotypes (metamodel extensions) that are very close to
the respective API’s predominant in high-performance parallel computing, OpenMP and MPI. Hence, their resulting
models can be viewed as platform-specific models. Their
main area of application is performance analysis. They
use the activity diagram for modeling control flow, but do
not graphically distinguish between parallel and sequential control flow. Sets of activities are composed to processes using replication (for SPMD) or swim lines in activity diagrams (for general MIMD systems). The collaboration diagram is used to model logical process topologies
such as meshes and trees. Finally, processes are mapped
to physical topologies using the deployment diagram. Parallel data flow is not modeled explicitly; e.g. the type of
communication pattern for data distribution and the volume of communicated data must be specified explicitly
by the modeler. Activities for shared memory and message passing can be mixed, which allows to model multi(programming)model applications for hybrid parallel platforms such as SMP clusters.
Labbani et al. [15] describe the introduction of explicit
control flow (state charts) and data parallel data flow (component diagrams) in the Gaspard2 application UML metamodel, which targets synchronous reactive systems for signal and image processing applications. A code generator
for OpenMP is described by Taillard et al. [22].
Scherger et al. [21] describe the BSP model in UML,
using the sequence diagram to model individual parallel
processes and their message passing interactions, i.e., the
number of executing processes is hardcoded in the model.
The Nimrod/K system [1] enables graphic specification of
massively parallel dynamic grid workflows based on the
graphic dynamic dataflow tool in Ptolemy [6].
Workflows or business process modeling can be done
graphically at a high abstraction level by domain-specific
tools such as [16], based on the high level Modelica modeling language [7], which can be compiled to parallel archi-

tectures e.g. at a coarse grained level using an annotationbased approach [17], or a parallel algorithmic approach to
a Modelica dialect of NestStep [10].

7 Conclusion
We have presented ParML, a platform-independent graphical modeling language for explicitly parallel SPMD computations based on UML activity diagrams. A prototype
of ParML is implemented as a UML2 profile extending
modeling elements of UML2s activity diagrams. ParML
models can be used to generate Fork source code for early
testing and as a starting point for platform-specific modeling, e.g. towards distributed memory systems.
While the proposed graphical syntax may be a matter of
taste, we strongly advocate the idea of model-driven parallel programming, starting from a high-level but executable
and explicitly parallel modeling language for an abstract
parallel platform model such as the PRAM at the highest
modeling level (PIM). Due to the semantic equivalence of
ParML’s modeling elements and corresponding Fork language constructs, the PRAM language Fork can be considered as just an alternative (text-based) syntax to ParML
and thus as another PIM-level modeling language for parallel programs. Indeed, graphical modeling is not suitable
for specifying every aspect of a parallel program’s behavior. In practice, graphical and textual modeling will complement each other. For instance, it is possible (and often
most reasonable) to model only a part of a program’s behavior, for instance its control flow as in the example of
Figure 6, graphically with ParML and fill in the remaining
aspects in the generated source code skeleton.
The (nearly) one-to-one correspondence between ParML
elements and Fork language constructs would even allow
for automated round-trip engineering (see e.g. [5]), such
that also manual edits or transformations that are applied
to the generated source code are consistently propagated
back to the modeling level.
The modeling layer also allows for PIM-level model transformations such as model elaboration before source code
or PSM generation. An example is the conversion from a
dataflow model to a model explicitly expressing in-place
computation, as we had shown in Figure 13.
The implementation of the suggested graphical modeling
elements in ParML with existing UML syntax was motivated by convenience to have a quick prototype; for a better leveraging of the graphical elements, we would need
model editors with richer graphical capabilities.
Future work will focus on model transformations for
mapping ParML (semi-)automatically to more platformspecific models, on combining ParML with both textual
and graphical domain-specific languages, by adding modeling support for parallel component frameworks (e.g.
skeletons [3] or self-tunable components [11]), on model-

level optimizations, and on automatic code generation
from platform-specific ParML.
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Figure 9: Constructs for parallel data flow and collective communication in extended activity diagrams, tailored towards
distributed memory platforms and generation of code in a partitioned global address space language: (a) Annotation of
a parallel data flow edge, indicating storage in a block-wise distributed shared array. (b) Extraction of the thread-owned
(local) partition of a cyclically distributed shared array. (c) Data redistribution. (d) Parallel reduction of a shared array
(global sum). (e) BSP superstep. For (a)–(c), parallel control flow arrows are not shown. For (c) and (e), data flow pins
and arrows are not shown.

sh<=> float weight[] = { 0.5, 0.5 };
extern void seqSort( float A[], float B[], int n );
extern void BSParMergeInPlace( sh float B[]</>, sh<=> int n );
void BSParMergeSort( sh float A[]</>, sh float B[]</>, sh<=> int n )
// A, B are block-wise distributed shared arrays
{
if (thisgroup_size()==1)
seqSort ( owned(A), owned(B), n ); // works on local arrays
else {
neststep ( 2, weight ) { // nested superstep, group splitting
if (@==0) BSParMergeSort( ); // first subgroup
else
BSParMergeSort( ); // second subgroup
}
step
BSParMergeInPlace( B, n );
}
}
Figure 10: Bulk-Synchronous Parallel Merge Sort in NestStep source code.

Figure 13: Screenshot of the Papyrus tool, showing the ParMergeSort activity after manually adapting the data flow
towards the ParMerge call activity for in-place merging. The array data flow join element enforces that both subarrays
are placed in a common array that becomes input to ParMerge. Explicit copying for this purpose can be avoided if the
placement constraint is backwards propagated to make the dataflow predecessor activities write their result directly into
the right destination locations.
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Abstract
With the advent of reconfigurable platforms and GPUs, we need means to successfully support the programmer and the
system scheduler in efficiently exploiting the resources of the system. We present an approach of how the programmer
can annotate the code so that a hardware abstraction layer can choose which resource to use for a given function call in a
user-transparent manner. We evaluate the introduced toolchain and the time required to obtain these code annotations.

1

Introduction

Due to the rise in heterogeneity in today’s systems, the
question comes up how to support the programmer in writing programs for such systems. These programs have to be
capable of exploiting a majority or even all of the system’s
resources while also running at an optimum with regard to
one or more constraints. Possible resources include GPGPUs, reconfigurable coprocessors, and extension boards
among others as sketched in Fig. 1.

interface. The idea behind is to have functions with given
semantics separated from implementations that allow calculation on a specific system resource or in a specific manner.
In order to calculate an efficient configuration of function
mappings and required resources for a given environment
at program start or even at runtime, the control unit needs
information about the application’s requirements and the
offered qualities of the available implementations. In this
work, we present a mechanism to store these requirements
and qualities as so-called attributes directly in the executable and library files in a backward-compatible fashion. The mechanism is evaluated with regard to costs in
toolchain extension and scalability in requesting the attribute information from the binary file.
This paper is structured as follows: First, we present the
related work in Section 2. We then introduce our concept
of delivering requirements and properties of implementations via attributes in Section 3. The implementation of
this concept is laid out in Section 4, its interface is detailed in Section 5. Section 6 presents the evaluation of the
proposed system. Our paper is summarized in Section 7,
where an outlook on future work is also given.

2
Figure 1: Simplified sketch of possible heterogeneous target environments
Constraints may be performance, energy-awareness, or
combinations such as efficiency. The frequently employed
hardware-aware computing that adheres to such constraints
leads to statically bound program code that in return is
complex to create, extend and maintain.
A supporting runtime system for hardware abstraction in
heterogeneous parallel systems that allows the adaptation
of an application to the current environment at runtime has
been proposed in [3]. In detail, the runtime system is capable of rerouting a function call to a different implementation in the executable itself or in an external library. It provides an API for control daemons and the program itself
to request the rerouting and, additionally, a user-accessible

Related Work

Compute resources in a single system might be different
with regard to their vendors, instruction sets, and interfacing, hence requiring multiple-target binaries or separate bitstreams for individual configuration. In [14], an approach for assigning functions to the heterogeneous cores
is presented.
OpenCL [5] constitutes an approach to foster development
of a single programming model for FPGA platforms and
GPGPUs that both until recently came with their own subsystems [6, 1].
There also exist approaches [2] to precompute static configurations of function call schedules for a given target architecture when employing the Bulk-Synchronous Parallel
programming model (BSP) for execution on parallel architectures. However, the presented work is statically bound
to one homogeneous architecture with similar input sizes

known in advance while in contrast we target runtime support for hybrid and heterogeneous systems.
Considering reconfigurability, [4] gives a DSP capable of
exploiting this great feature for embedded systems. Also in
the domain of controlling program execution inside FPGA
SoCs, the SDVMR constitutes an interesting approach [7].
In [8], we developed a framework for partitioning FPGAs to allow concurrent access onto an FPGA for multiple
users with each running potentially different hardware acceleration engines. The system showed to already be successful when running a single 3DES core, outperforming
software execution starting at input data sizes of 10KB.
This framework was motivated by Molen [11] that allows
user-defined instructions to execute accelerated function
versions in reconfigurable silicon. However, there is no
clear programming paradigm and no holistic, transparent
approach to deliver the FPGA bitstreams for the functions
to be accelerated in the binary itself.
Finally, in [3] we presented a lightweight system allowing
switching function calls to desired libraries and implementations at runtime. This can be steered both from within the
program itself and from outside, i.e. an extended scheduler
being aware of the overall system status and the program’s
requirements.
The preceding work is illustrated in [10], explaining the
overall concept and possible approaches for implementation, including the toolchain and further tools.
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Figure 2: Dynamic Linking System (DLS): The control
daemon directs the linker of which library to choose

Concept

Heterogeneous systems are architectures as depicted in
Fig. 1, where tightly coupled accelerators frequently are
GPGPUs or in-socket FPGAs, while remote accelerators
can be attached via Ethernet or PCI-like buses. Most programs are started on one random core that acts as a master
core for split and gather operations, result printing, status
information and so on, while the others are frequently employed for computation only. The key for efficient usage
of these resources is to offer a mechanism to indicate in
advance the required features of the implementation that
is going to be used. Hence, in this section we present
our concept of how to add attributes for requirements and
properties to both programs and libraries. This information can then be used in control daemons as in Fig. 2 to
direct the central component of the Dynamic Linking System (DLS), the Dynamic Linker itself, of which library or
specific function implementation is most appropriate with
respect of the current resource usage and accessibility.
We already suggested extending the ELF binary file of an
application by its a-priori known requirements and desires.
The second part of the concept is to also annotate existing
library implementations via the same means, which is possible because libraries are also stored in ELF. When linking
to dynamic libraries, relocation information for the symbols needs to be added to both executable files and library
files; in the same way, attributes and additional data can be
attached as is depicted in Fig. 3.

Figure 3: Storing relocation information for dynamic libraries and attributes altogether in a single ELF file
We name the combination of the Dynamic Linking System
(DLS) and the attribute extensions for runtime evaluation
Dynamic Linking and Runtime System (DLRS).

4

The DLRS Sections

When extending regular binaries that are stored as ELF
files, it is important to remain compatible with legacy systems and, of course, legacy programs themselves. So we
are not allowed to alter any content directly, instead, we
need to add new and distinct sections for all the information required.
These new sections are indicated in Fig. 4 where extensions to the regular GNU toolchain extract the attributes
from the source code and create additional, non-conflicting
additional sections for organizational data, attributes, additional data, and even program code for multi-target binaries.

allow easy and convenient access within logical order. Figure 5 illustrates the tree-like organization of the attributes:
in the executables, every proxy (that represents a function
pointer) has a set of attributes describing its requirements.
In the libraries, the implementations are organized in socalled functionality groups. Each implementation in such
a group does the same job, but in a different way. To distinguish between them, every implementation has also a
set of attributes describing thier qualities.

Figure 5: Tree-like organization of proxies in executable
files and functionalities in libraries with their respective attributes

4.3
Figure 4: Generation of attributed ELF files from annotated source code by toolchain extensions

4.1

String Tables

Speaking of information, there are two aspects to be considered: first of all, information is mainly represented in
string form, i.e. function names, attribute keys, attribute
values, and program names. This information should be
stored in a string table in order to allow reuse of individual strings, especially because many of the keys will be the
same. However, using the regular string table is not recommended as it would alter and influence the regular program
and break the afore-mentioned compatibility.

4.2

Attribute Tree

The other aspect with regard to information is organization: As a program is structured by its main routine, the
function calls inside, and the function implementations,
storing data in a tree-like structure is desirable in order to

Implementation

As already mentioned, each proxy can refer to multiple implementations. Normally, there is only one implementation
per library/executable available. Such a proxy requires a
string table section for the attribute keys and values, the
proxy names and some more strings. Another section contains the “pairing” of keys and values for each proxy, and
additional sections may appear for hardware descriptions,
executable code for different instruction sets, or acceleration kernels. When several implementations are put together in one file, they are grouped by their functionality,
but separate sections are used for each implementation in
the ELF file, which are then labeled more accurately with
the function names instead of the functionality.

5

Interface

With the general concept and the DLRS sections in mind,
we now present the interface to these sections, which is
used by the toolchain itself and allows convenient access
for the afore-mentioned control daemon as of Fig. 2.

5.1

DLRS Library

The DLRS library libdlrs fulfills two purposes: on the
one hand, it allows our tool such as dlrsobj to write the
DLRS object file that is later on linked to the remaining object files in order to create an attributed binary file. On the
other hand, control software is able to read the attributes
from the extended target files and to then further direct the
dynamic linker. Of course, the interface for reading is invaluable for debug tools such as dlrsdump as well.

5.2

Toolchain Extension

by dlrsextract, and to generate the DLRS object file
with a dedicated compiler dlrsobj. The code is compiled regularly, leading to a bunch of object files that are
finally linked together with the DLRS object figureherefigureherefile, producing our attributed binary target file.

6

Evaluation

We evaluate our implementation by carrying out the following measurements: increase in the executable file’s size
due to overhead for the general organization, increase in
data size with increase in number of attributes and implementations, and execution time of the extended toolchain,
and time consumed for acquiring the attributes from the
section representations. Evidently, there is no real impact
caused by our program extensions apart from the desired
support of programs for heterogeneous systems.
The following tests were run on an Intel Core2 Quad
2.4GHz.

6.1

Increase in File Size

For our attributed files, we can already estimate the overhead based on data management in the additional sections.
However, having the same attributes multiple times will
even save file size due to multiple reuse of the strings by
means of the proxy-specific string section. Hence, we
present the file sizes resulting from the regular toolchain
and from our toolchain for several different numbers of
proxy implementations and attributes both for reused and
unique attributes in Tables 1, 2. In our case, the attribute
tuples consist of 5 bytes for key and value each, therefore file size will vary when using longer key names or
longer values, respectively. Similarly, the implementation
names themselves are stored inside which further impacts
file size.
When putting more than one proxy/functionality into
source files, the file size simply grows by the same amount
when adding attributes to plain source files (given that the
number and size of the attributes are the same), and hence
is not shown in this section.

Figure 6: Toolchain extracting the attributes, creating intermediate files and new object files, and finally linking all
objects into attributed ELF files
In order to extract the attributes and link a separate attribute
object file to the other object files, the toolchain has been
extended as in Fig. 6: first, the source files are preprocessed by GCC, resulting in a .i file. Then, .aux files
are generated while compiling the source code to regular object files. These .aux files allow to easily extract
the remaining, unprocessed pragmas with our attributes

6.2

Acquiring Attributes

More important than the increase in file size is the time required to obtain the attribute information. Thus, we measured the time taken to obtain proxy information and the
according attributes from the binary files. All measurements have been executed without any optimization. Table 3 summarizes the execution times for requesting attribute data for 1, 10, and 100 proxy implementations with
1, 10, and 100 attributes per implementation.

# implementations

Regular

1
2
10
50
100

10,952B
10,985B
11,242B
16,618B
18,219B

0 attribs

1 attrib

DLRS
10 attribs

50 attribs

100 attribs

11,048B
11,081B
11,338B
16,714B
18,315B

11,336B
11,433B
12,138B
19,754B
24,155B

11,593B
11,818B
13,675B
27,051B
38,668B

12,713B
13,578B
20,571B
59,547B
103,148B

14,106B
15,787B
29,164B
100,140B
183,741B

Table 1: File sizes in Bytes of resulting binaries when reusing the same attributes
# implementations

Regular

2
10
50
100

10,987B
11,244B
16,620B
18,221B

0 attribs

1 attrib

DLRS
10 attribs

50 attribs

100 attribs

11,083
11,340B
16,716B
18,317B

11,435
12,140B
19,756B
24,157B

11,932B
14,653B
33,757B
52,158B

14,172B
25,853B
89,757B
152,958B

16,973B
39,854B
159,758B
304,159B

Table 2: File sizes in Bytes of resulting binaries when using unique attributes
# attributes
1
1
10
50
100

# of implementations
10
50
100

2.7µs
2.5µs
2.3µs
2.7µs

2.2µs
2.6µs
2.7µs
2.9µs

2.9µs
2.9µs
3.0µs
3.0µs

3.0µs
3.0µs
3.1µs
4.0µs

Table 3: Time required to obtain the complete attribute
data
attribute
first
first
last
mean

4.703ms
4.718ms
4.710ms

implementation
last
mean
4.734ms
4.750ms
4.742ms

4.718ms
4.734ms

Table 4: Time required to obtain attribute information of
first and last attributes and proxy implementations when
considering the first proxy
We also measured the time for acquiring the first and last
attributes of the first and last proxy/functionality from a binary file with 100 implementations and 100 attributes each
with 10 proxies in total. As the sequential search in the
string tables might deliver varying request times, we also
calculated the mean values in Table 4, which indicate that
access time is considerably stable and fairly low in general
even when iterating through the data structures.
Table 5 presents the results when accessing the first/last
functionality implementation, which isn’t necessarily the
10th implementations but depends on the order in which
the implementations are stored by the DLRS library.
attribute
first
first
last
mean

4.718ms
4.728ms
4.723ms

implementation
last
mean
4.763ms
4.742ms
4.753ms

4.740ms
4.735ms

Table 5: Time required to obtain attribute information of
first and last attributes and proxy implementations, respectively, when considering the last proxy only
All theses results clearly show that operating systems effects still massively influence the execution times, and
hence no conclusion can be drawn with regard to decrease
in speed for larger data amounts. This is very good as our

system performance won’t be affected or degraded at all
by these extensions.

6.3

Execution Time of the Toolchain

We measured the build times of the make processes both
with the regular GNU toolchain and the attribute-extended
toolchain; additionally, we also took the individual processing times of dlrsextract and dlrsobj, respectively, over an average of 10 runs. To get an understanding of scalability and applicability for large projects, we
ran several tests with increasing numbers of attributes. For
each proxy, its name is the first attribute, and the remaining attributes are a dummy enumeration. Note that for the
function call, there is one additional attribute stored except
for the case with zero attributes. From the results presented
in Table 6, we can see that from a toolchain point of view,
the attributes and extensions account for nearly a third of
the build time, but at least scale very well with the number
of attributes.
Similar to the previous test, we also tested the influence
of the number of proxy implementations when not sharing the same attribute names. Table 7 clearly shows that
build time is strongly influenced by linking the additional
sections together because the DLRS tools have only a minor impact on the overall build time, but the build time
grows dramatically for a high number of implementations
in comparison to the regular toolchain.
From these results we can conclude that for large-scale
programs, the overhead becomes even less significant as
a major part of the build time is required for compiling
the source code to object files in contrast to the current
empty function implementations that are compiled very
fast. Hence, our evaluation only gives the worst-case impact.

7

Conclusions and Future Work

Today’s heterogeneous systems require high-level but
transparent support for specifying additional information
including an implementation’s properties and a program’s

# of attributes

Regular
Toolchain

Extended
Toolchain

dlrsextract

dlrsobj

0
1
10
50
100

74.3ms
74.4ms
73.9ms
74.5ms
74.7ms

108.2ms
113.6ms
111.8ms
111.1ms
112.7ms

23.2ms
23.3ms
23.4ms
23.2ms
23.6ms

5.2ms
5.0ms
5.0ms
5.1ms
6.0ms

Table 6: Execution times of the regular and extended toolchain for one proxy implementation and varying number of
attributes
# implementations

Regular
Toolchain

Extended
Toolchain

dlrsextract

dlrsobj

2
10
50
100

77.0ms
80.8ms
100.0ms
122.1ms

113.8ms
118.7ms
144.3ms
175.8ms

23.1ms
23.2ms
23.5ms
23.5ms

5.1ms
5.0ms
6.2ms
7.7ms

Table 7: Execution times of the regular and extended toolchain for varying number of proxy implementations with each
10 attributes
expectations. We presented our implementation to achieve
this goal, which consists of adding additional sections to
the binary file of a program stored in the executable and
linkable format (ELF). This ensures that the implementation is usable for both dynamic libraries and programs, so
that both a program’s requirements and a library’s implementation capabilities can be specified. The additional attribute information of function implementations is stored
in further sections of the ELF binary file that are transparent to regular UNIX-like systems. Information is accessed
in a tree with the appropriate pointers to the data in a separate strings section. Besides, binary data such as FPGA
bitstreams can also be stored and managed.
Further work consists of arranging and merging requirements and properties in such a way that subject to an
overall goal, e.g. power consumption, optimal execution
is guaranteed.
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Abstract
QPACE is a special purpose supercomputer for Lattice Quantum Chromodynamics (LQCD) calculations designed with
focus on low power consumption. To open QPACE for a broader range of High Performance Computing (HPC) applications, the High Performance Linpack benchmark (HPL), whose calculations are common for some class of HPC
applications, is chosen for porting to the QPACE system. In this respect, this paper discusses features and limitations
of the QPACE architecture. It starts with analysing the requirements of HPL and, based on that, presents different approaches to meet these requirements. The paper describes the different stages of porting HPL to QPACE ranging from
low-level communication interface to MPI collective operations. Finally, HPL benchmark results show to what extent
HPC applications other than LQCD could benefit from QPACE.

1

Introduction

During the last decade, energy efficiency has gained increasing interest in High Performance Computing (HPC).
Thus, besides computational performance, power efficiency is an additional factor by which parallel systems
are evaluated. QPACE (QCD Parallel Computing on Cell
Broadband Engine) is a parallel computer which was designed for Lattice Quantum Chromodynamics (LQCD)
calculations with special attention to low power consumption. Despite the fact that QPACE is a special purpose supercomputer, its system architecture and performance suggest to use it for a broader range of parallel high performance applications. In this respect, this paper discusses
features and limitations of QPACE as an energy-efficient
general purpose supercomputer. After an overview of the
architecture, the high performance torus network and its
corresponding API (Application Programming Interface)
are discussed in Section 2. Then, in Section 3, the requirements of the High Performance Linpack (HPL) benchmark
are identified as they are common for some class of HPC
applications. In Section 4, these requirements are related
to the features of QPACE and approaches for dealing with
certain limitations are investigated. In this respect, the implementation of HPL on QPACE is described. Finally,
benchmark results of the HPL on QPACE are presented.
Section 5 concludes.

2

QPACE Architecture

QPACE [4, 5, 6] is a distributed-memory parallel computer
based on the IBM PowerXCell 8i [12] processor. This hybrid processor contains one PowerPC Processor Element
(PPE) and 8 Synergistic Processor Elements (SPE). Each
SPE has 256 KB on-chip memory, called local store (LS),
and runs one single thread. Memory transfers between
main memory and local store are possible via DMA operations. The memory controller as well as an I/O inter-

face (Rambus FlexIO) is integrated into the processor. Regarding double precision (DP) floating point performance,
one SPE can execute up to 4 operations per cycle. Thus,
clocked at 3.2 GHz, the 8 SPEs on a PowerXCell 8i processor yield a DP peak performance of 102.4 GFlops. Each
compute node, called node card, comprises one PowerXCell 8i CPU, 4 GiB of DDR2 main memory, and a network
processor (NWP) which is implemented on a Xilinx V5LX110T FPGA (Field Programmable Gate Array). The
PowerXCell 8i is directly connected to the NWP via its
I/O interface. The network processor provides access to 3
different interconnects: Gigabit Ethernet, signal tree network, and 3D torus network. The power consumption of a
single node card is about 130 W. One QPACE rack houses
256 node cards (35 kW) and yields 26 TFlops DP peak
performance. This leads to a power efficiency of about 1.5
W/GFlops (peak).

2.1

Torus Network

The 3D torus network is a high speed point-to-point interconnect with 1 GB bandwidth (peak) per torus direction.
The aggregate bandwidth of the 6 links of a node card is
6 × 1 GB (peak). The torus provides direct SPE-to-SPE
communication between neighbouring node cards. That
means, data from one SPE’s local store can be transferred
to the local store of another SPE on one of the 6 neighbours
in the torus. However, a routing mechansim for communication between non-neighbours is not implemented. Since
each node card contains 8 SPEs and there is only one torus
link between 2 neighbouring node cards, each link is logically divided into 8 virtual channels. This provides 8 separate reliable communication channels per link.
2.1.1

Torus Low-Level Communication

For a better understanding of the remaining part, this section briefly discusses the torus communication API and
presents a ping-pong message transfer with the resulting

benchmark results. As mentioned above, the torus network
allows message transfers between SPEs of neighbouring
node cards. That means, both the sender and the receiver
are threads running on different SPEs. Basically, a thread
on an SPE can access the torus network by means of the
following operations:
tnw_put(link, channel, sbuf, offset,
size, tag)
Initiates a non-blocking message transfer on the
sender. That means, tnw_put() posts the send
request to the network and returns immediately. The
tag parameter identifies the request and is later used
for testing it for completion. link and channel
denote the torus link (0, . . . , 5) and the virtual channel (0, . . . , 7), respectively. The address of the send
buffer of size bytes is provided in sbuf. The
offset is also transmitted to the receiver and defines an offset in the receive buffer.

Note that a receive operation (tnw_credit())
must be posted before the corresponding send operation
(tnw_put()). That means, a message transfer is a credit
based mechanism: (i) The receiver issues a credit for the
message which it is to receive. (ii) The sender sends the
message. (iii) The incoming message fills the credit. Listings 1 and 2 show the steps for a ping-pong message transfer between two nodes A and B.
1

4

7

10

13

tnw_test_put(tag)
Is called by the sender in order to test a send request,
identified by tag, for completion. It returns true if
the send buffer can be modified.
tnw_notify_base(link, channel, nbuf)
Since receive operations are non-blocking as well,
i.e. they return immediately, the receiver needs a
means by which it can test for received messages. In
this respect, nbuf provides a pointer to a so-called
notification buffer. This buffer holds entries where
each entry identifies a previously posted receive operation. Before a receive can be posted for link
and channel, a notification buffer nbuf must be
provided by a call to tnw_notify_base(link,
channel, nbuf). See below for details about
the use of the notification buffer.

/∗ I n i t i a l i z a t i o n ∗/
tnw_credit_base ( link_to_B , channel ) ;
tnw_notify_base ( link_to_B , channel , nbuf ) ;
/∗ Give c r e d i t f o r r e s p o n s e from B ∗/
t n w _ c r e d i t ( l i n k _ t o _ B , c h a n n e l , buf , s i z e ,
nindex ) ;
/ ∗ Send t o B ∗ /
t n w _ p u t ( l i n k _ t o _ B , c h a n n e l , buf , 0 , s i z e ,
tag ) ;
/∗ Wait f o r r e s p o n s e from B ∗/
t n w _ w a i t _ r e c v ( nbuf , n i n d e x ) ;

Listing 1: Ping-pong message transfer: Node A

1

/∗ I n i t i a l i z a t i o n ∗/
tnw_credit_base ( link_to_A , channel ) ;
tnw_notify_base ( link_to_A , channel , nbuf ) ;
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/∗ Give c r e d i t f o r incoming message from A ∗/
t n w _ c r e d i t ( l i n k _ t o _ A , c h a n n e l , buf , s i z e ,
nindex ) ;
/∗ Wait f o r incoming message from A ∗/
t n w _ w a i t _ r e c v ( nbuf , n i n d e x ) ;
/ ∗ Send b a c k t o A ∗ /
t n w _ p u t ( l i n k _ t o _ A , c h a n n e l , buf , 0 , s i z e ,
tag ) ;

Listing 2: Ping-pong message transfer: Node B
tnw_credit_base(link, channel)
This call declares the whole local store of the
SPE as receive buffer for messages over link and
channel. However, the actual receive operation
is called tnw_credit() and described in the following.
tnw_credit(link, channel, rbuf, size,
nindex)
As stated above, the receive operation is nonblocking. In particular, tnw_credit() posts a
receive of size bytes for link and channel
where rbuf is the destination address in the local store. The input parameter nindex is the
index of an entry in the notification buffer (see
tnw_notify_base() above) which refers to this
receive operation.
tnw_wait_recv(nbuf, nindex)
This call blocks until the receive operation identified by the notification buffer nbuf and the index
nindex (in the notification buffer) is complete.

Figure 1(a) depicts the corresponding bandwidth
benchmark results between two node cards. The timings
between sending and receiving a message are shown in
Fig. 1(b). Here, a 128 B message has a latency of 3
µsec. Note that the size of a message transmitted via
tnw_put() must be a multiple of 128 B. Furthermore,
the send and the receive buffer must be aligned to 128 B
boundaries. The effect of these restrictions is further discussed in Section 4.

3

HPL Requirements

The Linpack benchmarks [1] represent a collection of
codes for numerical Algebra which have become an industry standard for measuring the performance of computer
systems. HPL [1, 2] is a portable and scalable version
of Linpack for distributed-memory computers that solves
a random dense linear system of equations by Gaussian
elimination with partial pivoting.
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Figure 1: Message transfer from local store to local store over torus network: (a) Bandwidth (b) Latency

The corresponding matrix (N × N ) is distributed onto a
two-dimensional grid of (P × Q) processes in a blockcyclic fashion to ensure good load balancing. With the
right-looking algorithm [1] the LU factorization proceeds
with the decomposition of one panel at a time as shown in
Fig. 2. Portability of the HPL is facilitated through use of
Basic Linear Algebra (BLAS) [10] libraries and the Message Passing Interface (MPI) [9].
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• L∗ and U ∗ have been updated

Section
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Initialization

world

Setup & Check

world,
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• For each iteration:
1. Factorization of A

L* A

routing of MPI messages as HPL offers a ring algorithm
with next neighbour pattern.

C

2. Update of B
3. Update of trailing matrix C

Figure 2: LU decomposition
The design point of the QPACE network processor with
focus on low latency and short message communications
suggested consideration of an SPE-centric application port
where the SPEs, instead of the PPE, perform MPI communication. Based on complexity and space trade-offs on the
QPACE architecture, analyzed in [3], however, it was decided to employ a PPE-centric approach. In this respect,
the publicly available HPL patch [2] for IBM QS22 systems fits this model and was therefore used as base with a
few additions to improve performance on the QPACE platform.
Important aspects in supporting HPL on QPACE efficiently are the application requirements with respect to
communications features and patterns. Table 1 shows a
summary of the MPI subset found in HPL. The MPI collectives for the trailing matrix update are introduced by
the QS22 patch, replacing point-to-point primitives. With
that, performance optimization of collectives for the torus
environment can conveniently be done in the MPI layer.
To avoid MPI point-to-point software routing altogether
a patch was added that also replaces send/receive operations in the panel factorization stage by MPI Allreduce and
Broadcast functions. The Panel broadcast does not require

Panel
Factorization
Update trailing
sub-matrix
Backward
Substitution

columns
columns
columns,
rows

Communication
Pattern
Allreduce,
Broadcast
Barrier,
Reduce,
Broadcast
Send/Recv
(various broadcast algorithms)
Broadcast,
Allreduce
Allgather,
Scatter
Send/Recv
(broadcast decreasing ring)

Table 1: MPI operations in HPL on QPACE
During LU factorization a process communicates to
peers only within its local row and column communicators. The size of these communicators and amount of data
exchanged strongly depend on the process grid selected
(P × Q) and the matrix size (N × N ). Given the QPACE
main memory size, message sizes typically range from ∼1
kB for panel factorization up to ∼30 MB for panel broadcast. In any case this is significantly larger than the QPACE
network processor design point (≤ 16 K). Based on profiling the most performance critical MPI functions for row
communications are Send/Receive and for column communications Allgatherv followed by Scatterv, Allreduce,
and Broadcast.
HPL reaches asymptotic performance when the matrix
size is made as large as possible in a given memory configuration. Another requirement then is to reduce both the
OS (Linux kernel) and the active services to a minimum.

4

HPL on QPACE

Having examined the requirements of HPL, this section relates them to the QPACE architecture. In this respect, the
different stages of porting HPL to QPACE are described.
Due to the reasons mentioned above and the fact that the
PowerXCell 8i processor is the CPU in each node card,
the HPL version optimized for IBM QS22 Blades (called
HPL in the following) was chosen as starting point. The
first part deals with modifications regarding the low-level
torus communication. This serves as basis to enable efficient MPI point-to-point communication on QPACE. Afterwards, the focus is on the optimization of the MPI collective operations used in the HPL benchmark. Finally,
results of HPL runs on QPACE are presented.

4.1

Memory Considerations

The HPL stores the matrix in the main memory of the compute nodes and uses the SPEs as accelerators for computation. To leverage the computational power of the PowerXCell 8i processor, each node card should store a fraction of the matrix large enough to minimize communication between nodes. On the other side, too much computational load per node may lead to performance degradation
in comparison to using more compute nodes with less load
each. The reason is that, in this case, the additional time
caused by overloading a node with computation is greater
than the time for communication using more nodes. In our
experiments, however, the size of the main memory (4 GiB
per node) and not the performance of the SPEs was the limiting factor.

4.2

Torus Low-Level Considerations

Regarding MPI communication between node cards, the
torus interconnect is, compared to Gigabit Ethernet, the
network of choice. However, this requires modifications
to the torus interface as explained below. As mentioned
above, torus communication is possible from the local
store of one SPE to the local store of another SPE. Regarding HPL, however, messages must be transferred from
main memory to main memory. This can be accomplished
in steps: (i) The sender copies the message from main
memory to local store. (ii) The sender transmits the message from local store over the torus to the receiver’s local store. (iii) The receiver receives the message in local
store and copies it to main memory. Due to the design of
the network processor, it would also be possible to receive
into main memory. The sender, however, still has to send
from local store. This approach saves one memory copy
operation on the receiver. However, it requires that there
is enough room for the message, or parts of it, in the local
store of one SPE on the sender side. This also means that
the user’s SPE program code, which is part of HPL in that
case, is affected by this constraint. The result is a strong
correlation between the torus low-level communication library and the user program.
To circumvent this, a different approach was chosen.
Due to the fact that the network processor is implemented

in an FPGA, modifications to the logic of the network processor are possible. The restriction that the sender can only
send from local store is based on that the message transfer
from the local store to the network processor is performed
by the SPE’s Memory Flow Controller (MFC) via DMA.
The approach with the MFC, however, does not work for
sending from main memory. Hence, to enable efficient
data transfers from main memory to the network processor,
the network processor was augmented by a DMA engine
(DMAE) that fetches the data from main memory. Due to
the limited amount of resources in the FPGA, the DMAE
was added at the expense of the so-called Inbound Write
Controller (IWC). As a result, sending from local store is
not supported by the modified network processor.
With the support for transmitting messages from main
memory to main memory, issues related to the paging
mechanism of the memory management in the operating
system arise. In particular, when the DMAE fetches data
from main memory, the corresponding memory pages must
be locked into RAM (Random Access Memory), preventing that memory from being swapped out to secondary
storage. It is also possible that the payload of a message
ranges over more than one memory page. Since the network processor was not designed for sending from main
memory and also has no provisions for scatter/gather I/O,
special care must be taken that those pages are consecutively locked into physical memory. In addition, the network processor works with physical addresses. For that
reason, the address translation hidden in the torus lowlevel communication library has to be adjusted. In this
respect, the approach was to allocate a contiguous set of
huge pages that are constantly locked into physical memory. That means, send and receive buffers must reside in
that memory area.
Finally, a torus low-level communication library for
PPE initiated main memory to main memory data transfers was implemented. The corresponding API is based
on that for SPE-to-SPE communication with the following
exceptions.
tnw_credit_base(link, channel, rbuf)
This call declares rbuf as the starting address (base
address) of a receive buffer in main memory for incoming messages from link and channel.
tnw_credit(link, channel, offset,
size, nindex)
Differs from the old tnw_credit() function in
that the destination address for an incoming message is now determined by the base address of the
receive buffer (see tnw_credit_base()) and an
offset relative to the receive buffer base address.
tnw_test_notify(link, channel, nindex)
This function is a substitute for the former
tnw_wait_recv(). It returns true if the credit
identified by link, channel, and nindex is
filled by a matching message.
Figures 3 and 4 compare the communication performance from local store to local store with that of main

memory to main memory. As it can be seen the main memory data transfers encounter an increased latency for message sizes ≤16 K. This is also reflected in the bandwidth
results. The reason can be found in how data is moved to
the network processor. While for local store to local store
transmissions the sender’s MFC moves data directly to the
network processor’s tx FIFO, sending data from main
memory to main memory involves the DMAE. In this respect, moving data from main memory to network processor requires three steps: (i) The sender posts the send request to the DMAE by performing a store operation of size
8 B, which is directed to the network processor. (ii) The
DMAE requests the corresponding data from main memory. (iii) The data arrives at the DMAE and is queued in a
tx FIFO for transmission over the torus. Hence, there are
two additional crossings of the PowerXCell 8i to network
processor interface. Thus, the latency of a 128 B message
from main memory to main memory is 4.5 µsec, compared
to 3 µsec for a local store to local store transfer.
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4.3

MPI

As described in the previous section, a torus low-level
communication library was implemented that allows for
data transmission from main to main memory, where

the data transfers are initiated by the PPE (PPE-centric
communication model). Note that communication between non-neighbouring nodes is not supported. This lowlevel interface serves as starting point for porting MPI to
QPACE. In this respect, the Open MPI [8] library was considered. Due to its modular design it can be easily extended to support, among others, additional network interconnects, such as the QPACE torus network. Below,
support for efficient MPI point-to-point and collective operations on QPACE, as required by HPL, is discussed.
4.3.1

MPI Point-to-Point

The lowest layer that is responsible for raw data transfers
in Open MPI is called Byte Transfer Layer (BTL). Each
interconnection network that is supported by Open MPI
has a corresponding BTL component (e.g, openib for Infiniband, tcp for TCP/IP over Ethernet). When a specific
network is to be used, the associated component is asked
to initialize itself (i.e., discover network interfaces, allocate
data structures) and returns a module for each network interface. A module contains functions that are used for lowlevel data transfers by upper layers. Basically, support for
an interconnect consists of implementing the module functions. In this context, a new BTL component, called tnw,
was developed for the torus network.
Most MPI implementations, such as Open MPI, distinguish between short and long message data transfers.
Hence, different communication protocols are used. The
eager protcol is used with short messages and the rendezvous protocol for long messages. The main difference is
that under the eager protocol there is no initial handshake
between sender and receiver. Whereas in the rendez-vous
protocol the sender asks the receiver to inform it as soon as
a matching receive is encountered and thus the address of
the message’s receive buffer is known to the MPI library.
The reason is that the receiver needs enough buffer space
available for the long incoming message.
Sending a short MPI message over the torus consists
of three steps: (i) The sender copies the payload from
the user buffer into a preallocated BTL buffer. (ii) This
BTL buffer is sent over the torus and received into a preallocated BTL buffer on the receiver. (iii) The receiver
copies the payload into the user’s receive buffer. These
steps include two memory copy operations which are a
negligible overhead in contrast to the transmission time
over the network. Copying the payload to and from preallocated BTL buffers is a way to meet the message size
and alignment constraints caused by the network processor (see below). Moreover, the BTL buffers are allocated
from the huge page area, which was introduced above as
an additional requirement. Since the payload size is not
always a multiple of 128 B, a padding is communicated
in addition to the actual payload. To reduce the overhead
caused by the padding, preallocated BTL buffers of different sizes are used. Experiments have proven that buffers
of two different sizes are appropriate for the HPL. Since
the size of a credit has to match the size of the message
actually received, two virtual channels are utilized where
each channel transmits BTL buffers of one size only. That

Since torus low-level and thus torus MPI communication is only possible between neighbours in the torus,
TCP/IP over Gigabit Ethernet is used as alternative for
message passing between non-neighbours in the torus network. The selection of torus or Ethernet communication
is performed on a per message basis by Open MPI. This
is possible because during initialization each BTL component (tcp and tnw in this case) informs Open MPI about
which MPI processes it can reach. On QPACE, the tcp
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Open MPI provides different rendez-vous protocols.
The protocol called Send/Receive was the first one that
was supported by the tnw BTL component. It proceeds
as follows. After the initial handshake between sender and
receiver, the long message is split and sent as fragments
via copy in/out semantics. That means, each fragment is
copied in a BTL buffer on the sender, the buffer is sent to
the receiver, and the receiver copies the fragment into the
message’s receive buffer. The memory copy operations are
similar to those in the eager protocol. However, for long
messages the copy overhead becomes too large and thus
should be avoided. For that reason, support for the RDMA
Pipeline protocol was added to the tnw component. Basically, the advantage of this protocol is that it uses RDMA
(Remote Direct Memory Access) semantics for the transmission of the fragments of a long message. This avoids
the memory copy operations on both the sender and the receiver and leads to zero copy data transfers. The downside,
however, is that sending directly from and receiving directly into the user buffer may break the message size and
alignment rules. Furthermore, the additional requirement
that send and receive buffers must reside in the huge page
memory area is not satisfied. To meet this last constraint,
the matrix and auxiliary buffers in the HPL are stored in
the huge page area. Regarding the message size requirement, a feature of the RDMA Pipeline protocol is used.
That is, after some fragments have been sent by RDMA
semantics, the remaining fragments of a long message can
be transmitted via copy in/out semantics. This approach
was chosen to divide a long message transfer via the tnw
component into two phases. First, fragments of sizes multiple of 128 B (≤ 4 MiB) are sent by RDMA semantics.
Afterwards, the rest (< 128 B) is sent by copy in/out as
in the Send/Receive rendez-vous protocol. The alignment
issue is addressed as follows. Since the RDMA Pipeline
protocol starts with RDMA transfers, both the user’s send
and receive buffer have to be aligned with 128 B boundaries. However, if the send buffer is aligned the receive
buffer is not necessarily aligned, and vice versa. For that
reason, the initial handshake of the pipeline protocol was
adapted in a way that enables sender and receiver to cancel
the RDMA pipeline protocol and switch to the Send/Receive protocol. In consequence, RDMA semantics is used
where possible for communicating long messages over the
torus.

component can reach all processes. In case that both torus
and Ethernet are available for transmitting an MPI message, the torus interconnect is chosen.
Figures 5 and 6 provide IMB (Intel MPI Benchmarks) [7] results for MPI ping-pong using the tnw component. Furthermore, the performance impact of zero copy
data transfers with RDMA is shown for long messages (≥
16 K). The measurements were performed with two virtual
channels for transmitting data via copy in/out semantics.
In particular, channel 0 transmits 256 B BTL buffers and
channel 1 transmits 16 K BTL buffers only. For zero copy
data transfers, virtual channel 3 is used. The latency of a 4
B MPI message is about 9.5 µsec.
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is, the payload size determines which BTL buffer and thus
which torus virtual channel to use. When an MPI message
is larger than the largest BTL buffer size it is considered
long and thus transmitted via the rendez-vous protocol.
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4.3.2

MPI Collectives

As described in Section 3, our HPL version for QPACE
uses the following MPI collective operations: Allgatherv,
Scatterv, Allreduce and Bcast. These functions are called
for column communicators only, i.e., all processes in the
same column of the P × Q process grid take part in the
same collective. Note that the two-dimensional grid of pro-
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Figure 7: Allgatherv (Numbers below a circle denote data blocks available on the corresponding process): (a) Neighbour
exchange algorithm [13] (b) Modification of neighbour exchange algorithm

cesses is mapped onto the underlying 3D torus network
topology of QPACE in a way so that neighbouring processes in the grid are mapped onto neighbouring node
cards in the torus network. Here, each node card is assigned one HPL process. Furthermore, the node cards of
the first and the last process in each column are connected
by a torus network link. That means, although not being
neighbours in the process grid, the two corresponding processes can directly communicate over one torus link. For
that reason, a column of processes can be considered as
a ring. The same is true for the rows of the P × Q process grid. However, in Open MPI, most algorithms for
the collectives above communicate messages between nonneighbouring processes in a process column. Hence, instead of the torus, Ethernet is used for those collectives. In
this respect, this section describes how the HPL collectives
were implemented in order to avoid Ethernet communication and thus to leverage the torus network.

As it can be seen, in every step, each process sends data
to one neighbour only. To better utilize the available bandwidth of two torus links, the neighbour exchange algorithm
was modified so that every process sends one block of data
to both of its neighbours. Our algorithm also assumes an
even number of processes. In each step k = 1, . . . , p/2−1,
process i sends the data block corresponding to that from
process (i+k −1) mod p and process (i−k +1) mod p
to its left and right neighbour, respectively. Afterwards, it
receives the data corresponding to that from process (i−k)
mod p and process (i + k) mod p from the left and the
right neighbour, respectively. Finally, in step p/2, process i sends the data corresponding to that from process
(i+p/2−1) mod p to its left neighbour. Additionaly, process i receives the data corresponding to that from process
(i+p/2) mod p from its right neighbour. Both neighbour
exchange and the new algorithm take p/2 steps. Figure
7(b) illustrates the new algorithm for six processes.

Allgatherv

Scatterv

Allgatherv is an extension of Allgather. In the Allgather
collective operation, each process sends the contents of
its send buffer to all other processes. In addition, Allgatherv allows a varying count of data from each process.
For QPACE, the neighbour exchange [13] algorithm from
J. Chen et al., which is already available in Open MPI, was
adapted. The original algorithm assumes an even number
of processes and proceeds as follows. During each step,
every process exchanges data with one of its two neighbours. The ranks of the left and the right neighbour of process i are (i − 1) mod p and (i + 1) mod p, respectively.
Here, p denotes the number of processes which are numbered 0, . . . , p − 1. In step 1, each process with rank i (i
is even) exchanges one block of data with its right neighbour. Processes with odd ranks exchange data with their
left neighbour. In step 2, process i (i is even) exchanges
two blocks of data with its left neighbour. Odd processes
do the same with their right neighbour. Step 2 is repeated
while in every iteration each process communicates two
blocks of data alternately to its right and left neighbour.
Figure 7(a) demonstrates the algorithm for six processes.

The Scatterv collective is an extension of Scatter. In the
Scatter function one process, called root, sends data, which
is determined by the rank of the receiving process, to each
process. Scatterv is an extension in that it allows a varying
count of data for each process. Our approach to Scatterv
is a ring algorithm. That means, instead of sending a single message to each process and thus using non-neighbour
communication, the root sends one message in each direction of the ring. In particular, the message to the left
neighbour contains the data for half the processes to the
left of the root and the message to the right neighbour carries the data for the rest of the processes on the right-hand
side of the root. An example is presented in Figure 8. As
shown, each process stores the part of the message directed
to itself and forwards the rest to its neighbour. However,
before data is sent, the root communicates an initial control message to both of its neighbours, which is modified
and forwarded by each non-root process. The reason for
this initial phase is that, in contrast to Scatter, processes
may receive data of different sizes. That means, since each
process additionally receives data for other processes, but

only has information about the size of its own incoming
message, it does not know how much to actually receive.
The control message provides an integer with the actual
size of the subsequent data message. Having received that
integer, every process subtracts the size of its expected incoming message and forwards the new value to its neighbour. Note that it is not necessary to wait until the control
message has arrived on every process before the root injects the data message into the network. That means, control and data message are in transit in parallel in both ring
directions. Essentially, the algorithm requires p/2 steps.
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4.4

Results

Based on the design decisions discussed above the High
Performance Linpack benchmark was successfully ported
to QPACE. Finally, HPL runs with the parameters depicted
in Table 2 were performed on 512 node cards (2 racks) on
QPACE. This configuration yields a theoretical peak performance Rpeak of 55705.6 GFlops. The maximal Linpack performance Rmax achieved was 43.01 TFlops.
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Table 2: HPL parameters on 512 nodes
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Figure 8: Data transfer in Scatterv (Numbers below a circle denote data blocks available on the corresponding process)

During the benchmark run a total of 59.486 kW was
consumed. Combining the power consumption with Rmax
leads to an energy efficiency of 723 MFlops/Watt. At the
time of writing, this is the highest MFlops per Watt ratio ever achieved for HPL. For that reason, QPACE has
been awarded the most energy-efficient supercomputer in
the world in the current Green 500 [11] list (Nov. 2009).
In comparison to the previous Green 500 list (Jun. 2009),
where the most energy-efficient supercomputer achieved
536.24 MFlops/Watt, this is an improvement of 35%.

Bcast
In the broadcast operation (Bcast), one process, which is
called root, sends the same data to all processes. In our
ring implementation, the root sends a message to both of
its neighbours and each non-root process receives that message from one neighbour, stores it, and forwards it to the
other neighbour. In this way, finally, all processes receive
the message of the root after p/2 steps.

Allreduce
Allreduce is a global reduction operation where the result
is returned to all the processes taking part. Our implementation consists of a reduction to one process followed
by a broadcast of the result to the remaining processes.
For the reduction operation to one process, p processes
(0, . . . , p−1) are considered to be arranged in a ring where
process (p − 1)/2 is the centre of the ring (root). The reduction to the root proceeds as follows. Process 0 sends
its data to its right neighbour, process 1. This one combines the two operands and forwards the result to its right
neighbour, process 2. This is repeated until the partial result arrives on the root. Similarly, the same procedure is
performed starting with process p − 1 which sends its data
to the left neighbour, process p − 2. Finally, the root reduces the two incoming operands to one result. This reduction phase takes p/2 steps. In the second phase, the
result is broadcast from the root to all processes using the
broadcast algorithm described above (p/2 steps). Thus,
our implementation of Allreduce takes p steps and avoids
Ethernet communication.

5

Conclusion

QPACE is a special purpose supercomputer which was designed with focus on power efficiency. In this respect, this
work investigated approaches for making QPACE available to a broader range of HPC applications. For that reason the High Performance Linpack was chosen as representative of some class of applications. After an overview
of the QPACE architecture and the low-level programming interface to the 3D torus interconnect, the requirements of HPL were identified. Based on that it was decided to use the HPL version optimized for IBM QS22
Blades as starting point for porting HPL to QPACE. To
enable efficient MPI communication over the torus network, the SPE-centric communication model of QPACE
had to be changed to a PPE-centric one. Hence, the torus
low-level communication interface was adapted to enable
main memory to main memory (PPE-centric) instead of
local store to local store (SPE-centric) message transfers.
Regarding this, to reduce correlation between user program and communication library the logic design of the
network processor was modified. Particularly, a DMA engine was added which fetches the payload from main memory before it is sent over the torus network. In this way,
the DMAE frees the PPE from additional communication
overhead, however, at the expense of an increase in message transfer latencies for message sizes ≤16 K. Based on
the new torus programming interface, the Open MPI library was ported to QPACE. That means, a new BTL component, called tnw, was developed which enables Open
MPI to use the torus network. Furthermore, due to message

size and alignment restrictions caused by the network processor, Open MPI’s RDMA Pipeline protocol was adapted
to allow zero copy data transfers between neighbouring
node cards. Finally, to reduce slow Gigabit Ethernet communication in HPL, the collective operations that occur in
HPL were optimized for the torus interconnect.
All the steps above eventually have contributed to successful runs of HPL on QPACE and the Green 500 award
(Nov. 2009) of QPACE as the most energy-efficient supercomputer. In essence, although being a special purpose
supercomputer, QPACE has been made available to calculations as performed by HPL which are common in the
area of HPC. Although, for reasons discussed above, the
DMA engine was chosen, in future work we plan to investigate sending from main memory via local store using the
original network processor design.
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Abstract
This paper introduces to hybrid computing systems in their current state and their foreseeable developments. An approach is presented which allows to design applications that efficiently utilize such parallel and highly heterogeneous
systems. Thread level parallelism is stretched to apply concepts from hardware design at the algorithm level to software
development.

A Hybrid Computing System (HCS) is understood to be
the combination of a standard CPU and an accelerator device like Field Programmable Gate Arrays (FPGAs) or
Graphic Processing Units (GPUs). The accelerator device
in this context is seen as an extension to the system, and as
such is most often provided as a separate device on an extension card, which can be plugged into a system. FPGAs
and GPUs are most promising to become good accelerators
because they introduce a higher degree of parallelism into
a system compared to an additional CPU core.
Commercial supercomputing systems using FPGAs are the
now discontinued XD1 (see [1]) and the XR1 Reconfigurable Processing Blade for XT3 through XT5 systems (see
[2]), all by Cray. The RASC RC100 Blade is a similar extension by SGI for its Altix 4700 system (see [3]). Convey
Computers has introduced its HC-1 system following the
concept of hybrid-core computers (see [18]). They combine a x86 CPU with a FPGA and provide configurations
for the FPGA. These configurations add special instructions to the x86-instruction set allowing an easier use of
accelerating hardware. Cray has also introduced the CX1
Computing Blade, which adds an NVIDIA Tesla GPU to
the system (see [4]). Besides the products for supercomputing, a lot of PCI extension cards for ordinary personal
computers are available. Thus it is very easy to put together and start working with a hybrid computing system.
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1.1

QDR

An introduction to existing hybrid systems and their programming infrastructures is given in this section. The
terms hybrid system and heterogeneous system are separated from each other and future developments are summarized.

QDR

Hybrid Computing Systems

FPGA

RapidArray

1

As the accelerator devices are not built following common
CPU architectures, programs can not be developed with a
standard programming language. Using FPGAs, one will
have to do design work at the register transfer level (RTL)
using hardware description languages like VHDL or Verilog. Solutions for hardware configuring, C-like, synthesizable languages are also available, for example Mitron C
by Mitrionics (see [5]). Programming GPUs is a little easier, as libraries are more related to well known programming languages. The most prominent is the Compute Unified Device Architecture (CUDA) by NVIDIA (see [6]).
Suchlike tools and libraries do not eliminate the pitfalls of
parallel programming.

RAP

Core 1 Core 2
Proc A

Core 1 Core 2
Proc B
RAP

Figure 1 Logical view of a Cray XD1 node. The FPGA is
interconnected with the processors and the memory via a
proprietary HyperTransport implementation RapidArray.
The RapidArray also interconnects with other nodes in a
XD1 cluster system.

Figure 1 illustrates the system architecture of a Cray XD1
system which is quite representative of accelerator extended hybrid computing systems. Because the accelerators are separate devices, their input data and output data
have to be transferred from and into the system's memory,
respectively. Usually GPUs and FPGAs are mapped into
the memory address space. Thus, copying one memory
section into another interfaces the accelerator. Though the
bandwidth for this communication ranges between 1.6 and
6.4 Gigabytes per second for Cray's XD1, [1], and XR1,
[2], respectively, it still forms a bottleneck which has to be
taken into account in the application design process.
In general terms, we distinguish hybrid computing systems
from heterogeneous computing systems: While we consider combinations of CPUs of different instruction set architectures or flavors thereof to be heterogeneous systems,
a hybrid system combines a different class of processing
element with a CPU. As this is not a black and white kind
of distinction, system classification may lead to discussion.

1.2

Future Developments

Over the last decades the computing world has seen a development from simple to more complex CPUs, capable of
multi threading, superscalarity, vector processing, caching,
branch prediction, and so on. Computing power has been
identified to be increased by parallel execution in a very
early stage, which led to vector computers and later cluster
computers. In recent years parallelism of computation has
been brought onto a single die by introducing multi-core
processors. While there has been work on heterogeneous
cluster computers, multi-core processors are mainly homogeneous in their structure. A still exotic, though well distributed heterogeneous multi-core architecture is the Cell
Broadband Engine by IBM (see [7]). It has generated interest in the scientific community and powers the fastest
supercomputer in the world (see [8]).
AMD has published a white paper on its Fusion project
(see [9]). It discusses the possibility of hybrid multi-core
chips, comprising standard CPUs, GPUs, and/or other accelerator cores. It is presented as a logical step following
the development from the single core processor to the homogeneous multi-core processor. Hybrid systems would
develop in a similar way as mathematical co-processors
did, when they were included into the standard CPU in the
1980s. This development seems to also be in step with the
Cell BE architecture and its future. And it once again
raises the question, how to handle hybrid/heterogeneous
systems in application design.

2

Application Design

An approach to the application design process for hybrid
compute systems is derived from concepts from hardware
design. These concepts are presented first, similarities with
software applications are outlined secondly. Finally our
approach is presented in detail.

2.1

Hardware Design

When a FPGA in a hybrid computing system is to be used
as a co-processor running the calculations of an algorithm,
a set of hardware design concepts at the algorithm level is
applied to solve the task: The algorithm implementation
usually consists of a control unit and a data path. While the
control unit coordinates the execution of the calculations
depending on external and internal signals, the data path
implements the actual computations. A co-processor system will also have to incorporate a communication unit to
handle transfers to and from the host.
Ideally, the data to be processed is independent from each
other. This allows to split up calculations into several independent steps. By multiplying the computational units to
the number of independent steps, a pipeline can be set up,
which in the best case allows to execute all steps of the
computation in a clock cycle, hence producing one result
in each clock cycle. These concurrent steps are executed
on different input and their subsequent intermediate data,
respectively. This is referred to as pipelining.
If the device allows to implement more than one set of the
processing elements of a full pipeline, several pipelines
can work in parallel. Alternatively, another pipeline, performing a different calculation, can be implemented. The
first is referred to as superscalarity.
One important feature to make pipelining and superscalarity possible is a register. Registers serve as local memory
for intermediate data, and thus separate one pipeline step
from another.
Data flow graphs (DFGs) are a common tool to illustrate
the dependencies of partial computations in an algorithm
from one another. Each vertex corresponds to an operation
and each edge equals a data transfer, which itself equals a
register implementation, if (in a simplified model) each
operation takes one clock cycle to complete.
The above brief summary is kept at a simple level, which
will still serve us very well in the following. Of course,
pipelining, superscalarity, and registering have become
very elaborate and well understood techniques. A prominent compilation is [10].

2.2

Similarities

The result of the above process is a block with inputs and
outputs. Inside of this block the calculations of the algorithm are performed. Several blocks can also be put together to perform larger algorithms.
In software there are similar features: An application usually consists of a main program which calls several functions. The functions can be written to have interfaces for
input data and output data, respectively. Each function performs a small set of calculations, and several functions are
put together to form a larger computation.

In hardware as well as in software data to be exchanged
between blocks and functions, respectively, has to be buffered in a memory: registers in hardware, variables or
memory sections in software.

function’s overall runtime. This will give the heterogeneous application’s scheduling.
THR

A software application to be used in a parallel environment
needs to synchronize its steps of computation, i.e. if different threads in a homogeneous multi-core system or different nodes in a homogeneous cluster perform different
functions of the overall algorithm or work on different
parts of the input data, their completion has to be communicated to a coordinating process together with the individual results. Though not bound to an oscillator, these
synchronization steps can be seen as a kind of system
clock, which becomes most easiest to see with barrierbased synchronization.

2.3

Approach

This paper's approach is to adapt the simplified concepts of
hardware design to the function level design of software
applications for hybrid computing systems. As this approach is applied at a pure software level it is neither limited to the number of accelerator cores nor to their incorporation into the system, be it multiple nodes or multiple
cores.
The basic step is to fragment the application into subtasks.
Each subtask can be implemented in a function, which at
the same time defines the data interface to the subtask.
Within a function no intermediate data from other subtasks
must be used. As a result of this fragmentation, the application can be represented as a graph similar to data flow
graphs as used in hardware design. Each vertex stands for
a function and each edge represents a data transfer, which
in terms of software corresponds to storage in memory.
The degree of the fragmentation of the application can be
improved if, for example, data dependencies are resolved
by data duplication and/or by reordering subtasks.
As a result of the fragmentation and the separation of the
subtasks by memory buffering, each function can be analyzed apart from the other functions. The analysis of the
function's operations may indicate a predomination of
floating point operations, bit level manipulations, or control oriented operations to give three exemplary types.
Each of these types of computations is best be implemented on a GPU, a FPGA, or a CPU, respectively. If one
of these cores is available, it can be used within the function, hiding the accelerator usage from the main program.
During the development process all functions maybe executed on a CPU to test and debug the application’s correct
behavior. A pure CPU-based application can then be used
to identify functions which are most reasonable to be accelerated, i.e. those functions are identified on which most
of the compute time is spent. Once these functions have
been implemented to be run on a GPU or a FPGA, further
analysis has to be undertaken to arrange and setup the
functions into well balanced pipeline stages regarding a
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Figure 2 Programming view of a node of a FPGAextended XD1 system. A CPU core exclusively hosts an
accelerator core.
Because the accelerators are usually interfaced using
memory transfer operations, we intend to exclusively host
an accelerator by one CPU core. If the cores' activities are
encapsulated in a single thread each, a set of hardware related threads is obtained. Figure 2 illustrates the programming view of a XD1 node, abstracted this way.
By the rearrangement of the application into functions, the
execution of the overall application becomes a problem of
allocating the execution of single functions to the hardware
related threads. Some of these allocations may be constrained by the use of specific cores inside of some functions. Generally, the problem can now be solved like in
hardware design: Functions to be executed using a FPGA
are allocated to run on such a FPGA-related thread, just as
additions are allocated to an arithmetic-logic unit in hardware design. In addition, scheduling and optimization algorithms together with techniques like pipelining can be
applied to the set of functions.

3

Design Concept Example

According to the approach presented in the previous section, the following describes its application to a ray tracing
sample application in detail.

3.1

Ray Tracing

Ray Tracing is well understood and a household example
for parallelization. The ray tracer used and modified in the
following is based on [11]. Ray tracing is the simulation of
geometrical optics. To generate an image, a ray is modeled
for each pixel of the image. Together with a set of objects,
intersections of the ray with the objects can be calculated.
The nearest, non-obscured hit point is identified and colored according to the object's surface material. The material is modeled as well, considering its color and reflective
properties. In addition to objects, light sources are also de-

Figure 3 The sample ray traced scenery. The point lights are visible indirectly only.
fined and secondary rays are generated to test if hit points
are shadowed by other objects or illuminated by the lights.
Based on a skeleton ray tracer from [11], random based
sampling, perspective viewing, specular reflection, shadows, ambient occlusion, point lights, and simple texture
mapping are implemented in a C++ based program. The
set of depicted objects, the “world” comprises a checkerboard plane, spheres, boxes, ambient light and two point
lights. See Figure 3 to get an impression.
The application makes extensive use of object oriented
modeling of rays, geometric entities, and properties'
mathematical representation. This definitely makes it easier to program and understand ray tracing, but from a computational analysis driven point of view the number and
true sequence of single computations are obscured. Additionally, one ray is traced completely after another. Parallelization in the traditional way can hence be easily implemented at this stage.

3.2

Application’s Flow Analysis

In the C++ implementation the shading of a pixel is obtained by first generating a scattered set of rays. The mean
of their individual colors is finally calculated to give the
resulting pixel color. For each ray, intersections with the
objects are looked for. If there is no intersection a background color is returned. The nearest, non-obscured intersection is forwarded to a shader. Necessary data for further
calculations are the hit points coordinates, the normal in
the hit point, and the hit object's material. Some of these
are direct object properties or trigger further calculations.
For each hit point a random, hemisphere-based direction is

taken to form a first shadow ray. If the shadow ray intersects with one of the objects, no ambient light reaches the
hit point. (The ambient light merely is a brightness factor
to the color.) In a further step, shadow rays are generated
for each point light. Their directions are the vectors from
the hit point to the light. Again they are tested for intersections with the objects, indicating a light or shadow on the
hit point. If the hit point receives full illumination its material's properties describing functions are evaluated. If a reflective surface is hit a reflected ray is composed. The
complete tracer algorithm is performed on the reflected ray
in a recursive call. The color of the reflected ray adds a
color component to the material color property. The resulting color is added to the ambient color, giving the final
colorization of the initial input ray.

3.3

Modifications of the Application

The sample application presented in this section is aimed
to run on a Cray XD1 system. Cray provides a C application programming interface to implement the communication between the host node and a FPGA. In order to additionally overcome the little drawbacks from an object oriented C++ implementation, the modified rendering algorithm is implemented in a C function. This also makes a
cleaner cut between our work and the ray tracers framework, which handles displaying the image and a user interface.
As described in Section 1.1, there still is a bottleneck
when communicating with the accelerator, the FPGA in
our case. So in order to achieve good performances, relatively large data chunks have to be transferred to the
FPGA. Hence, we do not handle each ray by itself but a set

of rays. We split the image to be generated into several
tiles and apply the sequence of steps of ray tracing as described in Section 3.2 on the rays of the tile.
The initial rays of a tile and the subsequent intermediate
results are stored in memory sections of data structures (C
structs). The data structures replace the objects' instances.
The use of memory sections enable a consecutive data
streaming memory, and hence, when communicating with
the FPGA. Using pointers to the starts of the memory sections, it is easy to pass the data to functions or to initiate a
block memory transfer to the accelerator device.
The rays of a tile are traced the following way: 1) The current depth is checked, to terminate a recursion triggered by
perfectly reflective surfaces. The background color is returned in case of termination. 2) For all objects the according hit functions are evaluated, and all of a ray's hit points
are returned. During write-back the distance of the hit
point from the camera is compared to previously computed
hit points. This returns the closest, and hence, visible hit
point. 3) The background color is applied to rays that do
not intersect with any object. The intersecting rays are colored following the ambient occlusion scheme for a basic
colorization: 4) Hemisphere-based randomly scattered
shadow rays are generated and 5) intersected with the objects. The test for intersections of the shadow rays with the
objects is of less computational complexity. Only the boolean result is needed, sparing out the calculation of the coordinates of the hit point. During write-back the shadow
ray intersections of all objects are condensed to give one
value. 6) Following the results, a basic color is calculated
depending on the object's material the initial ray visibly
intersects with. 7) The directions of incidence and the
products with the normals in the hit points are calculated
for all further non-ambient lights, i.e. in our case point
lights. 8) Again, for each further light shadow rays are
generated, 9) intersected with the objects, and condensed
to one result. 10) The calculation of the rays' colors is
started. It depends on the colors of the point lights and the
material the initial ray hits. The material's properties functions are evaluated in this step. 11) As a preparation for
recursive calls, the additional and the basic coloring of an
initial ray are put together. For rays which hit a reflective
object, 12), a preliminary color contribution of the reflective surface and a reflected ray is calculated and stored. 13)
In a recursive call the reflected rays are treated as another
set of input rays with an increased depth. The traced reflected rays, the preliminary colorization of reflective surfaces, and the preliminary results from 11) are merged to
give the overall result, 14). The whole algorithm is depicted as a DFG in Figure 4.

4

Discussion

An overview on related work is given in this section. We
try to review our work from a neutral point of view and
briefly summarize our upcoming work.

4.1

Related Work

A ray tracing implementation for the Cell Broadband Engine by IBM is presented in [13]. The Cell BE architecture
and ray tracing itself are discussed in detail. A trade-off is
derived from the conflicts of the heterogeneous architecture and the ray tracing algorithm. Though a streamoriented application should be favored, the characteristics
of ray tracing make a homogeneous approach more attractive. However, nearly an order of magnitude of traversal
performance is achieved compared with an Opteron CPU.
The paper discusses some difficulties, that we are expecting to face in similar forms with our work too. In another
earlier study, the mapping of ray tracing onto a GPU is
analyzed. As a result, [14] proofs the feasibility of such an
implementation.
The work most related to ours is presented in [15], [16],
and [17]. A new type of thread is introduced as an extension to operating systems. The hardware threads (hthreads)
are intended to seamlessly be executed on a CPU/FPGA
hybrid system. Communication and scheduling OS routines are implemented in the kernel as well as the reconfigurable hardware device. They also share our intention to
exploit thread level parallelism in hybrid systems. In contrast to this work, we do not intend to make changes to the
operating system or even to move parts of OS primitives
into the accelerator device. This way will maintain a
higher flexibility choosing the accelerator. It will also allow a higher degree of heterogeneity in a hybrid system.
The cited work on the other hand is bound to FPGAs as
accelerators. Being bound to a single accelerator type, they
also intend to generate the FPGA configuration from a
hthread's C code. We do not intend to go into this field of
research and see our goals in the optimization of the exploitation of thread level parallelism on heterogeneous
cores.
Intel presented the Larrabee architecture in [12]. Their approach is to combine multiple x86-based CPU cores with a
vector processing unit and graphic processing specific
fixed function logic. The architecture can be seen as a mixture of CPU and GPU architectures. High parallel throughput will be possible using x86-based programming. Larrabee appears to be a general overhaul of computer architecture instead of a modular composition of different cores.
As with the Cell BE, we expect extensive evaluations to be
presented to the community.

4.2

Review

Inserting and using memory sections for a tile of initial
rays and the subsequent intermediate data obviously results
in heavy memory usage. Swapping needs to be prevented
to achieve acceptable performances. The memory penalty
the fragmentation of the application in subtasks causes can
be fine tuned by the size of the tile. One should keep in
mind that the tile should not be too small in order not to be
caught up by communication latencies.
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Figure 4 Data flow oriented visualization of the ray tracing algorithm. The numbered circles refer to the steps described in Section 3.3. The grey boxes represent memory sections. For the sake of better visualization loop-like
repetitions are marked accordingly.

Working with C and the heavy use of pointers require a lot
of attention by the programmer. The programmer has to
keep track of data locations and their organization in
memory. But this can be a good preparation prior to working with the FPGA. The FPGA design is done on the RTL
and binds the developer to such a very low level.

4.3

Outlook

So far we have implemented ray tracing as a sequence of
subtasks according to an approach derived from hardware
design. As a next step some subtasks will be put onto the
FPGA. Following steps will be to set up a pipeline of the
subtasks and their multiple implementation following the
concept of superscalarity. The resources for this step are
not strictly limited: Hybrid systems, being multi-core or
extension board-based, can be formed into clusters, thus
allowing to use several accelerators in a single application.
Detailed strategies to efficiently fragment and allocate the
functions to threads will have to be developed. System requirements may also result from a detailed performance
analysis.
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Abstract
We present an approach to a scalable and extensible processor architecture with inherent parallelism named synZEN. One
aim was to create a synthesizable application specific processor which can be mapped to an FPGA. Besides architectural
features like the interconnection network for flexible data transport and synZEN units with communication managing
interface we give an overview of the programming model, show basic operation design and depict assembler notations to
program these architecture. The paper closes with a brief toolchain overview and some synthesis results that support our
design decisions.

1. Introduction
1.1. Motivation
One major challenge in electronic design automation is
to generate hardware descriptions from software descriptions. Most commonly it is justified with hardware software codesign or with complexity of given specifications.
Many researchers try to cope with this challenge with derived software languages [1] which often implies subsets
of them or extensions (e.g. in form of libraries) to avoid
widely known problems (e.g. pointer analysis) of hardware synthesis from software language descriptions. But
those compromises lead to scattered developer landscape
and loss of implementations from software engineers.
Therefore we develop a structure aware framework [2]
based on runtime analysis which automatically partitions
given software implementation and maps it to different targets.
We searched for an application specific processor as one
of those targets that fulfills the following constraints: It
should be flexible, extensible, scalable, and support for instruction level parallelism. Beside the architectural features it should be synthesizable to FPGAs. Our investigations lead us to the synZEN architecture described in this
paper.
In the second part of this section we will give an overview
of configurable architectures and a brief introduction of the
presented architecture synZEN. In the following sections 2
and 3 main components of the architecture are presented in
more detail. In section 4 a complete overview of synthesis
and programming toolchain is given. A brief programming model overview can be found in section 5. In section
6 first results are presented. Finally the paper closes with
a conclusion.

1.2. Background
There are several commercial soft IP processors for FPGAs on the market: ARM Cortex M1 [3], Altera NIOS
[5] and Xilinx MicroBlaze [4]. Even though there were
different intentions to offer them - for the first to make the
ARM architecture available on even more development
channels, the latter to offer a complete digital design system to developers using respective FPGAs - they have in
common that they are RISC based and only have limited
configuration capabilities (e.g. optional FPU) per core.
Although ρ-VEX [8] is a very practical approach to realize
a reconfigurable and extensible softcore VLIW processor, parallelism is limited by instruction width. Extensible
parallelism is offered by [7]. This co-processor provides
complex vectorization capabilities but cannot handle non
SIMD-like parallelism. Transport triggered architectures
(TTA) [6] are extensible and scale in parallelism because
of their dataflow character. Drawbacks of this attribute are
a lack of possibility to use more complex function units
as well as inherent storing capabilities to relax scheduling
issues.

1.3. Architecture
In figure 1 the top level structure of an exemplary synZEN
implementation is shown. The central and most significant
component is the interconnection network (ICN) which resembles of TTA networks. In fact there are a lot of similarities. Horizontal lines indicate busses. The number of
busses are in accordance with the maximal number of concurrent data movements respective parallelism. Data transports are triggered by transport operations which select
source and destination synZEN units. Per bus one transport operation is needed and current transport operations
are stored in instruction register (IR) indicated at the left
side of figure 1.
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Figure 1: synZEN overview: There are three main components: on the left the instruction register, in the middle the
connection network, above and below the network synZEN
units for data operations.
Functionality of a particular implementation depends on
functionality of synZEN units attached to ICN. Beside binary operations and branch units, load and store units are
also possible as well as dedicated registerfiles. To extend
functionality one only has to connect another synZEN unit
to the ICN. As depicted in figure 1 sparse connection matrices are possible and should be preferred, because there
is no necessity to use fully connected networks with prohibitive costs.
By now the datapath consists of a two stage pipeline with
registers at input ports and output ports. Pipeline conflicts
have to be resolved by program code with e.g. delay slots.
Hardware solutions like interlocking and bypassing are not
practicable. Especially the latter would lead to exploding
hardware costs because of the vast number of connection
paths through inter connection network. In spite of the cutbacks of pipelining it is necessary for control logic.

unit part. For every operation in the application there has
to be at least one synZEN unit with function unit part that
can perform this operation. Function units which can perform several instructions are possible because operations
contain control bits reserved for operation codes. Besides
the need for interoperation with the interface part of the
synZEN unit there are no other constraints for these function units.
Second there is the synZEN unit interface part. This component has to deal with several different tasks. On the
communication side all datapaths of a synZEN unit from
or to interconnection network (net) or other synZEN units
(lnkin , lnkout ) has to pass through the interface. Furthermore it contains the 16-entry output registerfile with one
write port for the function unit results and one read port
for access from interconnection network. From top level
view the registerfiles can be used as distributed memory
that scales with the number of connected synZEN units.
Two of the entries have a special meaning, but can be used
as the other 14 in general manner as well:
The labeled entries acc/Re and lnk/Rf can be accessed separately from the general read port. While acc is directly
connected to entries of same synZEN unit lnk can be connected to the entries of another synZEN unit.
At last the interface gets control data from operations and
distributes them to the different components (highlighted
by dashed lines):
• select signals for datasources at entry register of the
function unit (Data Transfer Mode)
• pass on operation code to the function unit
• address read and write ports of the output registerfile

2. synZEN Unit
2.1. Structure and Datapath
As shown in figure 2 synZEN units can be divided into two
main components.
net

net

The easiest way to reduce the interconnection network
complexity is to reduce data traffic and substitute a network with a sparse version. To use alternative data paths
different modes were implemented.

net

lnk in
CTRL
rir

lir

2.2. Data Transfer Mode

32

0
32

32

2.2.1. Net Mode
e
f

acc
lnk

32

Function Unit

lnk out

Interface

Figure 2: synZEN unit structure and datapath: A simplified version of synZEN unit datapath is depicted. Both
main components are shown: function unit and interface.
The latter manage communication with interconnection
network (net ports) and dataflow control. Additionally it
contains result registerfile with special purpose registers
(acc,lnk).
First and emphasized in grey in the figure is the function

It is the standard data transportation method. If there is
no other optimized possibility to transport data from one
unit to another a transport operation has to pass this data
through the interconnection network.
2.2.2. ACC Mode
The behavior of a synZEN unit is switched to that of a 1address-machine (respectively accumulator). Therefor the
control logic in the synZEN unit interface has to set the entry of one of the inputs to the accumulator shadow register
(acc).

2.2.3. Link Mode

An empirical proven general cost function for data transport networks is shown below:

It is possible to connect the link shadow register (lnk) of a
unit to another at configuration time. With the help of that
link data can bypass the interconnection network and consequently relax data traffic in the interconnection network.
These links enable virtual grouping (or chaining) synZEN
units and realize polyadic operation units.

Cnet

=

bus 
X
i=1

+

in 
X
i=1

cbus + nbus · 2dlog2 mbus (i)+1e
cin + nin · 2dlog2 min (i)+1e





2.2.4. Hold Mode
This mode is implemented for sequential operations with
constant operands. The current content of the input register is held. It is only allowed to activate hold mode on one
of the inputs.
net

net

*
#1

+

acc
lnk

The cost function Cnet mainly depends on the three parameters of the synZEN processor: number of busses (bus) and
unit inputs (in). Each partial cost function is structured
very similar. To reduce costs you can either reduce the
number of connection nodes (mx ) or constant respective
variable costs (cx , nx ). The former leads to sparse networks
- one goal of reducing network traffic by use of alternative
data transfer modes - the latter can be achieved by reducing
the number of signals per port.
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Figure 3: In this figure two chained synZEN units of different functionality are shown. The marked datapathes
show possibilities given by the use of different data transfer
modes.
In figure 3 the use of different modes is depicted. In this
example data flow of a multiply accumulate operation
A=A+B∗C
which is often used in signal processing applications is
highlighted red. There are two synZEN units. The left
performs a multiplication and the right one an addition/accumulation. Both inputs of the left synZEN unit are in net
mode, while the left entry of unit #2 is in link mode and the
right in accumulate mode. Instead of using four transport
operations stressing the interconnection network only two
operations are necessary.

3. Network and Operations
With FPGAs as primary target architecture for synZEN
processors the use of multiplexer based networks is inevitable. We investigate two different approaches for top
level network architecture. First a unified approach similar
to TTA where control and transport communications are
combined in one network. Second we investigate a split
approach where data transport and communication infrastructure are separated. A comparison of both approaches
exceeds the scope of this paper. We present the split approach which is superior in hardware cost and programming model.
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Figure 4: Figures show the structure of synZEN unit (4a)
in split networks, transport operation (4b) that routes data
through ICN and control operation (4c) which is needed by
every synZEN unit.
Figure 4a depicts the control handling scheme in synZEN
units using an infrastructure separated from ICN. There
is no dependency between control signals and data transports.
Bit width of transport operation shown in figure 4b depends on address space of sources and destinations connected by busses in ICN. One transport operation is composed of source address and destination address. In the
shown example first two bits TO[0:1] are source and last
three bits TO[2:4] destination address. Most synZEN units
represent dyadic functions. Therefore there are more destinations than sources which can be addressed by transport
operation which leads to asymmetric segmentation of these
operations.
The control operation (fig. 4c) conjuncts all control vectors
needed by synZEN units. The different control bits encode
from least to most significant bit: data transfer mode for
left and right port (CO[0:1] and CO[2:3]), result registerfile write address (CO[4:7]) and read address (CO[8:11]),
and function unit operation code (CO[12:15]).
Beside obvious advantages like much smaller networks
contrary to unified networks (control operations can be
transferred peer to peer) other enhancements (like an ubiquitous MOVE-immediate instruction) can be realized.

4. Toolchain
The initial interconnection network (ICN) description can
be generated in two independent ways. As shown in figure
5 you can either use java classes to program net architecture and generate XML descriptions (JavaGen) or use a
tool that can visualize given net descriptions and even create or modify net descriptions with graphical user interface
(NetView, NetEdit).
4.3 extended Toolchain
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Listing 1 shows a short extract from an assembly program
computing fibonacci numbers. Transport operations are
shown as well as control operations of synZEN units connected by the transport operations. The assembly code
was generated for the synZEN instance shown in figure
1 which was generated especially for computation of fibonacci numbers.
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tions there is an imperative need for an assembly language.
We developed a context free assembly language and an assembler with a parser frontend generated by JavaCC.
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Figure 5: synZEN toolchain is shown: In the upper left
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you can see different
tools to generate net architecture
specifications. Together
with assembler code and function
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units and operation codes belonging to it the net specifications are consumed by core tools (highlighted by blue
1
background) to generate VHDL descriptions of synZEN
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instances.
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{ // transport operations
BUSA : SU5_O0 , SU0_I0 ;
BUSG : SU5_O0 , SU1_I0 ;
...
// control operations
SU0 : NET−HLD, R0 , R0 .MUL;
SU5 : NOP, R1 ;
SU1 : NET−HLD, R0 , R0 .MUL;
...
}

S8
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S2

Listing 1: Extract from an assembly program computing
fibonacci numbers.
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The created XML-description is consumed by the Javabased tool gennet. It parses XML files and creates Java
data structures to perform consistency checks and computes network features like control signal width or multiplexer and encoder amount. Control information repre7
sented as hash tables are handed out as XML file (Allocation). Net structure information is generated as VHDL
descriptions. The VHDL descriptions contain the whole
ICN and instances of every connected synZEN unit.
The Assembler obtains information, to generate machine code from assembly descriptions from two different
sources. It gets control information from gennet as mentioned above. Operation codes for used function units are
delivered by a database. It depends on net organization
form (split vs. unified) whether one bit file is generated for
each bus or additional one for each function unit.
The linker binds bit files, VHDL net description and function unit components (semi automatically), and creates
VHDL description of whole synZEN architecture which is
consumed by third party tool (in figure 5 xst from Xilinx).
The depicted database in bottom of figure 5 contains function units and corresponding operation code. The only
criterion function units have to satisfy is that they can be
wrapped by the above-mentioned synZEN unit interface.

5. Programming Model
With every new synZEN instance resource allocation is
changing, too. In addition to that there are several transport and control operations per cycle because of the massive parallelism of the architecture. Caused by these condi-

Curly braces in Line 1 and 10 mark scope for all parallel
operations started at the same time step. Every operation
is noted in a single line ended by semicolon. Transport
and control operations are not strictly separated but differ
by discriminative labels in front of the line (BUSx, SUx).
These labels which are separated by colon from the rest
of the operation contain a unique identifier to exactly select component. For every single component is only one
operation during one period allowed.
The structure of transport operations is plain simple as the
respective machine code. Beside the mentioned label there
are descriptors for source address as well as destination
address. The code in line 2 can be read as: a date is sent
through bus A from first output port of synZEN unit #5 to
first input port of synZEN unit #0.
Control operations are more complex in structure and with
variable number of elements. The operations in line 6 and
line 8 show exactly the same operation setting for synZEN
unit #0 as well as #1: The first input register gets its data
from ICN while value in the second input register is held.
The output port reads its data from register 0 (R0) and the
result of performed operation (MUL) is written to register 0
(R0).
The control operation in line 7 shows a special case: No
Operation (NOP) has a parameter. Even if a unit (in
this case #5) should not perform an operation there has to
be the ability for transport operations to access data from
result register to profit from distributed registerfiles - one
main feature of this architecture. In the example shown
in listing 1 even two transport operations access the output
port of synZEN unit #5 which is synonymous to a multicast
access.

6. Results
Synthesis is performed by the commercial tool Xilinx XST
version 9.2i for Xilinx Spartan 3A DSP 3400 (xc3sd3400a4-fg676) FPGAs. Tests in this section were run on a Intel
Xeon 3.0 GHz with 4 MB Cache and 32 GB main memory
running ubuntu linux with kernel version 2.6.24.
#
1
2
3
4
5
6
1
2
3
4
5
6

#unit

#bus

8

16

12

24

8

16

12

24

dst.
4
8
11
6
8
12
4
8
11
6
8
12

src.
slices
longest path
Unified Network
2
6%
13,4ns
4
12%
15,0ns
6
19%
18,8ns
3
14%
12,6ns
4
17%
15,3ns
6
29%
19,2ns
Split Network
2
5%
11,4ns
4
9%
12,8ns
6
16%
18,9ns
3
11%
12,4ns
4
14%
12,8ns
6
24%
20,1ns

synth. time
0m37.684s
1m34.687s
3m40.005s
2m12.813s
2m10.118s
8m53.159s
0m26.821s
0m54.085s
2m23.957s
1m54.780s
1m20.329s
5m05.724s

with regard to costs. Furthermore we could introduce
synZEN unit techniques to relieve data traffic load on ICN.
Additionally we showed the synZEN generation toolchain.
With help of [2] we will analyze applications to specify
synZEN features in future work.
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Abstract
A key challenge in system design whether for high performance computing or in embedded systems is to automatically
partition software on the thread level for target architectures like multi-core, heterogeneous, or even hardware/software
co-design systems. Similar to the techniques employed on the instruction level, the inter-procedural data flow in a software
system is an essential property for identifying global data dependencies and hence extracting tasks or exploiting coarse
grained parallelism. Also, detailed insight into the global data flow in quantity and its dynamics is vital to precisely
estimate interconnect resources demands (e.g. bandwidth, latency) in distributed or embedded, heterogeneous target
environments. This paper presents a novel approach to quantitative, global dataflow analysis based on a virtual instruction
set architecture, which allows precise investigation of interprocedural dataflow over time of complex software system
from the atomic to the transactional level. The introduced analysis system LLILA is part of the Synphony HW/SW
co-design framework and can be used to evaluate the quality of system partitioning.

1. Introduction
One of the main challenges in system level design whether
for high performance computing or in embedded systems is to partition software for target architectures like
multi-core, heterogeneous, or even hardware/software
co-design systems. To achieve optimal partitioning of a
complex program systems onto potentially heterogeneous
hardware resources it is mandatory to have in depth
knowledge of its runtime behaviour at an early stage in
the design flow: Typical characteristics of interest include
computational complexity of individual portions of the
system (hot spot analysis), potential regions of thread level
parallelisms as well as a full understanding of the intraand interprocedural data flow in quality and quantity.
The latter is of crucial importance for the partitioning
process onto heterogeneous hardware in order to be able
to estimate point to point bandwidth needs, timing and
latency in module to module as well as module to global
memory communication.

2. Related Work
Dealing with interprocedural dataflow and thread level
parallelism in a complex software system can be accomplished in a number of ways: The explicit way
requires a priori knowledge and forces the designer to
model parallelism and communication using language
or library primitives. A large number of languages and
methodologies have been conceived for this purpose. An
alternative approach is to examine the system’s runtime
behaviour and to extract the desired information.
Dedicated Languages. In system level design traditional
high level programming languages such as C or C++ still
represent the smallest common denominator. SystemC

[10] has evolved to a de facto hardware / software codesign standard for modeling and simulating complex
hardware and software systems in unison at the architectural level. In this context Transaction Level Modeling
plays an important role in co-design since it allows early
and efficient evaluation of system architectures due to
the high level of abstraction in inter-module communication. Normally SystemC models have to be coded
manually for each architectural variant which includes
the capsulation of the C or C++ application subject to
the design process in individual modules and setting up
the communication topology by creating channels on top
of which transactions can take place. Yet, in order to do
the latter the designer must have a priori knowledge of
the programs’s communication behaviour and explicitly
model the topology. Other dedicated Co-design languages
such as HandleC, SiliconC, SA-C [12] or StreamC also
leave the task of application partitioning up to the designer.
Instruction Set Simulation. A common approach to
analyze static and dynamic properties of a program
system or algorithm is simulating its implementation on
a specific instruction set architecture. There is a broad
spectrum of ISA simulation techniques ranging from the
extremely flexible but slow interpretive approach to fast,
efficient compiling simulators. A prominent member of
the category mentioned first is SimpleScalar [6]. Increased
simulation performance can be expected from Shade [2],
Embra [3] and FastSim [5] employing dynamic binary
translation as well as event buffering techniques. The
majority of system design frameworks in the hardware
software Co-design community such as FACILE, SimnML, ISDL, LISA [7][8][9] and EXPRESSION [13] are
based on these simulators to allow fast, quantitative evaluation of particular architecture in a Co-design scenario.

Binary Decompilation and Augmentation. Other analysis approaches allow execution on application specific
hardware for certain parts of the software and vice versa.
This can be accomplished at binary level [11] e.g. by
extracting computationally expensive kernels and moving
them to application specific Co-processors. Another approach to gather runtime communication information from
the binary level is the Augmint Toolkit [14], which instruments x86 binaries with profiling code whenever transfers
to and from memory are issued.

i0
ic−1

Computational Model. The aim of this work is to automatically uncover thread level parallelism in a program
system as well as to identify program regions suitable for
software pipelining. On the basic block level this would
be the equivalent to the identification of instruction level
parallelism as defined by an operation’s data dependencies
and data lifetime which is normally computed by static
dataflow analysis. In order to ’transport’ parallelization
techniques found on the instruction level to the program
level, we propose an alternate view on the program system
as a whole which involves two aspects:
1. Functions or rather function instances of the call
graph as monolitic objects of computation are broken
down into function slices, code regions of an individual function which are delimited by subprogram calls,
function entry or exit (e.g. return) points only.
2. The program’s execution hierarchy as described by
the call graph will be flattened out into a single control
flow graph like representation which no longer relates
functions to their callees but rather function slices as
they are executed over time.
A basic block is commonly defined as a sequence of instructions B = {i1 . . . iexit } where only the last instruc-

BS0i
sub

ic : call
ic+1
iN−1

:
...
:

ld
BS1i
ret

Bi

2. Quantitative Dataflow Analysis
The global dataflow analysis environment LLILA presented
in this section employs a virtual instruction set architecture approach to combine static and foremost dynamic
program analysis. In particular it is centered around the
LLVM (Low Level Virtual Machine) [1] which is a compiler framework designed to support program analysis and
transformation for arbitrary programs. The LLVM defines a common, low-level code representation in Static
Single Assignment (SSA) form with a simple, languageindependent type-system that exposes the primitives commonly used to implement high-level language features. In
our work the LLVM has been given preference over other
virtual machines due to its simplicity, the notion of SSA
representation and the possibility to compile and analyze
complex software systems through its seamless integration
into the GNU gcc tool chain. In the following paragraphs
we will outline the computational model used to represent a program system and its interprocedural dataflow in a
canonical fashion and comment on the aspect of structural
aware dataflow analysis.

add

:
...
:
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B4
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Figure 1: (a) Subdivision of a basic block into two block
slices BSi0 and BSi1 by a single call instruction ic , (b)
Grouping basic blocks and basic block slices into function
slices,(c) Function slice viewed as a macroscopic operation
with multiple inbound and outbound dataflow edges.

tion in the sequence can represent a change in control flow.
Exiting instructions are either branch or return instructions
Bexit = {branch, return, ...} which yields a basic block
as B = {IxB |1 ≤ x ≤ n ∧ x = n → Ix ∈ Bexit ∧ x 6=
n → Ix ∈
/ Bexit }. In the context of the LLVM infrastructure, a control flow branch due to a call instruction is
not explicitly handled as a potential exit instruction. Including the call instruction in the set of exiting instruction
Bexit = {call, branch, return}, we obtain a substructure
of a basic block, which in the following will be called a
basic block sequence BS = {IxBS |1 ≤ x ≤ n ∧ x =
n → Ix ∈ Bexit ∧ x 6= n → Ix ∈
/ Bexit }. A basic
block B featuring N call instructions is thus subdivided
into N + 1 slices B = {BSxB |1 ≤ x ≤ |BC| + 1} where
BC = {i|(i ∈ B) ∧ (i ∈ Call)}. In the example in Figure 1a the call instruction ic divides the basic block Bi into
two basic block slices BSi0 and BSi1 .
For the interprocedural dataflow analysis model we will
assume that the smallest unit of macroscopical computational complexity is the sequence of code issued either
between a function’s entry and the first call to a subprogram, between two calls or the last call and the function’s
return statement (the latterwill be referred to as a functional slice F S). Hence, we can define a function’s slice
F S as a set of basic block slices and regular blocks where
FS
F S = {BSx |1 ≤ x ≤ n ∧ x = n → BSx ∈ BSexit
∧ x 6=

FS
FS
n → BSx ∈
/ BSexit
} with BSexit
= {BS|∃I ∈ BS :
(I = Call) ∨ (I = Return)}. The example in Figure
1b depicts a function consisting of five basic blocks where
B1 is split in two subblock BS10 and BS11 . With block B0
being the entry block and B4 being the only exit block, the
function is split into 3 function slices F S1 = {B0 , BS10 },
F S2 = {B0 , B2 , B3 , B4 } and F S3 = {BS11 , B4 }. Dividing a program system on the level of function slices is
made for the following reasons: A function slice F Sij of
function Fi can only depend on a) data local to function Fi (stack objects altered across a slice’s set of basic
blocks), b) basic block local data (data exchanged between
basic block slices BSl and BSm or full basic block Bk and
basic block slice BSm of function slice F Si ) and c) data
referred to by pointers either on stack (possibly owned by
another call node) or heap (global data). Other function
slices F Sj can never depend on modifications made by a
function slice F Si to objects of type a) and b). The main
aspect of this paragraph is the idea, that a functional slice
F Si can only depend on data objects referred to by pointers which are modified by code sequences outside of F Si .
If a function slice F Si should write and read stack or heap
data objects referred to by pointers at the same time, this
can be viewed as a self data dependency of F Si to F Si and
does not count as an external dependency. Consequently a
function slice F Scan be viewed as a macroscopic operation or sequence of instructions which only depends on
data which is computed outside its instructional scope e.g.
other function slices. It takes N arguments and produces
M outputs (this is depicted in Figure 1c):

F S : {i0 × i1 × · · · × iN −1 } → {o0 × o1 × · · · × oM −1 }
A function slice may only depend on basic block local
data Sb if it is entered via a basic block subsequence Bi Sj
and can therefor depend on any preceeding subsequence
BSki , 0 ≤ i < j of BSji . If Sf is the set of function local
data, then a function slice F S will depend on Sf if one of
its basic blocks or basic block subsequences depends on it.
Structural Awareness. In programming languages such
as C and also in the LLVM language infrastructure a
pointer in a function’s argument signature clearly counts
as an inbound dataflow edge just as scalar arguments do.
However, a pointer may refer to a scalar, a compound data
structure or an array of scalars or compounds of possibly
unknown size. This obviously leades to a problem, since
a function slice’s inbound signature should represent the
exact data dependencies down to every scalar data object
consumed by a function slice during runtime. With static
data flow analysis a priori knowledge of the actual number of touched elements of a compound or an array is hard
and often impossible to determine. The situation is shown
in Figure 2 where we assume that a function or function
slice is passed a pointer to a data structure of type Example as defined in Figure 2a. From static analysis one is
able to determine the size of the structure. If during the
function’s or function slice’s course of execution only the
subtrees ST0 (structure element e0 ) and ST1 (e2 array elements 5 to 7), then the effective quantitative data flow and

s t r u c t Example {
i n t e0 ;
i n t e1 ;
char e2 [ 8 ] ;
};
(a)
structure
e0 e1 e2
int
L
ST0

array

int

a0 a1

L
char
L

a5

···
char

···

char

L

a7
char

L

L
ST1

(b)

Figure 2: a) Composite data type Example and b) its tree
representation. The regions marked ST0 and ST1 denote
disjoint subtrees of the data structure due to partial read
access during function or function slice execution. Leaf
nodes marked as “L” contain the actual data.

dependency is substantially different from what the type
data suggests. Additionally, arrays are often allocated at
runtime where the actual size is also not known from static
analysis (e.g. creation of structure element e2 at runtime
via malloc) which further complicates the task of quantitative dataflow analysis. As a consequence, effective quantitative dataflow into a function slice and thus its complete
signature can only be determined by runtime analysis.
The notion of function slices as macroscopic operations
for modeling a program system’s local and foremost global
data exchange shall further be motivated by Figure 3 : In
this example we will assume that two functions on the call
tree solely exchange data via an implicitly known common
data object d referred to by a pointer. The yellow basic
block sequence in Figure 3a shall belong to the calling
function whereas the blue basic block sequence shall
relate to the callee (which makes no further subprogram
calls). The goal is to identify data dependencies between
the caller and the callee via data objects other than can
be determined by static dataflow analysis. We assume
that during program execution the runtime environment
keeps track of which function slice a) alters the state of
stack or heap objects by issuing store instructions and b)
which function slice in turn depends on these alterations
by issuing load instructions on the modified data object. In
the example function slice F S00 is executed first and writes
to data object d thus creating an initial version d0 of it.
Then the flow of execution is turn to the callee by issuing
a call instruction which leads to the execution of function
(slice) F S10 . The latter reads d0 by performing a load
instruction. Before returning the control flow back to the
caller, the callee’s F S10 writes to d thus creating a second
version d1 of it. As the caller continues with function slice
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Figure 3: a) Example of the timely execution of function slices F S00 , F S10 and F S01 belonging to two different callgraph
instances F0 and F1 . Data exchange between the slices is handled implicitly via load and store operations to data object
d in all function slices, b) shows the resulting data dependency between the function slices by read and write correlation
via data object d.
F S01 a read instruction to d. If one correlates the function
slice’s data production and consumption via object d over
execution time, one will receive the - obviously trivial data flow graph depicted in Figure 3b which indicates that
the function slices F S00 , F S10 and F S01 depend on each
other in exactly that order via d. A detailed elaboration
of the methods for correlating functions slices, their read
and write accesses to stack and heap in order to identify interprocedural data dependencies can be found in [15]

3. System Outline
The overall analysis and synthesis flow depicted in Figure
4 consists of a number of stages which will be discussed
in the following. The application’s source under investigation is compiled into the LLVM’s bitcode representation
using llvm-gcc. Additional libraries in question need also
be compiled into LLVM code for proper static binding. As
a result the compilation process generates a single assembly suitable for execution using LLVM’s runtime environment which was designed to provide either Just-In-Time
translation to the host’s native binary format or plain interpretive execution. Note that bitcode references to the
standard C library and systems calls need to be intercepted
by the execution environment and forwarded to the host’s
native environment. After parsing an LLVM bitcode static
program analysis starts with extracting type declarations
and globally defined memory and function objects which
are held for later reference.
From the instruction stream of each individual function,
the basic block structure and corresponding control flow
graph is reconstructed by correlation of basic block
addresses with conditional and unconditional jump instructions. To reconstruct the data flow graph on a per
basic block basis, each instruction’s data dependencies
are computed and inbound flow is connected to source
instructions generating it. Source and destination flow

of an instruction can be identified due to LLVM’s static
single assignment notation. SSA notation normally assigns unique identifiers for left hand side data so tracking
inter-instruction data flow should boil down to tracking
identifiers. Unfortunately this is not always the case with
LLVM: Variable identifiers must not be unique and are
frequently reused with different type signatures.

4. Results
The LLILA project is at an intermediate state of realization: Bitcode and assembly analysis as well as compiled
instruction set simulator generation cover the full semantic
scope of the LLVM framework. In order to evaluate
our approach of using virtual machine architectures for
structural aware quantitative global data flow analysis for
code partitioning, several “real world” applications from
the domain of digital video signal processing have been
investigated. Our main test-case is currently the MPEG2
video decode and encode reference implementation officially released by the MPEG Software Simulation Group.
Program analysis, compiled ISA simulator generation
and execution with all profiling options turned on were
performed on an 8 core 3 GHz Intel Xeon System with 32
GBytes of main memory under Ubuntu Linux 9.04.
As a point of reference for program complexity, the dynamic call graph was extracted from the MPEG2 decoder’s
execution for the test data stream. It features a total of
69 callgraph nodes. During the decoder’s execution over
370 function slices were extracted from the the call graph.
Using the interprocedural dataflow tracking mechanism,
the total interprocedural data exchange both via function
arguments, function return falues as well as intermediate data exchange via stack and heap object was recorded
over program execution time. Figure 5 shows the integral amount of data exchange for the complete forman sequence for practical reasons, even though the timely resolution of interprocedural dataflow recorded by the LLILA
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Figure 4: Schematic outline of the LLILA analysis, profiling and synthesis flow. The blue area on the right denotes the
actual tool flow boundary whereas program compilation is performed using the LLVM gcc tool chain on the left.

(a)

(b)

Figure 5: The MPEG2 decoder’s normalized, logarithmic, total interprocedural dataflow flow accumulated for the foreman
test sequence in QCIF resolution. The normalization refers to the peak transfers of over 240 MBytes in the DecodePicture
function or functions slices via the iDCT coefficient table. Subfigure a) depicts the quantitative dataflow on the level of
the 69 callgraph nodes whereas b) depicts the dataflow on the more detailed level of over 370 function slices.
system alows for a level of detail down to the function
slice to function slice level. In the figure, the source function’s call graph node id (Figure 5a) and in comparison
the source function slice’s id (Figure 5b) of a data transfer is depicted on the vertical axis whereas the function’s and respectively - the function slice’s sink id is depicted in
the horizontal axis. The logarithmic plots where normalized against the peak total transfer volume in the MPEG2
decoder caused by the frequent “lookup” of the iDCT coefficients from the initially computed global table which
amounts to a total of over 240 MBytes in data.
Also, what is quite evident from the plots in Figure 5b, is
the circumstance, that a large amount of data is transferred
to and from identical function slices (self dependencies as
indicated by marks on the diagonal axis). Also, from the
runtime quantitative dataflow analysis report, one can extract evidence which explicitly reflects the nature of the
coder: Most of the pixel data transferred between forward
and backward reference frames in the MPEG2 decoder is

stored in global data created by the malloc function. From
the the dataflow analysis report, we can see, that all function slices involved in the decode process access the frame
store in a uniform 8x8 pixel manner:
<source identifier="malloced_object_3">
<subtree id="446" index="a" size="64">
<slice from="0" to="7"/>
<slice from="128" to="135"/>
<slice from="256" to="263"/>
<slice from="384" to="388"/>
<slice from="389" to="391"/>
<slice from="512" to="519"/>
<slice from="640" to="647"/>
<slice from="768" to="775"/>
<slice from="896" to="903"/>
</subtree>
</source>

5. Conclusion and Outlook
Structural aware quantitative dataflow analysis on instruction set
architectures is a powerful tool for extensive runtime program
analysis without the overhead of full scale virtualization. Experiments indicate that combining code instrumentation of virtual instructions with additional runtime analysis infrastructure
for tracking inter-procedural data exchange provides a feasible
environment in which both classic execution traces as well as
quantitative global dataflow analysis can be conducted. However
this insight comes at a cost: First of all, code instrumentation and
load and store instruction tracking as indicated above causes a
great amount of overhead in the simulator. When compared to
native program execution the overall runtime increases by a factor of roughly 500 (the additional memory overhead is negligible) due to the large number of updates of simulator internal data
structures. Also, the amount of profiling data for call sequence
graph and global communications graph analysis are overwhelming. One hour of MPEG2 video decoding and profiling “costs”
roughly 2 weeks of computation time with almost 2 TBytes of
compressed data gathered from instruction instrumentation.
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GPU-Based Parallel Signature Scanning and Hash Generation
Bernhard Fechner, FernUniversität in Hagen, 58084 Hagen, Germany

Abstract
Today, nearly every user of electronic devices is affected by threats. Computer viruses infect harmless programs and
change the function of that program. One means against these threats is a virus scanner, searching for signatures of
known viruses within code and/or data. In this work, we present a novel approach to on-line virus scanning and hash
calculation with the help of GPUs (graphics processing units). The main idea is to speed up the search by not searching
for signatures on the hard-drive but to scan parts of the main memory and concurrently generate hash values on the code
to detect changes. This is appealing and obvious, as the pattern matching has to look at most characters in the text. The
first experiments showed that the CPU needs much more time for the execution of shift-like operations and testing for
equivalence than the GPU, demonstrating that pattern matching algorithms and hash functions can be efficiently
computed on GPUs. As a basis, we use the SHA-1 (160 bit) algorithm. The algorithm uses text properties for the
initialization of the hash value and partial sums and/or path properties for the constants in each round. A fundamental
part of future research will therefore be the testing if such an initialization can help to detect concatenated extensions
like h(m)=h(m·x), where m and x are messages of arbitrary length, furthermore, if the independent calculation of hash
results in each round will increase or reduce collision resistance.

1 Introduction
The bandwidth needs for Internet applications grow
constantly. Data must be processed at low latencies to
achieve high throughput. Ever since the development
of comfortably programmable GPUs, there has been
the idea to speed up calculations. For an overview of
general purpose computations on graphics hardware,
please see [5] and [11]. The market pressure urges
companies to develop applications for the everyday
user, not for distinguished engineers. One of these
applications is a virus scanner [7]. At the moment
several companies seem to work on this idea but none
of them has published, except the basic concept [8] and
implementation hints. The main work of a virus
scanner is pattern matching, which is also the main
process for intrusion detection systems (IDS), already
implemented for GPUs [9]. The data must be
transferred from the network to the GPU, today over
the PCIe bus. The basic bandwidths (the time unit is
seconds) of PCIe 2.0 (2.5 GHz bus frequency)
interfaces, as well as for Ethernet [10] and SATA
standards are depicted in Table 1. We show these
values, since they represent raw bandwidth values per
second for all devices mentioned in this work. One
bottleneck of virus detection which is not described nor

considered in [8] is the hard-drive. The bandwidth of
hard-drives ( ) is much lower than the bandwidth of
the graphics card bus (
). A parallel implementation
does not seem to make sense if the achieved bandwidth
is
.
Bandwidth
PCIe-Slot

Lanes/
Direction

PCIe
GByte

Ethernet
Mbit/MByte

SATA
Gbit/GByte

x1

1

0.5

1/0.125

N/A

x4

4

2

10/1.25

N/A

x8

8

4

100/12.5

1.5/0.1875

x16

16

8

1/0.125

3.0/0.375

x32

32

16

10/1.25

6.0/0.75

Table 1 Raw bandwidths of PCIe, Ethernet and SATA
This work is organized as follows: in Section 2, we
present related work. Section 3 deals with pattern
matching and hash generation for GPUs. Section 4
concludes the paper.

2 Related Work
Several pattern matching algorithms have been
proposed in the past decades. First, we start to discuss
single-pattern-matching, then multi-pattern-matching
algorithms. The easiest is the naive algorithm with time
complexity O(n·m), comparing each character in s with
each in t. Boyer-Moore[13][14] extend the search by
moving s forward by more than one position. This is
done by two heuristics, bad-character and good-suffix.
Horspool [15] uses the bad-character strategy not with
the character causing a mismatch, but the rightmost
character within the text window. Sunday [16] uses the
character adjacent right to the text window. The skipsearch algorithm [17] truncates the text in multiple
areas with length n+1 and searches within these areas.
For an overview and description of these and many
other algorithms, please see [18]. The Aho-Corasick
algorithm, the basis for the UNIX command-line tool
fgrep [1] and the Wu-Manber algorithm [2] are the
most widely adopted multi-pattern matching
algorithms. For the requirements of quick deep packet
inspection,
hardware-based
solutions
like
reconfigurable silicon hardware [3] and TCAM-based
solution [4] have been proposed and implemented, but
they are usually expensive and not flexible enough.
Commentz and Walter [19] combine Boyer-Moore
with Aho-Corasick. In practice it is substantially faster
than Aho-Corasick. Baeza-Yates [20] proposed an
algorithm that combines Boyer-Moore, Horspool [15]
and Aho-Corasick. We will not discuss the various
works in the direction of hash calculation and
cryptographic hash functions here and redirect the
interested reader to [21]. We regard unkeyed hash
functions to verify the integrity of a message
(Modification Detection Codes - MDC1). The
algorithm on the GPU should be protected by a hash
and check itself against modification. With keyed hash
functions, a user and a code section can be associated
in a multi-user system. Encryption with GPUs (block
cipher) is also possible and described in [26]. However,
due to the timely limitations of our work, we develop a
simple hash function which is not cryptographically
strong but clarifies the main idea. We will therefore
speak of a hash value instead of an MDC.

1

In contrary to the comment of Cook et al. [22] we are of the
opinion that current graphics processors are also capable to compute
message authentication codes (MACs).

3 Parallel Pattern Matching and
Hash Computation
Virus detection relies heavily on pattern matching. We
do no focus on network security, but on workstation
security for two main reasons. Firstly, the applicability,
since the on-line scanning for virus signatures and the
protection of code and data against modification is of
concern for every user. Secondly, high bandwidth can
only be achieved when regarding memory locations.
Pattern matching algorithms compare data within code
or data streams against a database of known viruses
(signatures). Different signature lengths etc. require
each input byte to be read and processed many times.
This offers the chance to compute a hash value in
parallel. Unfortunately, we already seem to have a
trade-off here, since the hash should include every byte
of the message and the matching should exclude as
many bytes as possible to achieve high throughput. The
additional needs for the pattern matching and the hash
calculation in our work are:
• All algorithms must (to a great extent) support
operations which can be carried out by the GPU – our
task is not fulfilled if vast amounts of the workload
are done by the CPU
• the implementation must be as simple as possible to
exclude programming flaws
• the results from one algorithm can be efficiently (re-)
used by the other one
• naturally, the implementation should be faster than
the sole CPU implementation
We describe the problems separately.
Problem Definition #1: Exact (Single/ Multi)Pattern Matching without Wildcard
Let Σ≠∅ a finite alphabet. Let n
be the length of
the length of
the search string s=s0...sn-1∈Σn and m
m
the string t=t0...tm-1∈Σ to be scanned. A single pattern
is found, if the Hamming distance Hd(s, ti…ti+m−1)=0.
Other distances can be used, if we want to support no
exact match, e.g. wildcards with Hd(s, ti…ti+m−1)<k or
the Hausdorff distance [24]. If we have multiple search
strings with different lengths, we have a multi-pattern
match.
Problem Definition #2: Hash Function
A (compressive) hash function h maps a finite message
m=m0...mn-1∈Σn of arbitrary finite length to a string of
fixed length. Alternatively (see [21]) for a domain D
and range R with h:D→R, |D|>|R| results. Compressive
hash functions imply the existence of collisions (pairs

of inputs with identical output). A cryptographic hash
function should fulfill the three well-known properties:
• Collision resistance: It is infeasible to find x, y, x ≠ y
such that H(x) = H(y) in appropriate time.
• Preimage resistance: Given an output value y, it is
infeasible to find x such that H(x) = y in appropriate
time.
• Second preimage resistance: Given an input x’, it is
infeasible to find x such that H(x) = H(x’) in
appropriate time.
The term appropriate time means that the time to solve
the problem with state-of-the-art computational means
exceeds the lifetime and therefore the worth of the
information to be changed. Note, that we changed the
definition from computationally infeasible [21] to
appropriate time. Figure 1 shows the basic function of
the matching/hashing algorithm. The code section of
the processes to monitor is transferred to the GPUs
texture memory. The code section (CS) is found by
using the task state segment (TSS) of the operating
system. Therefore the process to transfer the code must
run with operating system privileges. The GPU
calculates the hash on the code section. The hash is
also stored in the texture memory. In parallel to the
hash calculation the pattern matching is done. Note,
that the source for the transfer need not be a code
section. It can e.g. be a buffer holding a data stream.

Figure 1 Basic function of GPU-based on-line virus
scanning
On the GPU, we separate the code into n blocks of
equal length and eventually pad it with zeroes. If
larger, more transfers must be conducted. Thus,
depending on the size of the code segment, there can be
an arbitrary number of hash values, starting from n. For
clarity, we show the initialization and execution phase
of the algorithm in Listing 1. We are aware of the fact,
that the signature database is verified each time.
Instead, a process running at low priority could do the
checking.

Listing 1 Initialization phase, on-line scanning and
hash computation

3.1. Implementation
First, we take a look at an excerpt of the signature
database from ClamAV [23] in Figure 2. We see that
the input pattern can match from any offset, and that
heuristics are allowed. The format is <name>:<targetfiletype>:<offset>:<signature>. For simplicity, we
do not regard the offset and regular expressions now.
Exploit.HTML.ObjectType:3:*:3c6f626a6563742074
7970653d222f2f2f2f2f2f2f2f2f2f2f2f
...
Email.Phishing.Webmail25:4:*:756e616c6c6f79656420737570706f727420697
320686967686c79206e6565646564203d{4}746f3d3230{10}73656375726520616e64207472616e7366657220736
f6d652066756e6473

Figure 2 ClamAV signature excerpt

The GPU maintains a version of the signature database
which should be preprocessed in such a way that
signatures can be easily found. E.g. the ClamAV [23]
database (main.cvd, 20.3 MB compressed, 40 MB
uncompressed) easily fits into the available GPU
memory of the experimental system (2·768 MB).
Signatures do not seem to be ordered in a special way.
In contrary to [8], we first sort the signature database
according to the length (ascending), the signature and
the sum of the first 4 bytes S (ex. 1.2).

The first question was to answer how quick logic
operations can be conducted on the graphics card. The
workload consists of vector operations in dim(224) with
different data types and operations, shown on the xaxis in Figure 3. The vector data is randomized in each
run, logic operations were carried out on integers only
and no deviation from the OpenMP-based multicore
CPU implementation was detected. For the
experimental setup, please see section 3.3. We
additionally included floats on basic arithmetic
operation to determine if the numerical algorithms
could perform faster. We see that the CPU needs much
more time for the execution of shift-like operations and
testing for equivalence than the GPU. This clearly
shows that pattern matching algorithms and hash
functions can be efficiently computed on GPUs.

each

section

(ex.

1.1),

resulting

in

summations. Note that the summation can be done in
parallel and very efficiently on the GPU, since these
are basic pixel operations. To omit an overflow, we
suggest XOR. For clarity, we show an example (ex. 1.1
code, ex. 1.2 signature). S is the sum of the signature.
0x00010203.0x23000000.0x1E243700.
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Figure 3 Execution time, logic functions, GPU/ CPU
We remark, that shifts and the tests for equality took
much more time on the CPU. The results will change
in each round due to the dynamic scheduling in both
architectures. For best performance, we recommend a
non-SLI system configuration.

3.2. Preparation and Search
We first take a look at the search string (in our case the
signature) and look for symmetries, regularities. If we
want to extract character probabilities pi, we have to
look at most of the characters in the search string. As
this can be done in the preparation phase of the
algorithm, we consider this for an implementation. The
search text is split up in parts with the length of the
first signature in the database, l1. Thus, we get
… ,
…
… . Since we split the
,…,
signature in different parts, we eventually have to pad
the rest of t with zeroes. Now, we sum up the bytes in

Therefore, we do not have to check sections 1 and 2
but 3, 4 and 5. We take a look at another example (ex.
1.4), where the search text is 0xAB (171), a single
character. The methodology can be formulated
recursively for different text sizes. Each entry on each
level contains the sums from the two previous levels.
A
A
B
A
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1462

(1.4)
Starting at the root level (bottom of ex. 1.4), we travel
down the summation tree two steps (since 1452>171,
1103>171, 359>171) and can exclude sections 5 and 6.
One step further, we have a match in section 7 and can
exclude sections 4, 8. For the hash calculation, we
focus our interest on the initial values h1,…,h5, e.g. of
the 160 bit result of the SHA-1 [21] hash function.
Note that this method can be applied to any hash

function with initial values. The root level is used as
part h1 of the initial values. The length of the message
is used as part h5. The other constants can be the sums
on each level of the summation tree, depending on the
number of rounds and/or the coded path (0: left, 1:
right) to regions where the signature is not contained
(condition 1.3 fulfilled). E.g. section 4 is found by the
path 011, starting at the top level. Since there can be
many paths with different lengths, we have to define
the right format, which is <length of path><path>, where
the path length is a fixed number of bits. The other perround integer additive constants are y1,…,y4. We are
aware that this is a far away from being
cryptographically safe, but it can be carried out in
parallel and speeds up the search. The computed hash
value is stored in the dedicated hash memory on the
graphics card, together with the address received from
the TSS. We can support multiple entries, showing the
development of a code/data section over time. For
clarity, we depict the algorithm in Listing 2, based on
the FIPS-180-1 pseudo-code [25]. We read 3 byte
values resulting in a 3 byte index into a 224-entry array.
This number of entries is needed to address at least
every one of the 633992 (10/21/09) signatures from
ClamAV. If we have a match, we compare the rest of
the signature until we have a complete match or not.

Listing 2 Parallel on-line scanning, hash computation

3.3. Experimental Setup
Our experimental setup consists of a 6 GB main
memory Core i7 system, configured with two NVidia

GTX260 cards (PCIe 2.0 x16, non-SLI) and two hard
disks (500 GB each, RAID 0). An SLI-system is
constructed on hardware level and must be configured
on software level. Either the GPUs work independently
in non-SLI mode to support multi-view displays or all
GPUs in a SLI configuration appear as a single unit.
For the CUDA programming environment, a non-SLI
system appears as a set of graphics cards, an SLI
system as one graphics card. Multiple GPUs appear as
multiple host threads. We applied the least aggressive
clock
settings
(engine=500,
shader=1150,
memory=1900) MHz.

4 Conclusion and Future Work
In this work, we presented a first and novel approach to
concurrently compute hash values for dedicated code
sections and search for virus signatures. Today’s
processors are capable to protect code and data sections
against modification. But changes from processes
running on operating system level cannot be easily
detected. The first experimental results show that the
CPU needs much more time for the execution of shiftlike operations and testing for equivalence than the
GPU. This proved that pattern matching algorithms and
hash functions can be efficiently computed with GPUs.
The search algorithm is able to e.g. exclude regions
containing a large number of zeroes etc. With the right
ordering of signatures, all other signatures can be
excluded with a single match. The simple hash value
computations, based on summation are used to speed
up the search. Our future work will consist of an
implementation
and
experiments
concerning
throughput measurement. Furthermore, we will include
regular expressions and the inclusion of offsets.
Another part of future research is to find out if the
initialization of the hash with text properties can help
to detect concatenated extensions like h(m)=h(m·x),
where m and x are messages of arbitrary length. An
investigation should be carried out, if our method of
parallel and independent hash computation leads to
more collisions or not. To the opinion of the author this
is elementary research, providing a starting point for
independent hash functions which can be computed in
parallel.
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GESELLSCHAFT FÜR INFORMATIK E.V.
PARALLEL-ALGORITHMEN, -RECHNERSTRUKTUREN
UND -SYSTEMSOFTWARE
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INFORMATIONSTECHNISCHE GESELLSCHAFT IM VDE

1. Aktuelle und zukünftige Aktivitäten (Bericht des Sprechers)
Die 27. Ausgabe der PARS-Mitteilungen enthält die Beiträge des 23. PARS-Workshops, welcher die
wesentlichen Aktivitäten der Fachgruppe im Jahr 2010 darstellt.
Der 23. PARS-Workshop fand am 23. Februar 2010 in Hannover im Rahmen der ARCS-Tagung statt.
Fast 40 Teilnehmer fanden sich ein. Die 14 Vorträge deckten ein umfangreiches Themenspektrum ab.
Während in den vergangenen „geraden“ Jahren im Rahmen der ARCS ein PASA-Workshop gemeinsam
mit der Fachgruppe PARVA (Parallele und Verteilte Algorithmen) stattgefunden hatte, war dies durch
die Neuorganisation der PARVA-Fachgruppe in diesem Jahr nicht möglich. Für das Jahr 2012 wurden
mit der neuen Fachgruppen-Leitung Gespräche für einen weiteren PASA-Workshop aufgenommen.
Den zum fünften Mal ausgeschriebenen und mit 500 € dotierten Nachwuchspreis teilen sich in diesem
Jahr Herr Oliver Fortmeier (RWTH Aachen) und Herr Patrick Ediger (TU Darmstadt). Sachpreise
konnten Oliver Mühlenthaler (Universität Erlangen) und Jürg Senn (Universität Basel) entgegennehmen.
Das Bild zeigt die Preisträger zusammen mit dem Organisator des Workshops.

v.l.n.r.: O. Fortmeier, P. Ediger, O. Mühlenthaler, J. Senn, Prof. Dr. J. Keller (Sprecher der Fachgruppe)
Bild: K. D. Reinartz
Herrn Prof. Dr. Müller-Schloer (TU Hannover) und seiner Mannschaft sei für die federführende
Organisation der ARCS-Tagung und die lokale Gestaltung des Workshops gedankt. Herrn Dr.-Ing.
Wolfgang Heenes (TU Darmstadt) sei für die technische Organisation gedankt.

Unser nächster Workshop ist der
24. PARS-Workshop am 26. und 27. Mai 2011 am IBM Forschungslabor in Rüschlikon/Schweiz.
Die nächste Sitzung des PARS-Leitungsgremiums, zu dem auch interessierte PARS-Mitglieder
eingeladen sind, wird am Rande des PARS-Workshops 2011 stattfinden.
Aktuelle Information finden Sie auch auf der PARS-Webpage
http://www.fg-pars.gi-ev.de/
Anregungen und Beiträge für die Mitteilungen können an den Sprecher (joerg.keller@FernUniHagen.de) gesendet werden.
Besonders gedankt sei dem bisherigen Sprecher der Fachgruppe, Herrn Prof. Dr. Rolf Hoffmann, für
seinen unermüdlichen Einsatz, selbst über seine eigentliche Amtszeit hinaus. Zum Eintritt in den (Un)Ruhestand an dieser Stelle alles Gute, Gesundheit, und eine noch lang andauernde Schaffensperiode.
Herr Dr.-Ing. W. Heenes von der TU Darmstadt hat den Sprecherwechsel mit administrativem und
technischem Support sehr erleichtert und den gegenwärtigen Web-Auftritt der Fachgruppe erstellt. Auch
ihm sei herzlich gedankt.
Ich wünsche Ihnen einen guten Start ins Wintersemester, und schon jetzt ein gesundes und erfolgreiches
Jahr 2011.
Hagen, im September 2010
Jörg Keller

2. Zur Historie von PARS
Bereits am Rande der Tagung CONPAR81 vom 10. bis 12. Juni 1981 in Nürnberg wurde von
Teilnehmern dieser ersten CONPAR-Veranstaltung die Gründung eines Arbeitskreises im Rahmen der
GI: Parallel-Algorithmen und -Rechnerstrukturen angeregt. Daraufhin erfolgte im Heft 2, 1982 der GIMitteilungen ein Aufruf zur Mitarbeit. Dort wurden auch die Themen und Schwerpunkte genannt:
1) Entwurf von Algorithmen für
• verschiedene Strukturen (z. B. für Vektorprozessoren, systolische Arrays oder
Zellprozessoren)
• Verifikation
• Komplexitätsfragen
2) Strukturen und Funktionen
• Klassifikationen
• dynamische/rekonfigurierbare Systeme
• Vektor/Pipeline-Prozessoren und Multiprozessoren
• Assoziative Prozessoren
• Datenflussrechner
• Reduktionsrechner (demand driven)
• Zellulare und Systolische Systeme
• Spezialrechner, z. B. Baumrechner und Datenbank-Prozessoren
3) Intra-Kommunikation
• Speicherorganisation
• Verbindungsnetzwerke

4) Wechselwirkung zwischen paralleler Struktur und Systemsoftware
• Betriebssysteme
• Compiler
5) Sprachen
• Erweiterungen (z. B. für Vektor/Pipeline-Prozessoren)
• (automatische) Parallelisierung sequentieller Algorithmen
• originär parallele Sprachen
• Compiler
6) Modellierung, Leistungsanalyse und Bewertung
• theoretische Basis (z. B. Q-Theorie)
• Methodik
• Kriterien (bezüglich Strukturen)
• Analytik
In der Sitzung des Fachbereichs 3 ‚Architektur und Betrieb von Rechensystemen’ der Gesellschaft für
Informatik am 22. Februar 1983 wurde der Arbeitskreis offiziell gegründet. Nachdem die Mitgliederzahl
schnell anwuchs, wurde in der Sitzung des Fachausschusses 3.1 ‚Systemarchitektur’ am 20. September
1985 in Wien der ursprüngliche Arbeitskreis in die Fachgruppe FG 3.1.2 ‚Parallel- Algorithmen und Rechnerstrukturen’ umgewandelt.
Während eines Workshops vom 12. bis 16. Juni 1989 in Rurberg (Aachen) - veranstaltet von den Herren
Ecker (TU Clausthal) und Lange (TU Hamburg-Harburg) - wurde vereinbart, Folgeveranstaltungen
hierzu künftig im Rahmen von PARS durchzuführen.
Beim Workshop in Arnoldshain sprachen sich die PARS-Mitglieder und die ITG-Vertreter dafür aus, die
Zusammenarbeit fortzusetzen und zu verstärken. Am Dienstag, dem 20. März 1990 fand deshalb in
München eine Vorbesprechung zur Gründung einer gemeinsamen Fachgruppe PARS statt. Am 6. Mai
1991 wurde in einer weiteren Besprechung eine Vereinbarung zwischen GI und ITG sowie eine
Vereinbarung und eine Ordnung für die gemeinsame Fachgruppe PARS formuliert und den beiden
Gesellschaften zugeleitet. Die GI hat dem bereits 1991 und die ITG am 26. Februar 1992 zugestimmt.

3. Bisherige Aktivitäten
Die PARS-Gruppe hat in den vergangenen Jahren mehr als 20 Workshops durchgeführt mit Berichten
und
Diskussionen
zum
genannten
Themenkreis
aus
den
Hochschulinstituten,
Großforschungseinrichtungen und der einschlägigen Industrie. Die Industrie - sowohl die Anbieter von
Systemen wie auch die Anwender mit speziellen Problemen - in die wissenschaftliche Erörterung
einzubeziehen war von Anfang an ein besonderes Anliegen. Durch die immer schneller wachsende Zahl
von Anbietern paralleler Systeme wird sich die Mitgliederzahl auch aus diesem Kreis weiter vergrößern.
Neben diesen Workshops hat die PARS-Gruppe die örtlichen Tagungsleitungen der CONPARVeranstaltungen:
CONPAR 86 in Aachen,
CONPAR 88 in Manchester,
CONPAR 90 / VAPP IV in Zürich und
CONPAR 92 / VAPP V in Lyon
CONPAR 94/VAPP VI in Linz
wesentlich unterstützt. In einer Sitzung am 15. Juni 1993 in München wurde eine Zusammenlegung der
Parallelrechner-Tagungen von CONPAR/VAPP und PARLE zur neuen Tagungsserie EURO-PAR
vereinbart, die vom 29. bis 31. August 1995 erstmals stattfand:

Euro-Par’95 in Stockholm
Zu diesem Zweck wurde ein „Steering Committee” ernannt, das europaweit in Koordination mit
ähnlichen Aktivitäten anderer Gruppierungen Parallelrechner-Tagungen planen und durchführen wird.
Dem Steering Committee steht ein „Advisory Board” mit Personen zur Seite, die sich in diesem Bereich
besonders engagieren. Die offizielle Homepage von Euro-Par ist http://www.euro-par.org/.
Weitere bisher durchgeführte Veranstaltungen:
Euro-Par’96 in Lyon
Euro-Par’97 in Passau
Euro-Par’98 in Southampton
Euro-Par’99 in Toulouse
Euro-Par 2000 in München
Euro-Par 2001 in Manchester
Euro-Par 2002 in Paderborn
Euro-Par 2003 in Klagenfurt
Euro-Par 2004 in Pisa
Euro-Par 2005 in Lissabon
Euro-Par 2006 in Dresden
Euro-Par 2007 in Rennes
Euro-Par 2008 in Gran Canaria
Euro-Par 2009 in Delft
Euro-Par 2010 in Ischia
Außerdem war die Fachgruppe bemüht, mit anderen Fachgruppen der Gesellschaft für Informatik
übergreifende Themen gemeinsam zu behandeln: Workshops in Bad Honnef 1988, Dagstuhl 1992 und
Bad Honnef 1996 (je zusammen mit der FG 2.1.4 der GI), in Stuttgart (zusammen mit dem Institut für
Mikroelektronik) und die PASA-Workshop-Reihe 1991 in Paderborn, 1993 in Bonn, 1996 in Jülich,
1999 in Jena, 2002 in Karlsruhe, 2004 in Augsburg, 2006 in Frankfurt a. Main und 2008 in Dresden
(jeweils gemeinsam mit der GI-Fachgruppe 0.1.3 ‚Parallele und verteilte Algorithmen (PARVA)’).

PARS-Mitteilungen/Workshops:
Aufruf zur Mitarbeit, April 1983 (Mitteilungen Nr. 1)
Erlangen, 12./13. April 1984 (Mitteilungen Nr. 2)
Braunschweig, 21./22. März 1985 (Mitteilungen Nr. 3)
Jülich, 2./3. April 1987 (Mitteilungen Nr. 4)
Bad Honnef, 16.-18. Mai 1988 (Mitteilungen Nr. 5, gemeinsam mit der GI-Fachgruppe 2.1.4
‘Alternative Konzepte für Sprachen und Rechner’)
München Neu-Perlach, 10.-12. April 1989 (Mitteilungen Nr. 6)
Arnoldshain (Taunus), 25./26. Januar 1990 (Mitteilungen Nr. 7)
Stuttgart, 23./24. September 1991, “Verbindungsnetzwerke für Parallelrechner und BreitbandÜbermittlungssysteme” (Als Mitteilungen Nr. 8 geplant, gemeinsam mit ITG-FA 4.1 und 4.4 und mit
GI/ITG FG Rechnernetze, aber aus Kostengründen nicht erschienen. Es wird deshalb stattdessen auf
den Tagungsband des Instituts für Mikroelektronik Stuttgart hingewiesen.)
Paderborn, 7./8. Oktober 1991, “Parallele Systeme und Algorithmen” (Mitteilungen Nr. 9, 2. PASAWorkshop)
Dagstuhl, 26.-28. Februar 1992, “Parallelrechner und Programmiersprachen” (Mitteilungen Nr. 10,
gemeinsam mit der GI-Fachgruppe 2.1.4 ‘Alternative Konzepte für Sprachen und Rechner’)
Bonn, 1./2. April 1993, “Parallele Systeme und Algorithmen” (Mitteilungen Nr. 11, 3. PASAWorkshop)
Dresden, 6.-8. April 1993, “Feinkörnige und Massive Parallelität” (Mitteilungen Nr. 12, zusammen mit
PARCELLA)
Potsdam, 19./20. September 1994 (Mitteilungen Nr. 13, Parcella fand dort anschließend statt)
Stuttgart, 9.-11. Oktober 1995 (Mitteilungen Nr. 14)
Jülich, 10.-12. April 1996, “Parallel Systems and Algorithms” (4. PASA-Workshop), Tagungsband
erschienen bei World Scientific 1997)
Bad Honnef, 13.-15. Mai 1996, zusammen mit der GI-Fachgruppe 2.1.4 ‘Alternative Konzepte für
Sprachen und Rechner’ (Mitteilungen Nr. 15)
Rostock, (Warnemünde) 11. September 1997 (Mitteilungen Nr. 16, im Rahmen der ARCS’97 vom 8.11. September 1997)
Karlsruhe, 16.-17. September 1998 (Mitteilungen Nr. 17)
Jena, 7. September 1999, “Parallele Systeme und Algorithmen” (5. PASA-Workshop im Rahmen der
ARCS’99)
An Stelle eines Workshop-Bandes wurde den PARS-Mitgliedern im Januar 2000 das Buch ‘SCI:
Scalable Coherent Interface, Architecture and Software for High-Performance Compute Clusters‘,
Hermann Hellwagner und Alexander Reinefeld (Eds.) zur Verfügung gestellt.
München, 8.-9. Oktober 2001 (Mitteilungen Nr. 18)
Karlsruhe, 11. April 2002, “Parallele Systeme und Algorithmen” (Mitteilungen Nr. 19, 6. PASAWorkshop im Rahmen der ARCS 2002)
Travemünde, 5./6. Juli 2002, Brainstorming Workshop “Future Trends” (Thesenpapier in Mitteilungen
Nr. 19)
Basel, 20./21. März 2003 (Mitteilungen Nr. 20)
Augsburg, 26. März 2004 (Mitteilungen Nr. 21)
Lübeck, 23./24. Juni 2005 (Mitteilungen Nr. 22)
Frankfurt/Main, 16. März 2006 (Mitteilungen Nr. 23)
Hamburg, 31. Mai / 1. Juni 2007 (Mitteilungen Nr. 24)
Dresden, 26. Februar 2008 (Mitteilungen Nr. 25)
Parsberg, 4./5. Juni 2009 (Mitteilungen Nr. 26)
Hannover, 23. Februar 2010 (Mitteilungen Nr. 27)

4. Mitteilungen (ISSN 0177-0454)
Bisher sind 27 Mitteilungen zur Veröffentlichung der PARS-Aktivitäten und verschiedener Workshops
erschienen. Darüberhinaus enthalten die Mitteilungen Kurzberichte der Mitglieder und Hinweise von
allgemeinem Interesse, die dem Sprecher zugetragen werden.
Teilen Sie - soweit das nicht schon geschehen ist - Tel., Fax und E-Mail-Adresse der GI-Geschäftsstelle
gimv@gi-ev.de mit für die zentrale Datenerfassung und die regelmäßige Übernahme in die PARSMitgliederliste. Das verbessert unsere Kommunikationsmöglichkeiten untereinander wesentlich.

5. Vereinbarung
Die Gesellschaft für Informatik (GI) und die Informationstechnische Gesellschaft im VDE (ITG)
vereinbaren die Gründung einer gemeinsamen Fachgruppe
Parallel-Algorithmen, -Rechnerstrukturen und -Systemsoftware,
die den GI-Fachausschüssen bzw. Fachbereichen:
FA 0.1
FA 3.1
FB 4

Theorie der Parallelverarbeitung
Systemarchitektur
Informationstechnik und technische Nutzung der Informatik

und den ITG-Fachausschüssen:
FA 4.1
FA 4.2/3

Rechner- und Systemarchitektur
System- und Anwendungssoftware

zugeordnet ist.
Die Gründung der gemeinsamen Fachgruppe hat das Ziel,
- die Kräfte beider Gesellschaften auf dem genannten Fachgebiet zusammenzulegen,
- interessierte Fachleute möglichst unmittelbar die Arbeit der Gesellschaften auf
diesem Gebiet gestalten zu lassen,
- für die internationale Zusammenarbeit eine deutsche Partnergruppe zu haben.
Die fachliche Zielsetzung der Fachgruppe umfasst alle Formen der Parallelität wie
-

Nebenläufigkeit
Pipelining
Assoziativität
Systolik
Datenfluss
Reduktion
etc.

und wird durch die untenstehenden Aspekte und deren vielschichtige Wechselwirkungen umrissen.
Dabei wird davon ausgegangen, dass in jedem der angegebenen Bereiche die theoretische Fundierung
und Betrachtung der Wechselwirkungen in der Systemarchitektur eingeschlossen ist, so dass ein
gesonderter Punkt „Theorie der Parallelverarbeitung“ entfällt.

1. Parallelrechner-Algorithmen und -Anwendungen
-

architekturabhängig, architekturunabhängig
numerische und nichtnumerische Algorithmen
Spezifikation
Verifikation
Komplexität
Implementierung

2. Parallelrechner-Software
- Programmiersprachen und ihre Compiler
- Programmierwerkzeuge
- Betriebssysteme
3. Parallelrechner-Architekturen
-

Ausführungsmodelle
Verbindungsstrukturen
Verarbeitungselemente
Speicherstrukturen
Peripheriestrukturen

4. Parallelrechner-Modellierung, -Leistungsanalyse und -Bewertung
5. Parallelrechner-Klassifikation, Taxonomien
Als Gründungsmitglieder werden bestellt:
von der GI: Prof. Dr. A. Bode, Prof. Dr. W. Gentzsch, R. Kober, Prof. Dr. E. Mayr, Dr. K. D.
Reinartz, Prof. Dr. P. P. Spies, Prof. Dr. W. Händler
von der ITG: Prof. Dr. R. Hoffmann, Prof. Dr. P. Müller-Stoy, Dr. T. Schwederski, Prof. Dr.
Swoboda, G. Valdorf

Ordnung der Fachgruppe
Parallel-Algorithmen, -Rechnerstrukturen und -Systemsoftware
1. Die Fachgruppe wird gemeinsam von den Fachausschüssen 0.1, 3.1 sowie dem Fachbereich 4 der
Gesellschaft für Informatik (GI) und von den Fachausschüssen 4.1 und 4.2/3 der
Informationstechnischen Gesellschaft (ITG) geführt.
2. Der Fachgruppe kann jedes interessierte Mitglied der beteiligten Gesellschaften beitreten. Die
Fachgruppe kann in Ausnahmefällen auch fachlich Interessierte aufnehmen, die nicht Mitglied einer der
beteiligten Gesellschaften sind. Mitglieder der FG 3.1.2 der GI und der ITG-Fachgruppe 6.1.2 werden
automatisch Mitglieder der gemeinsamen Fachgruppe PARS.
3. Die Fachgruppe wird von einem ca. zehnköpfigen Leitungsgremium geleitet, das sich paritätisch aus
Mitgliedern der beteiligten Gesellschaften zusammensetzen soll. Für jede Gesellschaft bestimmt deren
Fachbereich (FB 3 der GI und FB 4 der ITG) drei Mitglieder des Leitungsgremiums: die übrigen werden
durch die Mitglieder der Fachgruppe gewählt. Die Wahl- und die Berufungsvorschläge macht das
Leitungsgremium der Fachgruppe. Die Amtszeit der Mitglieder des Leitungsgremiums beträgt vier Jahre.
Wiederwahl ist zulässig.
4. Das Leitungsgremium wählt aus seiner Mitte einen Sprecher und dessen Stellvertreter für die Dauer
von zwei Jahren; dabei sollen beide Gesellschaften vertreten sein. Wiederwahl ist zulässig. Der Sprecher
führt die Geschäfte der Fachgruppe, wobei er an Beschlüsse des Leitungsgremiums gebunden ist. Der
Sprecher besorgt die erforderlichen Wahlen und amtiert bis zur Wahl eines neuen Sprechers.
5. Die Fachgruppe handelt im gegenseitigen Einvernehmen mit den genannten Fachausschüssen. Die
Fachgruppe informiert die genannten Fachausschüsse rechtzeitig über ihre geplanten Aktivitäten. Ebenso
informieren die Fachausschüsse die Fachgruppe und die anderen beteiligten Fachausschüsse über
Planungen, die das genannte Fachgebiet betreffen. Die Fachausschüsse unterstützen die Fachgruppe
beim Aufbau einer internationalen Zusammenarbeit und stellen ihr in angemessenem Umfang ihre
Publikationsmöglichkeiten zur Verfügung. Die Fachgruppe kann keine die Trägergesellschaften
verpflichtenden Erklärungen abgeben.
6. Veranstaltungen (Tagungen/Workshops usw.) sollten abwechselnd von den Gesellschaften organisiert
werden. Kostengesichtspunkte sind dabei zu berücksichtigen.
7. Veröffentlichungen, die über die Fachgruppenmitteilungen hinausgehen, z. B. Tagungsberichte,
sollten in Abstimmung mit den den Gesellschaften verbundenen Verlagen herausgegeben werden. Bei
den Veröffentlichungen soll ein durchgehend einheitliches Erscheinungsbild angestrebt werden.
8. Die gemeinsame Fachgruppe kann durch einseitige Erklärung einer der beteiligten Gesellschaften
aufgelöst werden. Die Ordnung tritt mit dem Datum der Unterschrift unter die Vereinbarung über die
gemeinsame Fachgruppe in Kraft.

ARCS 2011

24TH INTERNATIONAL CONFERENCE ON ARCHITECTURE OF COMPUTING SYSTEMS
THIS YEAR FOCUS: MANY-CORE ARCHITECTURES
Lake Como, Italy
February 22nd - 25th, 2011
http://conferences.dei.polimi.it/arcs2011/
CALL FOR PAPERS
Submission Deadline: September 30, 2010
The ARCS series of conferences has over 30 years of tradition reporting top notch results in computer
architecture and operating systems research. This year's focus will be on many-core architectures. Like the
previous conferences in this series, it continues to be an important forum for computer architecture research.
In 2011 ARCS will be hosted by the Politecnico di Milano.
The proceedings of ARCS 2011 will be published in the Springer Lecture Notes on Computer Science
(LNCS) series (pending). After the conference, authors of selected papers will be invited to submit an
extended version of their contribution for publication in a special issue of the Journal of Systems
Architecture. Also, a best paper and best presentation award will be presented at the conference.

Paper submission Authors are invited to submit original, unpublished research papers on one of the
following topics:
‐ Computer architecture topics such as multi-cores, memory systems, and parallel computing.
‐ Adaptive system architectures such as reconfigurable systems in hardware and software.
‐ Customization and application specific accelerators in heterogeneous architectures
‐ Organic and Autonomic Computing including both theoretical and practical results on selforganization, self-configuration, self-optimization, self-healing, and self-protection techniques.
‐ Operating Systems including but not limited to scheduling, memory management, power
management, and RTOS.
‐ Energy-awareness, green computing.
‐ System aspects of ubiquitous and pervasive computing such as sensor nodes, novel input/output
devices, novel computing platforms, architecture modeling, and middleware.
‐ Embedded systems including but not limited to architecture, communication, design methodologies,
and applications.
‐ Network Centric and Grid Computing
Submissions should be done through the link that it will be provided at the conference website
http://conferences.dei.polimi.it/arcs2011/. Papers should be submitted in pdf or postscript format. They
should be formatted according to Springer LNCS style (see: http://www.springer.de/comp/lncs/authors.html )
and not exceed 12 pages.
Workshop and Tutorial Proposals: Proposals for workshops and tutorials within the technical scope of the
conference are solicited. Submissions should be done through email directly to the workshops and tutorials
co-chairs:
Wolfgang Karl, Karlsruhe Institute of Technology (KIT), DE <karl@kit.edu>
Dimitrios Soudris, National Technical University of Athens, GR <dsoudris@microlab.ntua.gr>

Important Dates
Paper submission deadline:
Workshop and tutorial proposals:
Notification of acceptance:
Camera ready papers:

September 30, 2010
October 15, 2010
November 20, 2010
December 15, 2010

Organizing Committee
General Co-Chairs:
Mladen Berekovich, TU Braunschweig, DE
William Fornaciari, Politecnico di Milano, IT
Past General Chair
Christian Müller-Schloer, Leibniz University Hannover, DE
Finance Chair
Giovanni Agosta, Politecnico di Milano, IT
Program Co-Chairs
Uwe Brinkschulte, University of Frankfurt, DE
Cristina Silvano, Politecnico di Milano, IT
Workshop and Tutorial Chairs
Wolfgang Karl, Karlsruhe Institute of Technology (KIT), DE
Dimitrios Soudris, National Technical University of Athens, GR
Industry Liason
Christian Hochberger, TU Dresden, DE
Publicity Chair
Gianluca Palermo, Politecnico di Milano, IT
Publication Chair
Carlo Galuzzi, Technical University of Delft, NL
Web Chair
Yvonne Bernard, Leibniz University of Hannover
Program Committee
Michael Beigl, KIT Karlsruhe, DE
Koen Bertels, Technical University of Delft, NL

Mladen Berekovich, TU Braunschweig, DE
Arndt Bode, TU Munich, DE
Plamenka Borovska, TU Sofia, Bulgaria
Juergen Branke, U of Warwick UK
Jürgen Brehm, Leibniz University Hannover, DE

Uwe Brinkschulte, University of Frankfurt, DE
Philip Brisk, UC Riverside, US
Joao Cardoso, NESC-ID, Lisboa, Portugal, PT
Luigi Carro, UFRGS, BR
Nate Clark - Georgia Institute of Technology, US
Koen De Bosschere, Ghent University, BE
Nikitas Dimopoulos, University of Victoria, CA
Oliver Diessel, University of New South Wales, AU
Falko, Dressler, Univ. Of Erlangen, DE
Paolo Faraboschi, HP Labs Barcelona, SP
Fabrizio Ferrandi, Politecnico di Milano, IT
Alois Ferscha, University of Linz, AT
Pierfrancesco Foglia, Università di Pisa, IT
William Fornaciari, Politecnico di Milano, IT
Bjorn Franke, Univ. of Edinburgh, UK
Roberto Giorgi, Università di Siena, IT
Jörg Henkel, Karlsruhe Institute of Technology, DE
Andreas Herkersdorf, TU Muenchen, DE
Christian Hochberger, TU Dresden, DE
Murali Jayapala, IMEC, BE
Gert Jervan, Tallin University of Technology, EE
Chris Jesshope, University of Amsterdam, NL
Wolfgang Karl, Karlsruhe Institute of Technology (KIT), DE
Andreas Koch, TU Darmstadt, DE
Krzysztof Kuchcinski, Lund University, SE

Paul Lukowicz, University of Passau, DE
Erik Maehle, Universität zu Lübeck, DE
Christian Müller-Schloer, Leibniz University Hannover, DE
Dimitrios Nikolopoulos, FORTH, GR
Alex Orailoglu, UCSD, US
Daniel Gracia Perez, CEA, FR
Pascal Sainrat, Université Paul Sabatier, Toulouse, FR
Toshinori Sato, Kyushu University, JP
Hartmut Schmeck, University of Karlsruhe, DE
Karsten Schwan, Georgia Tech, US
Cristina Silvano, Politecnico di Milano, IT
Olaf Spinczyk, University of Dortmund, DE
Martin Schulz, LLNL, US
Dimitrios Soudris, T Univ. of Athens, GR
Leonel Sousa, TU Lisbon, PT
Rainer G. Spallek, TU Dresden, DE
Benno Stabernack, Fraunhofer HHI, DE
Jarmo Takala, Tampere University of Technology, FI
Juergen Teich, Universitaet Erlangen, DE
Pedro Trancoso, University of Cyprus, CY
Theo Ungerer, University of Augsburg, DE
Mateo Valero, UPC, ES
Stephane Vialle, Supelec, FR
Lucian Vintan, Lucian Blaga University of Sibiu, RO
Klaus Waldschmidt, University of Frankfurt, DE
Stephan Wong, Delft University of Technology, NL
Sami Yehia, Thales, FR

GESELLSCHAFT FÜR INFORMATIK E.V.
PARALLEL-ALGORITHMEN, -RECHNERSTRUKTUREN
UND -SYSTEMSOFTWARE

PARS

INFORMATIONSTECHNISCHE GESELLSCHAFT IM VDE

CALL FOR PAPERS
24. PARS - Workshop am 26./27. Mai 2011
Rüschlikon, Schweiz
http://www.fernuni-hagen.de/pv/pars/2011/
Ziel des PARS-Workshops ist die Vorstellung wesentlicher Aktivitäten im Arbeitsbereich von PARS und ein damit verbundener
Gedankenaustausch. Mögliche Themenbereiche sind etwa:
• Parallele Algorithmen (Beschreibung, Komplexität, Anwendungen)
• Parallele Rechenmodelle und parallele Architekturen
• Parallele Programmiersprachen und Bibliotheken
• Parallele Programmierung und Programmparallelisierung
• Parallele eingebettete oder Multimedia-Systeme
• Software Engineering für parallele und verteilte Systeme
• Vernetzte Systeme und Anwendungen
• Multicore-, Manycore-, GPGPU-Computing
• Cluster Computing, Grid Computing, Cloud Computing
• Verbindungsstrukturen und Hardwareaspekte (z. B. rekonfigurierbare Systeme)
• Neue Technologien und Architekturen (SoC, PIM, STM etc.)
• Alternative Technologien (Quantencomputing, DNA-Computing)
• Parallel Organic Computing
• Parallelverarbeitung im Unterricht (Erfahrungen, E-Learning)
• Parallele Methoden und verteiltes Rechnen in den Life Sciences (z.B. Bio-, Medizininformatik)
Die Sprache des Workshops ist Deutsch. Vorträge und Beiträge in Englisch sind ebenfalls willkommen. Für jeden Beitrag sind
maximal 10 DIN A4 Seiten vorgesehen. Die Workshop-Beiträge werden als PARS-Mitteilungen (ISSN 0177-0454) publiziert. Es ist
eine Workshopgebühr von ca. 100 € geplant.
Termine:

Vortragsanmeldungen als Volltext oder in einer Kurzfassung von 2 bis 4 Seiten sind bis zum
1. März 2011 in elektronischer Form unter folgendem Link einzureichen:

http://www.fernuni-hagen.de/pv/pars/2011/papersubmission/
Benachrichtigung der Autoren bis 1. April 2011
Druckfertige Ausarbeitungen bis 30. September 2011 (nach dem Workshop)
Programmkomitee:

H. Burkhart, Basel • A. Döring, Zürich • D. Fey, Erlangen • W. Heenes, Darmstadt • R. Hoffmann,
Darmstadt
F. Hoßfeld, Jülich • W. Karl, Karlsruhe • J. Keller, Hagen • Chr. Lengauer, Passau • E. Maehle, Lübeck
E. W. Mayr, München F. Meyer auf der Heide, Paderborn • W. E. Nagel, Dresden • K. D. Reinartz,
Höchstadt • H. Schmeck, Karlsruhe • P. Sobe, Lübeck • T. Ungerer, Augsburg • H. Weberpals, Hamburg

Nachwuchspreis:

Der beste Beitrag, der auf einer Diplom-/Masterarbeit oder Dissertation basiert, und von dem Autor/der
Autorin selbst vorgetragen wird, soll auf dem Workshop von der Fachgruppe PARS mit einem Preis (dotiert
mit 500 €) ausgezeichnet werden. Co-Autoren sind erlaubt, der Doktorgrad sollte noch nicht verliehen sein.
Die Bewerbung um den Preis erfolgt bei Einreichung durch Email an die Organisatoren. Es wird erwartet,
dass die Bewerber Mitglieder der Fachgruppe PARS sind oder ihr beitreten.

Veranstalter:

GI/ITG-Fachgruppe PARS, http://www.fg-pars.gi-ev.de

Organisation:

Dr. Andreas Döring, IBM Research Zurich, http://www.zurich.ibm.com
Tel.: +41 44 724 8679, Fax: +41 44 724 8578, E-Mail: ado@zurich.ibm.com
Prof. Dr. Jörg Keller (PARS-Sprecher), Fakultät Mathe/Informatik, FernUniversität, 58084 Hagen, Germany
Tel.: +49-2331-987-376, Fax: +49-2331-987-308, E-Mail: joerg.keller@fernuni-hagen.de

Technische
Organisation:

Dr.-Ing. Wolfgang Heenes, FG Rechnerarchitektur, FB Informatik, TU Darmstadt, Hochschulstr. 10, D64289 Darmstadt, Tel.: 06151-165312, Fax: 06151-165410, E-Mail: heenes@ra.informatik.tu-darmstadt.de

PARS-Beiträge
Studenten
GI-Mitglieder
studentische Nichtmitglieder
Nichtmitglieder
Nichtmitglieder mit DoppelMitgliedschaften
(Beitrag wie GI-Mitglieder)

5,00 €
7,50 €
5,00 €
15,00 €

--,-- €

Leitungsgremium von GI/ITG-PARS
Prof. Dr. Helmar Burkhart, Univ. Basel
Dr. Andreas Döring, IBM Zürich
Prof. Dr. Dietmar Fey, Univ. Erlangen
Prof. Dr. Rolf Hoffmann, TU Darmstadt
Prof. Dr. Wolfgang Karl, Univ. Karlsruhe
Prof. Dr. Jörg Keller, Sprecher, FernUniversität Hagen
Prof. Dr. Christian Lengauer, Univ. Passau
Prof. Dr.-Ing. Erik Maehle, Universität zu Lübeck
Prof. Dr. Ernst W. Mayr, TU München
Prof. Dr. Wolfgang E. Nagel, TU Dresden
Dr. Karl Dieter Reinartz, stellv. Sprecher, Univ. Erlangen-Nürnberg
Prof. Dr. Hartmut Schmeck, Univ. Karlsruhe
Prof. Dr. Theo Ungerer, Univ. Augsburg
Prof. Dr. Helmut Weberpals, TU Hamburg Harburg

Sprecher
Prof. Dr. Jörg Keller
FernUniversität in Hagen
Fakultät für Mathematik und Informatik
Lehrgebiet Parallelität und VLSI
Universitätsstraße 1
58084 Hagen
Tel.: (02331) 987-376
Fax: (02331) 987-308
E-Mail: joerg.keller@fernuni-hagen.de
URL: http://www.fg-pars.gi-ev.de/

Datum,

Email-Adresse

Telefon,

Telefax,

FRG

Ort,

Name,

PLZ,

Straße

Firma/Diensstelle

Titel,

Land

Unterschrift

Vorname

Ich beantrage die Mitgliedschaft in der Fachgruppe PARS
,Parallel-Algorithmen, -Rechnerstrukturen
und Systemsoftware’.
Ich bin bereit, meinen entsprechenden PARS-Beitrag
an die Geschäftsstelle der GI zu entrichten.

D-53175 Bonn

Gesellschaft für Informatik e.V.
Wissenschaftszentrum
Ahrstr. 45

Sonstige

ITG-Mitglied Nr.

GI-Mitglied Nr.

Gesellschaft für Informarik e. V., Tel. (0228) 302145, FAX (0228) 302167, E-Mail: gs@gi-ev.de

PARS
Einladung zur Mitarbeit
in der GI/ITG-Fachgruppe
.......................................................................................................................................................................................................................................................
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